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ABSTRACT: We explore the use of machine learning (ML) techniques, namely, regression trees (RT), for the purpose of
aviation turbulence forecasting at upper levels [20–45 kft (;6–14 km) in altitude]. In particular, we develop a series of RTbased algorithms that include random forests (RF) and gradient-boosted regression trees (GBRT) methods. Numerical
weather prediction model prognostic variables and derived turbulence diagnostics based on 6-h forecasts from the 3-km
High-Resolution Rapid Refresh model are used as features to train these data-driven models. Training and evaluation are
based on turbulence estimates of eddy dissipation rate (EDR) obtained from automated in situ aircraft reports. Our baseline
RF model, consisting of 100 trees with 30 layers of maximum depth, significantly reduces forecast errors for EDR , 0.1 m2/3 s21
(which corresponds roughly to null and light turbulence) when compared with a simple regression model, increasing the
probability of detection and in turn reducing the number of false alarms. Model complexity reduction via GBRT and
feature-relevance analyses is performed, indicating that considerable execution speedups can be achieved while maintaining
the model’s predictive skill. Overall, the ML models exhibit enhanced performance in discriminating the EDR forecast
among the light, moderate, and severe turbulence categories. In addition, these artificial intelligence techniques significantly
simplify the generation of new NWP and grid-spacing specific turbulence forecast products.
KEYWORDS: Atmosphere; Turbulence; Forecasting techniques; Decision trees; Regression

1. Introduction
Turbulence events are a common threat to commercial and
general aviation. While typically not fatal, turbulence encounters often result in serious injuries to aircraft occupants
and/or rerouting of flights, significantly disrupting operations
and reducing the capacity of the National Airspace System. To
mitigate these adverse consequences associated with turbulence activity, turbulence forecasts are used by pilots, dispatchers, and air traffic controllers to strategically avoid
regions of significant turbulence that can lead to injuries, aircraft fatigue, and damage (Sharman and Lane 2016). The
forecasting difficulty is that these turbulence events are tied to
scales that are smaller than those explicitly resolved by current
operational numerical weather prediction (NWP) models.
Therefore, specific methods are employed to downscale forecast grid-scale information (typically 1–10 km) in the form of
turbulence diagnostics (or indices), which often involve spatial
gradients, to aircraft-scale turbulence (;10–1000 m).
One state-of-the-art turbulence forecasting system is the
Graphical Turbulence Guidance (GTG) algorithm (Sharman
and Pearson 2017; Muñoz-Esparza and Sharman 2018), which
provides automated turbulence forecasts from regional to
global coverage. Recent GTG developments have enabled a
quantitative prediction of energy dissipation rate [EDR [
«1/3 (m2/3 s21), where « is the turbulence dissipation], which is
the standard for turbulence reporting by the International Civil
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Aviation Organization (ICAO 2001), instead of the previously
employed categorical qualitative aircraft weight dependent
turbulence classes: ‘‘light,’’ ‘‘moderate,’’ and ‘‘severe’’ (see,
e.g., Ellrod and Knapp 1992). Employing EDR as the forecast
turbulence metric also has the advantage of being aircraft independent (Sharman et al. 2014). To provide an EDR forecast,
the current GTG algorithm has three main components:
(i) calculation of a suite of turbulence diagnostics, (ii) statistical
mapping of these diagnostics into the EDR space, and (iii)
determination of the best performing set of turbulence diagnostics that provide the GTG ensemble combination. The
statistical linear mapping of the individual diagnostics to the
EDR space is one of the key components of the current GTG
algorithm. This transformation is accomplished by employing
the method proposed by Sharman and Pearson (2017), which
assumes a lognormal probability density function (PDF) of
EDR at mid- and upper levels consistent with observed climatologies derived from in situ aircraft data (Lindborg 1999;
Sharman et al. 2014; Kim et al. 2020). This statistical mapping
technique has been extended by Muñoz-Esparza and Sharman
(2018) to incorporate a dual distribution (lognormal and logWeibull) to properly represent turbulence characteristics and
account for the diurnal variability of turbulence at low levels
(i.e., within the atmospheric boundary layer).
While the statistical mapping approach employed within the
current GTG algorithm has demonstrated reasonable skill in
producing EDR-based diagnostics that appropriately capture
and forecast turbulence events, there are certain aspects of the
current approach that can be potentially improved. One limitation of the current method is that turbulence diagnostics are
assumed to have a lognormal distribution in a climatological
sense (several years). In practice, we typically find only a few
diagnostics that display a reasonable lognormal distribution
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FIG. 1. Example of PDFs of three turbulence indices (circles) and lognormal fits (solid lines). (a) Brown2 index (Brown 1973; m2/3 s21),
(b) EDR derived from a tke-epsilon formulation by Marroquin (1998; m2/3 s21), and (c) a mountain wave turbulence-specific diagnostic
from Sharman and Pearson (2017; K m2 s22) using the 3D frontogenesis function combined with low-level flow characteristics. Solid circles
indicate the selected bins included in the calculation of the best fit to a lognormal distribution. This figure is adapted from Sharman and
Pearson (2017).

over the entire diagnostic’s range. Figure 1 shows three example PDFs of turbulence diagnostics within the GTG ensemble taken from Sharman and Pearson (2017), derived from
the 13-km Rapid Refresh (RAP; Benjamin et al. 2016) NWP
model with a dynamical core based on the Weather Research
and Forecasting (WRF) Model (Skamarock and Klemp 2008).
An example of the replicated lognormal distribution over the
entire range of diagnostic values is shown in Fig. 1a for the
Brown2 (Brown 1973) index (based on a simplified form of
the Richardson number tendency, converted to EDR). In
contrast, there is often a departure from the climatological
lognormal distribution, especially in the tails of the distribution, as seen in Figs. 1b and 1c for a tke–epsilon formulation by
Marroquin (1998) and one of the mountain wave turbulence
diagnostics of Sharman and Pearson (2017), respectively.
These types of distributions pose difficulties in fitting to a
lognormal PDF required for the subsequent statistical mapping, with the fits becoming dependent on the range of values
selected for the fitting and with forecast errors being amplified
by the errors in the fit. Moreover, even if the climatology of a
particular turbulence diagnostic does not exhibit a lognormal
distribution, that does not necessarily imply the index does not
have the potential to provide useful information for inferring
turbulence levels. It is likely possible that a more complex
mapping is required in these cases, or that a diagnostic is only
useful under certain circumstances. Under the current GTG
formulation, a turbulence diagnostic would be discarded if
there is not at least some range of values that can be reasonably
approximated by a lognormal distribution (typically toward
the large magnitude end of the distribution). This decision is
not a simple task and involves trial and error that requires
significant human involvement.
Another component that could be improved in the current GTG algorithm is the selection of the diagnostics that
constitute the final ensemble combination. The current
method employs a forward-selection optimization technique that maximizes the skill of the ensemble prediction

for a given statistical metric of relevance. As the forecasting
skill metric, the area under the receiving operating characteristic curve (AUC) is typically used, which represents the degree or measure of separability of positive and negative events
(e.g., Gill 2016). At the end of the optimization process, a
number of diagnostics are selected, which then get calculated
and combined in a weighted average at each GTG evaluation
(i.e., turbulence forecast). This method maximizes the overall
statistical performance of GTG for the selected metric (AUC).
However, it is expected that a more flexible algorithm, capable
of selecting different turbulence diagnostics depending on
specific atmospheric conditions, may result in more skillful
turbulence forecasts.
Machine learning (ML) and artificial intelligence techniques
provide an attractive alternative in pursuit of a more accurate
turbulence forecast algorithm, given that they are capable of
untangling complex patterns in data-driven models. ML techniques have recently experienced a boost in popularity and
have been applied to a variety of meteorological problems
(e.g., McGovern et al. 2017). Recent examples of the use ML
for prediction of meteorological processes includes thunderstorm initiation (Williams et al. 2008), mesoscale convective
system initiation (Ahijevych et al. 2016), solar irradiance
(Gagne et al. 2017b), convective winds (Lagerquist et al. 2017),
hail (Gagne et al. 2017a; Burke et al. 2020), 2-m temperature
(Rasp and Lerch 2018), extreme precipitation (Herman and
Schumacher 2018), storm longevity (McGovern et al. 2019a),
wind power (Kosović et al. 2020), and severe weather (Hill
et al. 2020), to name a few. In the context of turbulence forecasting, there have been a few early attempts to apply ML
techniques to GTG-like framework since the early inception of
the GTG algorithm.
Sharman et al. (2006) explored the applicability of several
ML techniques to come up with an ‘‘optimal’’ combination of
turbulence diagnostics that maximized the AUC. In particular,
they compared three different models: logistic regression, tree
classification, and neural networks, for the problem of turbulence
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binary classification (i.e., null encounters of turbulence being
0 s, and moderate turbulence or greater encounters being 1 s).
The authors found that when utilizing a reasonable amount of
training data, the skill of these methods was comparable to
the weighted ensemble of turbulence diagnostics as determined by maximizing the area under the ROC curves. Similar
results were found by Abernethy et al. (2008) using logistic
regression and support vector machines within GTG for categorical turbulence predictions (no turbulence, light, moderate
and severe or greater). They obtained an AUC of 0.78 and 0.79
(1.0 being perfect), respectively, in comparison with an AUC of
0.78 based on the GTG method employed at that time. In a
similar context, Williams (2014) applied the random forest
technique (decision trees) for fusing data from diverse sources to
produce a convective turbulence diagnosis, obtaining better skill
with random forests than with the logistic regression technique.
The aim of the present work is to assess the ability of different machine learning techniques based on regression trees
to develop an enhanced GTG-like algorithm that (i) overcomes
some of the current weaknesses of the abovementioned optimization method, (ii) provides an alternative to the current
mapping approach, (iii) results in an increased predictive skill
relative to the additional complexity required, and (iv) is
sufficiently computationally efficient to be incorporated in a
real-time prediction system such as GTG in the near future.
The remainder of the paper is organized as follows. Section 2
describes the details of the data generation and training aspects of the ML models. Evaluation of the skill of the new
ML-based approach versus a high-resolution GTG is presented in section 3. Reduced-complexity ML methods are
explored in section 4. Insights into the more relevant physical
processes for predicting turbulence from NWP model data as
identified from the ML model are provided in section 5. Some
examples of the ML-based algorithm for specific cases are
included in section 6, with the conclusions and main findings
of this study summarized in section 7.

2. Data generation and training of the ML models
There are a wide variety of existing ML models that can be
applied to the particular problem of interest, including logistic
regression, support vector machines, regression trees, artificial
neutral networks, and other variants (e.g., McGovern et al.
2017). Herein we investigate the ability of regression trees
(RTs) to perform turbulence predictions. We employ regression techniques, which allow us to produce a continuous
variable such as EDR as the algorithm output (typically in
the range 0.0–1.0 m2/3 s21), as opposed to the categorical
output from decision trees. The regression-trees ML technique has a number of favorable characteristics that makes
it amenable to the problem at hand. In particular, RTs are
powerful algorithms capable of fitting complex datasets, and
that are often used as a learning method in data mining while
requiring less data preparation than other ML algorithms
(e.g., neural networks). In a nutshell, RTs are built by progressively splitting the source dataset according to a given
criteria, which depends on the particular range of a certain
predictor variable (thresholding), resulting in the formation
of branches and leaves.
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To minimize excessive adaptation to the training dataset
that often leads to a less generalizable model, known as
overfitting, we employ the random forests (RFs) technique
(Breiman 2001). Random forests is an ensemble ML technique based on RTs that introduces a random component
when growing the trees during the training phase. This random component results in a greater tree diversity, hence reducing model overfitting. Instead of a single tree, now the
outcome prediction of the ML algorithm is the ensemble
mean of nt trees, which become different by constraining the
best splitting to a random subset of training features or predictors (bagging). While RFs will trade a higher bias for a lower
variance, they generally yield an overall improved model. In
addition, the individual predictions from the nt trees in the
forest can be used to derive a probability, which is a positive
feature that we will explore in the future in the context of
developing a probabilistic GTG product. Moreover, RFs have
been found to be comparable to or even outperform other ML
techniques for certain applications (e.g., Lagerquist et al. 2017;
Gagne et al. 2019).
The RF models were trained using a series of GTG-derived
turbulence diagnostics prior to remapping into EDR space
(i.e., raw turbulence diagnostics), as well as prognostic quantities from the NWP model forecast. As the underlying NWP
model, we employ the WRF-based High-Resolution Rapid
Refresh (HRRR) weather forecast product (Smith et al. 2008),
with a horizontal grid spacing of 3 km.1 Note this is a higher
resolution than the current operational version of the 13-km
RAP-based GTG described in Sharman and Pearson (2017).
The higher-resolution HRRR-based GTG forecast product
obtained employing the method by Sharman and Pearson
(2017) was also derived as detailed at the end of this section,
which will be termed HGTG hereinafter, and used as reference
to evaluate the improvement in prediction skill by the RF
models. To generate the training dataset, 16 months of retrospective HRRR Global Systems Division (GSD), version 2,
files corresponding to the June 2018–September 2019 period
were collected. We focused on the 6-h NWP model forecast
lead time, including three initialization times, 0900, 1200, and
1500 UTC, with valid times that correspond to those hours
over the United States containing the highest air traffic density (Wolff and Sharman 2008) but that are at the same time
not too close together to contain correlated physical processes (Sharman and Pearson 2017). This resulted in a total
of 1089 HRRR files, excluding the missing files due to data
outages. The corresponding 1089 retrospective HGTG runs
including all of the available turbulence diagnostics, raw
variables from the NWP model output and scoring with
in situ EDR and pilot reports (PIREPs) were efficiently
generated on NCAR’s supercomputer Cheyenne within a
24-h wall-clock time, performing simultaneous monthly
runs parallelized on 36 cores using the message-passing
interface (MPI) domain decomposition capability available

1
The finest grid resolution for an operational NWP model that
was publicly available over the contiguous United States at the
time that this research was carried out.
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within GTG. All of the ML models were trained and evaluated
using Python’s Scikit-learn library, version 0.20.2 (Pedregosa
et al. 2011).
After having carried out the HGTG retrospective runs, a
series of text files containing the scoring results, that is, pairing
of GTG-derived raw turbulence diagnostics and NWP model
prognostic fields with observations, were obtained. A postprocessing code was developed to create a combined netCDF
file from the independent HGTG runs that makes it possible to
1) select the altitude band of interest; 2) filter the data
according to data quality flags, interpolation option, and type
of observations; 3) remove unnecessary information related to
the observations; and 4) select the type of GTG output for
scoring (average, median, minimum, maximum, or nearest
point). In the present study, we focus on the 20–45-kft (;6–
14 km) altitude band, that is, cruising altitudes at upper levels,
located in the upper troposphere and lower stratosphere
(UTLS). No specific filtering is applied to isolate clear-air
turbulence instances, and therefore we consider the best model
that accounts for all sources of turbulence (also including mountain wave and convectively induced turbulence). Evaluations were
based only on in situ EDR from United Airlines, Delta Air
Lines, and Southwest Airlines. PIREPs were excluded given
that with the actual dissemination of the in situ EDR algorithm, less than 8% of the observations corresponded to
PIREPs, which in addition require a calibration to be converted to EDR (Sharman et al. 2014). Only data that had not
been associated with any quality control issues were utilized.
Similarly, interpolated data between true reports were discarded. As a result, a dataset containing 2.42 million model–
observation pairs was created, including 114 predictors for
each comparison instance, and organized as a 2D array for ease
of manipulation within the ML modeling framework. The
dataset was randomly shuffled and then split into independent training (75% of the total) and hold-out testing (25%
of the total) subsets. In that way, we guarantee that the
statistical distribution of the training and testing datasets
is the same, giving no preference to certain time periods or
turbulence classes.
Data-driven ML models typically have many configurable
parameters (hyperparameters) that dictate the structure and
complexity of the model. Among the random forests hyperparameters, we performed sensitivity analysis to the two most
relevant ones: the number of trees nt 5 (20, 50, 75, 100, 300)
and the maximum tree depth td 5 (10, 30, 100). The minimum
number of samples for splitting was also considered but is not
discussed here given its correlation with the maximum tree
depth. The rest of hyperparameters were used with their
default values (Scikit-Learn-Developers 2018). Overall, it
was found that reducing the tree depth results in less skill for
low EDRs (, 0.1 m2/3 s21), with td . 30 yielding no noticeable
improvements. Regarding the number of trees in the forest,
nt 5 100 was found to provide good results, with more trees
adding negligible skill to the model and a reduction of nt
producing a significant degradation of the model’s skill.
Therefore, for the following analysis we use the RF algorithm
with 100 trees and maximum depth of 30 layers as our baseline model. This model was trained with the 114 available

VOLUME 59

predictors, consisting of raw NWP model output information,
latitude, longitude, altitude, and turbulence diagnostics.
For the 3-km HRRR-based GTG turbulence forecasts utilized in this study, we employed a slightly different approach
for selecting the turbulence diagnostics included in the final
GTG ensemble. Sharman and Pearson (2017) determined the
suite of indices conforming the GTG ensemble combination by
maximizing the AUC. Instead, we used a multistatistic criterion, which combined the selected indices that optimized not
only the AUC, but also the bias and true and Heidke skill
scores, critical success index, mean absolute percentage error
and several combinations of these metrics [AUC 1 true skill
score, AUC/(1 1 RMSE), (AUC 1 true skill score)/mean
absolute percentage error (MAPE), and (AUC 1 true skill
score)/(1 1 volmog1/4), where volmog is the fraction of the
volume of predicted moderate or greater turbulence relative to
the total predicted volume]. As a result, the following five
turbulence diagnostics were selected for the ensemble GTG
combination: absolute value of the total deformation squared
(DEFSQ; Sharman and Pearson 2017), inertial advective wind
(iawind; McCann 2001), divergence tendency divided by the
local Richardson number (UBF/Ri; Sharman and Pearson
2017), averaged EDR derived from second-order structure
functions of zonal and meridional velocities over the longitudinal direction (Frehlich and Sharman 2004), and the absolute
value of the vorticity gradient times the gradient of the
Montgomery streamfunction computed on isentropic surfaces
(NCSU2/Ri; Sharman and Pearson 2017).

3. Evaluation of the baseline ML model and comparison
to the HGTG
An initial overall assessment of the performance of the RF
baseline model is provided by the two-dimensional histograms
of in situ EDR versus the ML model and the HRRR-based
GTG presented in Fig. 2. This plot is similar to a scatterplot,
with the individual points substituted by probabilities over
EDR bins (equally spaced in logarithmic space), and with the
red line indicating a perfect one-to-one correlation. The
baseline RF model exhibits certain features that differ from
the current GTG approach. In particular, the RF algorithm
displays a histogram distribution that is clearly clustered
around the one-to-one perfect model across the entire EDR
range. Although there is similar performance between the two
methods in the range of higher EDR values (roughly equivalent to moderate-or-greater turbulence intensities), there is a
noticeable improvement for EDR , 0.1 m2/3 s21 using the ML
algorithm resulting in a significantly higher correlation with
the observations. In contrast, the HGTG method exhibits a
consistent overprediction of the observed EDR (increased
probability of false detection), with a somewhat ‘‘flat’’ response for observed EDR values smaller than 0.1 m2/3 s 21,
which is the suitable threshold for light turbulence for
medium-sized aircraft at cruise altitudes (Sharman et al.
2014). This is partly due to the GTG optimization procedures that are scored based only on binary classification of
‘‘smooth’’ versus ‘‘moderate or greater’’ (taken as EDR $
0.34 m2/3 s21 for medium-weight category aircraft) turbulence categories. It is worth noting that the highest observed
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FIG. 2. Two-dimensional histograms (percent of samples) of in situ EDR observations vs turbulence model
forecasts for (a) the baseline RF algorithm (nt 5 100; td 5 30) and (b) the HGTG approach. The red line indicates a
perfect model (1:1 correlation). The histograms are based on a total number of 605 119 samples, corresponding to
the testing data subset (25% of the total dataset). The lack of EDR data in some bins is due to different reporting
strategies from some aircraft types.

probabilities are associated with EDR , 0.1 m 2/3 s 21, confirming that more intense turbulence encounters are a less
frequent phenomenon than smooth conditions.
To quantify the skill of the developed RF algorithm for
predicting EDR, several performance metrics were calculated.
These include mean error (ME), mean absolute error (MAE),
and MAPE, defined as follows:
ME 5
MAE 5
MAPE 5

1 n
å F 2 Oi ,
n i51 i
1 n
å jF 2 Oi j,
n i51 i
100 n Fi 2 Oi
,
å
n i51 Oi

(1)

and

(2)

(3)

where n is the number of samples, and Fi and Oi are a given
instance pair of forecast and observed EDR values, respectively.
It is often the practice in forecast assessment and verification
to compute statistical metrics that are a single value, intended
to be representative of overall algorithm performance. While
this has the advantage of potentially simplifying the analysis, it
can at the same time hide certain features of the model’s skill.
To be able to more thoroughly analyze the performance of the
different turbulence prediction models, we present the distributions of ME, MAE, and MAPE grouped as a function of the
observed EDR values (Fig. 3). This is specifically done to
provide a quantitative assessment of the predictive skill of the
models across the entire observed EDR range, thus allowing a
more comprehensive understanding of model behavior. In
addition, the distribution of samples in each of the observed
EDR bins is included in the top panel of Fig. 3. There are
several aspects that are noticeable. First, for EDR , 0.1 m2/3 s21,
the developed RF model is significantly more accurate than the
HGTG. This is in line with the 2D histogram distributions

shown in Fig. 2, and corroborated by a factor-of-3 smaller
MAE (;0.027 m2/3 s21) than the HGTG and a small positive
bias (ME). For EDR . 0.1 m 2/3 s 21 , both models present
similar skill, with the HGTG slightly outperforming the
ML model within the range 0.1 , EDR , 0.3 m 2/3 s 21
(light-moderate turbulence). For severe turbulence, there
is slightly better performance of the ML model, which
in spite the reduced number of samples in that category
(n obs 5 613 samples), is statistically significant as will be
shown in the next section.
In the context of turbulence prediction, and given the
predominance of nonturbulent conditions within the UTLS
region, a very important aspect of a robust turbulence
forecast model is to minimize false alarms (i.e., forecast
turbulence activity during calm conditions). The ability of
the RF and HGTG algorithms to forecast nonturbulent
events is evaluated in Fig. 4, where the probability of predicted EDR during calm conditions, EDR 5 0.01 m2/3 s21, is
presented. These instances correspond to the [0.0, 0.02) m2/3 s21
range, truncated by the in situ EDR algorithm to report a value
of 0.0 m2/3 s21, and that we have presented at the center of the
bin in the previous analysis. In addition to the distribution of
forecast EDR, a cumulative PDF is included (solid lines). A
perfect model would have all instances at the lowest EDR bin,
and in turn, a cumulative distribution with a rapid growth as
EDR increases (similar to a ROC curve). It is clear how the RF
model has a distribution that is considerably skewed toward
lower EDR values relative to the HGTG. One-half of the times
that calm conditions are observed, the RF algorithm forecasts
EDR , 0.02 m2/3 s21, and in 90% of the cases its predictions
are , 0.1 m2/3 s21 (i.e., below the typical light turbulence
threshold). This frequency of occurrence is more consistent
with the observed EDR climatology in Sharman et al. (2014).
In contrast, the HGTG algorithm results in an EDR . 0.1 m2/3 s21
about 50% of the time, indicating a significantly higher false-alarm
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FIG. 3. Mean error distributions (ME, MAE, and MAPE) as a function of observed EDR for
the RF and HGTG algorithms. The solid lines represent the mean plus 1 std dev. Also shown is
the number of samples in each observed EDR bin. The overlapping part of the two compared
histograms is colored in gray. The histograms are based on the testing data subset, corresponding to a total number of 605 119 samples (25% of the total dataset).

rate (FAR; i.e., predicting some level of turbulence activity in
calm conditions) relative to RF.

4. Regression-tree ML models of reduced complexity
The present results obtained with the baseline RF model
are very encouraging as a way to improve certain aspects of
turbulence predictions within the GTG or other ensemblebased algorithms. With an end goal of implementing the
developed ML model for operational use, we assessed the
computational requirements associated with this more complex model. For the baseline RF model (100 trees with a
maximum depth of 30 layers), it would take ;30 s to produce a
full HRRR grid (1799 3 1095 3 50) of HGTG forecasts (after
indices are computed) assuming similar computational resources for parallel MPI execution to those available within
the current operational setup (i.e., utilizing 96 cores). The
parallelized GTG algorithm running on 96 cores only requires
;30 s to run a HRRR case from beginning to end, essentially
doubling the execution time with the respect to the HGTG algorithm (note that the RF models require prior execution of
GTG to derive raw turbulence diagnostics used as features by
these ML models). While these execution times would still
allow a seamless operational implementation of an ML-based
GTG-like algorithm under the current execution time requirements, challenges could arise when the underlying NWP models
have larger grids, as it is often the case with global models.
To minimize the complexity of the ML model, and in turn
the associated execution time, we explored two different

options. The first one is the use of another variant of regression trees, called gradient-boosted regression (GBRT;
Friedman 2001). GBRT is also an ensemble technique, but it
is slightly different from the RF technique. Instead of
utilizing a random subset of the available predictors to obtain

FIG. 4. PDFs of EDR forecasts for the observed [0.0, 0.02) m2/3 s21
bin from the RF and HGTG algorithms. The solid lines are the cumulative PDFs, integrated from low to high EDR values. The
overlapping part of the two compared histograms is colored in gray.
The histograms and cumulative PDFs are based on a total number of
349 848 samples (57.8% of the testing data subset).
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FIG. 5. Two-dimensional histograms (percent of samples) of in situ EDR observations vs turbulence model forecast for the GBRT
model with nt 5 60 trees and maximum td 5 10 layers. The overlapping part of the two compared histograms is colored in gray. The
histograms are based on a total number of 605 119 samples, corresponding to the testing data subset (25% of the total dataset), comparing
the GBRT with the baseline RF model.

the optimum splitting strategy, in the case of GBRT, the first
tree targets the actual EDR observations as the predictand,
while each subsequent tree minimizes the residual obtained
after all of the previous trees (i.e., the remaining error). This
approach has the caveat of being more susceptible to overfitting but allows application of early stopping. This means, in
practice, that the optimum number of trees can be determined, at which point further increase in the number of trees
no longer provides any skill improvement (this is not as
straightforward with RFs).
By using the GBRT technique, we were able to simplify the
ML model to nt 5 60 trees and td 5 10 layers of maximum
depth. This results in a reduction of the model complexity that
in turn cuts the execution time on a HRRR-like grid from 30 s
down to 8 s (a factor of 3.75). The 2D histograms of in situ EDR
versus model predictions are presented in Fig. 5, comparing the
baseline RF and the GBRT algorithm error distributions. The
GBRT model behavior is qualitatively similar to that of the RF
algorithm. There is, however, an increase in the model’s spread
from the perfect correlation (red line), partly attributed to the
reduced complexity of the model and to the more susceptible
nature of the GBRT models to overfit the training dataset. This
results in a small increase of model error with respect to the
baseline RF model, as seen from the ME, MAE, and MAPE
distributions (Fig. 5, right panel). Nevertheless, it is worth
noting that a model of the same complexity (same nt and td as
the GBRT model) led in the case of the RF technique to lower
predictive skill (not shown). Therefore, an ML model employing the GBRT technique is a viable option if operational
execution time requirements pose a constrain to the complexity of the ML algorithm.
Another advantageous quality of random forests is that they
allow determination of the relative importance of the predictors in a straightforward manner. After training the RF model,
one can calculate how much each feature reduces the impurity

(a measure of how well the trees split the data) for each node of
the tree and for each tree of the forest algorithm (Breiman
2001; Louppe et al. 2013). In this study we use the mean
squared error as splitting criterion, which is equal to variance
reduction. This metric enables ranking the predictors according to their contribution to the accuracy of the forecast EDR.
Exploiting this feature of RFs, we developed an algorithm to
perform a second training phase after feature importances
have been determined in a previous training phase, and that
allows selection of the degree of model predictor total relevance to retain. This algorithm excludes the least relevant
predictors up to the specified threshold for total relevance and
performs a new training with the reduced set of indices.
The error distributions for a retained 60% and 15% featurerelevance thresholds are shown in Figs. 6a and 6b, labeled
RFri60 and RFri15, respectively. As it can be seen, decreasing
the relevance level down to 60% does not have a large impact
in the resulting RF model. This is a significant reduction in the
number of predictors, from 114 to 32, which, while it does not
impact the ML model execution directly (i.e., it utilizes the
same nt and td values), it does indirectly speed up the overall
execution of the GTG-like algorithm through a smaller number of turbulence indices that need to be computed. The error
distributions in Fig. 6a display a slight improvement of RFri60
with respect to the baseline RF model for EDR , 0.1 m2/3 s21,
indicating that the additional 82 features employed by the
latter were mostly contributing to the model overfit. Indirectly,
the RF model complexity reduction via feature-relevantimportance analysis helps to identify the predictors that are
highly correlated, eliminating them before the model skill
starts to be reduced. As the relevance level is further reduced
to 15%, only utilizing 2 features, the skill of the predictions
starts to degrade for EDR . 0.1 m2/3 s21 (see Fig. 6b).
However, it is worth emphasizing the remarkable performance
of the RFri15 model, which only utilizes the wind speed at the
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FIG. 6. 2D histograms (percent of samples) of in situ EDR observations vs turbulence model forecast for the reduced RF models for
(a) relative importance based on impurity of 60% (32 features) RFri60, (b) relative importance based on impurity of 15% (2 features)
RFri15, and (c) relative importance based on permutation of 89% (32 features) RFrp89, all using the same number of trees and maximum
depth as the RF baseline model (nt 5 100, td 5 30). The red line indicates a perfect model (1:1 correlation). The overlapping part of the two
compared histograms in each panel is colored in gray. The histograms are based on a total number of 605 119 samples, corresponding to the
testing data subset (25% of the total dataset), comparing each of the reduced-complexity models with the baseline RF model.
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tropopause and the potential vorticity gradient as predictors,
evidencing the advantage of complex ML-based models. At
the same time, the lower errors by the RFri15 model for 0.01 ,
EDR , 0.1 m2/3 s21 indicate that predicting calm conditions is
the more straightforward task, and that the real challenge resides on predicting the more rare turbulence episodes.
Impurity importance has the advantage of being easy to
compute, and it is therefore a popular approach in interpreting the relevance of predictors in RT-based ML methods.
However, it is derived from the resulting model, and therefore
suffers from only taking into account statistics from the training phase/dataset. This can potentially lead to certain features
being identified as relevant as long as the ML model has the
ability to use them to overfit. Feature permutation is another
interpretation method that is useful in determining the relative
importance of the different predictors in the RF model, and
that can mitigate this limitation. The feature permutation
technique measures importance by sequentially permuting
each feature with other predictors in the model and then
evaluating the increase in the error (either using the training or
the hold-out testing datasets). If performance deteriorates
significantly when permuting a feature, this indicates that the
feature is important. We performed permutation importance
analysis applying 30 permutations for each of the 114 available
predictors. The results from the reduced-complexity model of
32 features, and that retains 89% of the total relevance as
calculated from permutation importance on the testing dataset,
RFrp89, are also included in Fig. 6c. Both the scatterplot and
error distributions are very similar to the ones from RFri60,
which indicates that the reduced models are generalizable (i.e.,
not subject to overfitting), since impurity is based upon training
while permutation relevance was calculated using the hold-out
testing dataset. Moreover, RFri60 and RFrp89 share 72% of
their features, which are further discussed in section 5, pointing
to the robustness of the feature selection approach for these
reduced-complexity RF models.
Up to now, model skill analysis has mainly concentrated on
the inspection of ME, MAE, and MAPE distributions for the
different algorithms. To provide an assessment consistent with
previous works, we calculate additional statistical metrics
commonly employed in the literature to evaluate meteorological forecasts: true skill score (TSS), probability of detection
or hit rate (PODY), probability of detecting out-of-class events
(PODN), and AUC, calculated from 2 3 2 contingency tables
(e.g., Jolliffe and Stephenson 2012; Gill 2014). Note that here we
separate the errors as a function of the observed EDR as follows:
‘‘null’’ (0.0–0.05 m2/3 s21), ‘‘very light’’ (0.05–0.15 m2/3 s21),
‘‘light’’ (0.15–0.22 m2/3 s21), ‘‘moderate’’ (0.22–0.34 m2/3 s21),
and ‘‘severe’’ (0.34–1.00 m2/3 s21) to account for the differences
in model performance upon the EDR range, which otherwise
would be hidden if a single metric were computed.
As shown in Table 1, the RFri60 and RFrp89 models exhibit the lowest errors (ME, MAE, and MAPE) and a large hit
rate of 0.72 for null and very light turbulence, closely followed
by RF and GBRT models. This indicates good skill by the
ML-based models in predicting smooth conditions, consistent
with the results presented in Fig. 4. In contrast, HGTG has a
very low PODY of 0.05, related to the overforecasting trend
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observed in the 2D histograms from Fig. 2b for low EDR
values (i.e., hot model response), and with a MAPE of 367%
(3.3 times as large as RFri60 and RFrp89, with a MAPE of
112%). While the HGTG has the highest PODN (almost
1.0), this is a consequence of systematically placing forecast
EDR values outside the null category. For a more consistent
evaluation, the TSS should be considered, since it combines
the correctness of the model in predicting values inside the
selected range together with the skill in forecasting values
not observed within the particular EDR range. The RFrp89
and RFri60 models have a TSS of 0.55 for null conditions,
while the HGTG has a considerably lower value (0.042).
This further confirms that the increased probability of detecting values outside the null range comes at the expense
of a reduced hit rate.
A change in the predictive skill of the different models starts
to emerge for EDR . 0.15 m2/3 s21. All of the models perform
similarly for light and moderate turbulence, with the MEs
having in all instances a negative sign, indicative of a trend to
under predict turbulence intensity. The HGTG has the lowest
errors, with a MAPE that is 3.5% smaller than that of the RF
model for light turbulence and 0.9% smaller for moderate
turbulence (with slightly increased errors for RFrp89, RFri60,
and GBRT). In contrast, the ML models have slightly larger
TSS, PODY, and AUC. For severe turbulence, there is a
marginal improvement by the RF, RFrp89, and RFri60 models,
with a 5.0% reduction in MAPE compared to HGTG, as well
as the highest TSS, PODY, PODN, and AUC and the lowest
FAR. In particular, the ML models consistently lead to higher
values of area under the ROC curve, employing as threshold
the middle of the EDR range for each of the turbulence categories. The largest AUC values are found for all models for
the moderate turbulence regime, with an AUC of 0.91 for the
RFrp89 and RFri60 models and an AUC of 0.79 by the HGTG.
In general, both the HGTG and ML models have increased
MAPE by ;15% for severe turbulence compared to the
moderate turbulence category, with similar PODY values, indicating that the spread of the model is larger when EDR is
forecast outside the severe turbulence range. We attribute this
to the difficulties in predicting complex highly transient severe
events, which are rarely observed (0.1% of time), and for which
it is difficult to skillfully train any model (see the drop off in
frequency of observation at the top panel of Fig. 3 for EDR .
0.3 m2/3 s21).
Note that the model evaluation scores presented in this
section are statistically significant. To support this statement,
we performed a k-fold cross-validation analysis, which allows
to estimate the robustness of the developed models subject
to a limited training dataset. Given the 75/25 split of the data
we utilized, a fourfold approach was implemented. Table 2
displays the variability in the statistical metrics for each of the
turbulence categories using the RF baseline model when
different data partitions are used to train the same ML model
(i.e., no overlapping in the testing datasets among the different folds). The maximum variability among the four
trained models is expressed both in absolute range smax and
in relative percentage to the mean of the four RF models
srel for a better interpretability of the variability ranges.
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TABLE 1. Statistical scores for the baseline RF, the GBRT, and the RFri60 and RFrp89 models relative to the current GTG, including
mean error, mean absolute error, mean absolute percentage error, true skill score, probability of detection, probability of correct negatives, false-alarm rate, and area under the curve. The observed EDR range is split into relevant turbulence categories: null, very light,
light, moderate, and severe. The threshold for AUC calculation corresponds to the middle of the EDR interval for each category. The
statistical metrics are based on the testing data subset, corresponding to a total number of 605 119 samples (25% of the total dataset). The
best-performing model for each metric within a turbulence category is highlighted in boldface font, with uncertainty bounds calculated
for each metric within a specific turbulence category on the basis of the fourfold cross-validation analysis presented in Table 2, below.
Algorithm

ME (m2/3 s21)

MAE (m2/3 s21)

MAPE (%)
2/3 21

TSS

PODY

FAR

AUC

0.030
0.028
0.024
0.024
0.084

Null: 0.0 # EDRinsitu , 0.05 m s
0.032
134.531
0.034
140.165
0.027
112.063
0.027
112.399
0.084
367.332

0.867
0.829
0.832
0.837
0.992

0.048
0.065
0.056
0.054
0.039

0.797
0.776
0.796
0.798
0.674

RF
GBRT
RFri60
RFrp89
HGTG

0.028
0.021
0.018
0.019
0.047

Very light: 0.05 # EDRinsitu , 0.15 m2/3 s21 (nobs 5 98 300 samples)
0.049
54.652
0.264
0.583
0.681
0.051
56.930
0.276
0.576
0.701
0.045
49.744
0.327
0.599
0.727
0.045
49.866
0.328
0.602
0.726
0.057
67.161
20.145
0.675
0.181

0.738
0.728
0.701
0.701
0.862

0.885
0.846
0.889
0.890
0.731

RF
GBRT
RFri60
RFrp89
HGTG

20.021
20.040
20.029
20.028
20.035

Light: 0.15 # EDRinsitu , 0.22 m2/3 s21 (nobs 5 15 654 samples)
0.067
34.589
0.256
0.314
0.076
39.135
0.197
0.252
0.071
36.564
0.232
0.277
0.070
36.331
0.234
0.278
0.060
31.120
0.171
0.294

0.942
0.945
0.956
0.956
0.877

0.875
0.891
0.858
0.857
0.940

0.875
0.837
0.878
0.879
0.734

RF
GBRT
RFri60
RFrp89
HGTG

20.071
20.094
20.076
20.076
20.100

Moderate: 0.22 # EDRinsitu , 0.34 m2/3 s21 (nobs 5 7659 samples)
0.109
41.539
0.188
0.200
0.123
46.715
0.132
0.146
0.115
43.692
0.179
0.189
0.114
43.498
0.182
0.192
0.107
40.636
0.094
0.126

0.988
0.985
0.990
0.990
0.968

0.828
0.887
0.803
0.807
0.952

0.903
0.868
0.905
0.906
0.788

RF
GBRT
RFri60
RFrp89
HGTG

20.174
20.194
20.177
20.175
20.241

Severe: 0.34 # EDRinsitu , 1.00 m2/3 s21 (nobs 5 613 samples)
0.218
50.187
0.175
0.178
0.241
55.728
0.162
0.165
0.220
50.779
0.182
0.184
0.219
50.507
0.190
0.192
0.241
55.451
0.029
0.031

0.998
0.997
0.998
0.998
0.998

0.931
0.951
0.928
0.924
0.982

0.785
0.770
0.813
0.835
0.696

RF
GBRT
RFri60
RFrp89
HGTG

The fourfold cross-validation results summarized in Table 2
clearly show that our data splitting approach provides statistically significant results, with the maximum variability
being typically lower than a few percent. This is in part due to
the considerably large dataset utilized (2.42 million samples)
and the random split between training and testing datasets,
which ensures the data distribution is the same among the two
datasets. The severe turbulence category exhibits an increase
in variability of the different metrics with respect to the lower
EDR categories, an expected outcome due to the considerably smaller number of samples (’0.1% of the occurrences in
the dataset), but still remains reduced. The smax values were
used as a proxy for uncertainty ranges in the skill of the developed modes, enabling identification of the differences that
are truly significant from those attributed to insufficient training
data for the ML models. Therefore, when the decrease in skill
from the best performing model is smaller or equal to smax,
several models are highlighted as best performing for a given

(nobs 5 482 893 samples)
0.531
0.663
0.452
0.622
0.553
0.721
0.557
0.720
0.042
0.050

PODN

turbulence category and statistical score, indicative of differences among models being smaller than their statistical
significance.

5. Physical interpretation of the ML model
Despite the widespread use of ML techniques and their
demonstrated benefit within the meteorological community,
these machine learning approaches are often criticized for
being ‘‘black boxes’’ that lack physical interpretability (e.g.,
McGovern et al. 2019b). The impurity and permutation importance methods, applied in the previous section for reducing
the complexity of the RF algorithm, can also be employed to
identify what the relevant features of the model are, and relate
them to the corresponding turbulence mechanisms in the atmosphere. For the regression tree methods employed herein,
feature impurity reveals the predictors that affect the most
training samples (i.e., higher in tree) and that split the data
more effectively (i.e., decrease impurity more), while the
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TABLE 2. Variability of the statistical scores from the k-fold cross-validation analysis for the baseline RF model. A fourfold approach
was employed (k 5 4), to be consistent with the partitioning between training (75%) and testing (25%) datasets. For each metric, the
maximum difference among the fourfold smax and the relative percentage of that difference with respect to the mean of each turbulence
category srel are presented. The statistical metrics are based on the testing data subset, corresponding to a total number of 605 119 samples
(25% of the total dataset). The smax values are used in Table 1 to account for statistical significance in identifying the best skill model.
Algorithm

ME (m2/3 s21)

MAE (m2/3 s21)

MAPE (%)

TSS

PODY

PODN

FAR

AUC

2/3 21

smax
srel (%)

0.000
0.000

Null: 0.0 # EDRinsitu , 0.05 m s (nobs 5 482 304–483 141 samples)
0.000
0.400
0.004
0.001
0.003
0.000
0.297
0.757
0.151
0.347

0.001
2.051

0.001
0.126

smax
srel (%)

0.001
3.670

Very light: 0.05 # EDRinsitu , 0.15 m2/3 s21 (nobs 5 98 300–98 696 samples)
0.000
0.264
0.006
0.007
0.001
0.000
0.484
2.284
1.204
0.147

0.002
0.271

0.002
0.226

smax
srel (%)

0.004
24.819

Light: 0.15 # EDRinsitu , 0.22 m2/3 s21 (nobs 5 15 654–16 050 samples)
0.001
0.483
0.005
0.005
0.001
1.487
1.017
0.392
0.000
0.106

0.004
0.343

0.013
0.343

smax
srel (%)

0.001
25.594

Moderate: 0.22 # EDRinsitu , 0.34 m2/3 s21 (nobs 5 7486–7659 samples)
0.002
0.353
0.001
0.000
0.001
1.840
1.162
2.639
2.472
0.101

0.004
0.643

0.003
1.442

smax
srel (%)

0.009
25.248

0.020
2.160

0.082
10.599

Severe: 0.34 # EDRinsitu , 1.00 m2/3 s21 (nobs 5 550–632 samples)
0.008
1.381
0.028
0.025
3.747
2.778
14.698
14.489

feature permutation on the testing dataset identifies the most
relevant diagnostics as the ones that result in larger errors
when compared to the original model as their features are
permuted with other predictors.
Inspection of the 10 most relevant features used by the RFri60
and RFrp89 models, collected in Table 3 and ranked by relative
importance for each criterion, exposes several interesting characteristics of these ML models. Among the 33 features used by
the RFri60 model, there are 11 that are diagnostics related to the
state and properties of the atmosphere surrounding the tropopause (one-third of the total features). In particular, the feature
with the largest relative importance is the maximum vertical
wind shear in the vicinity of the tropopause (TROPVWS),
with a relative importance of 12.2% based on impurity.
Moreover, all of the tropopause-based indices have a combined relevance of 37.6%, indicating that tropopause dynamics
play a significant role in the occurrence of turbulence events
observed at cruise altitudes. This finding is consistent with the
results from the permutation importance analysis, which also
select TROPVWS as the most relevant diagnostic, and
with a combined relevance of 35.79% for the tropopause
related diagnostics (10 features). Abundant empirical evidence exists for higher levels of turbulence near the tropopause region (e.g., Partl 1962; Chandler 1987; Lester
1993; Wolff and Sharman 2008). These turbulence-conducive
phenomena include jet streams and fronts linked to tropopause
folds, which are often associated with turbulence in the UTLS
(e.g., Shapiro 1978, 1980; Koch et al. 2005; Sharman et al. 2012;
Trier et al. 2020). Not surprisingly then, the feature with the
second largest relevance is the horizontal potential vorticity
gradient (PVGRAD), with a relative importance of 4.8%. This
is likely attributed to the relation between gradients of potential vorticity and stratospheric air intrusions at lower levels

0.000
0.000

(tropopause folds), but also indicative of strong vertical shear
that can lead to turbulence production (e.g., Danielsen 1968).
Another notable correlation found by the ML model between the features and the predictand, that is, turbulence in the
form of EDR, is that of moisture-related variables. This is also
not an unexpected outcome, given the well accepted interplay
between moist convection and turbulence events in the UTLS
region (e.g., Sharman et al. 2012; Sharman and Trier 2019), that
is, the model is skillful at predicting convective-induced turbulence events (provided the convection is properly captured
by the underlying NWP model). Similarly, the mean mixedlayer mixing ratio (MLMR), corresponding to the first 500 m
above the surface, is ranked as the second most relevant feature by the permutation importance criterion, with a relative
importance of 12.8%, and as the third most relevant feature by
the impurity analysis, with a relative importance of 4.0%. We
attribute this to the requirement of a moisture source at the
surface for moist convection to develop at higher altitudes.
Interestingly, the mean mixed-layer potential temperature is
also one of the 32 model features, with relative impurity and
permutation importances of 2.4% and 1.11%, and that can be
interpreted as an indicator of the strength for air parcels to be
buoyantly lifted from the boundary layer into the free troposphere (the higher is the likelihood of being warmer than the
air aloft). In addition, the water vapor mixing ratio qy is ranked
as the third most relevant parameter when considering permutation (relative importance of 12.8%) and fifth for impurity
(relative importance of 3.9%), indicative of the additional
importance of the vertical distribution of moisture throughout
the atmosphere.
The two relevance identification methods also recognize
the importance of the small scales explicitly captured by the
NWP model, by including the resolved turbulence kinetic
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TABLE 3. List of the top 10 features and their description, ranked by decreasing relative importance (in parentheses) as identified by the
impurity (RFri60 model) and the permutation (RFrp89 model) importances for reduced models of 32 features.
Feature
TROPVWS
PVGRAD
MLMR
RTKE
qy
z
lon
lat
TROPUMAX
w2/Ri
TROPSTAB

divm
LMO
EDRRCH
UMAXT
DRAGYT
Endlich
UBF/Ri
1/RiTW
NGM1
TROPWMO
w2
SGSTKE/Ri

Description

Unit

The top 10 features
Max vertical shear in the vicinity of the
s21
tropopause
Horizontal potential vorticity gradient
PVU km21
Mean mixed-layer mixing ratio
g kg21
Resolved turbulence kinetic energy
m2 s22
Water vapor mixing ratio
kg21
Altitude
mj
Longitude
8
Latitude
8
Distance between max wind speed
m
above/below the tropopause
Square of the vertical velocity divided by
m2 s22
the Richardson number
Tropopause height based on stability
m
change
Different features
Absolute value of horizontal divergence
s21
Obukhov length
m
EDR derived from a Richardson number
m2/3 s21
tendency (Roach 1970)
Max wind within the atmospheric
m s21
boundary layer
Wave drag in the meridional direction
N m22
Wind speed times turning (Endlich 1964)
radian s21
Divergence tendency
s22
Inverse Ri based on shear derived from
the thermal wind equations
Wind speed times deformation
m s22
(Reap 1996)
Tropopause height from WMO definition
m
Vertical velocity squared
m2 s22
Subgrid TKE from NWP model
m2 s22

energy calculated as the deviation from a local spatial average
(RTKE), as the fourth-ranked relative importance feature in
both cases (9.2% from permutation and 3.9% from impurity).
In addition to the RTKE, there are several other indices that
relate to resolved small-scale dynamics and that are part of
the suite of the ML model’s features, including vertical velocity squared over the Richardson number, horizontal divergence, vertical velocity variance, and a dissipation rate
derived from a Richardson number tendency. This suggests
that high-resolution NWP models provide useful information
that can be downscaled by the ML algorithm and mapped to
an aircraft-scale EDR estimate. It is worth mentioning that
altitude, longitude and latitude are among the highest rated
features, with a combined relative importance of ’10% in
both importance metrics, indicating that the ML model is able
to identify spatial patterns associated with turbulence occurrences. The importance of these localization-enabling
features is of specific relevance for classifying turbulence
generation mechanisms under a given spatially evolving
weather scenario, in addition to local terrain features associated with influencing weather systems and associated with
generation events in the form of mountain waves.

Impurity (RFri60)

Permutation (RFrp89)

12.245 (1)

22.529 (1)

4.848 (2)
4.020 (3)
3.996 (4)
3.986 (5)
3.690 (6)
3.270 (7)
3.239 (8)
2.949 (9)

7.183 (5)
12.828 (2)
9.201 (4)
9.266 (3)
4.103 (6)
3.172 (7)
1.925 (12)
2.328 (10)

2.854 (10)

3.066 (9)

2.451 (24)

3.164 (8)

2.391 (26)
2.513 (19)
2.513 (27)

—
—
—

2.513 (23)

—

2.270 (31)
2.453 (22)
—
—

—
—
1.175 (17)
0.824 (25)

—

0.820 (26)

—
—
—

0.712 (27)
0.696 (28)
0.641 (32)

Moreover, the same nine features are in both of the top-10
rankings of importance and have similar relative positions. Of
the 32 predictors, only 6 features differ between the two reduced
models, listed in the bottom part of Table 3. This distribution of
importance across multiple features provides further confidence
in the robustness and generalizability of the developed reduced
models. A further attempt to elucidate how each of these relevant features affects the resulting ML model response was made
by deriving partial-dependence plots, which calculate the average EDR forecast for each possible value of a feature. While a
few features like TROPVWS, qy, and MLMR have partialdependence plots with regions of positive slope, overall, it is
found that the majority of the features result in a flat partialdependence response over a large portion of its range (even
in the reduced models), which indicates that our model often
predicts EDR based on complex nonlinear interactions that
involve multiple predictors.

6. Examples of the ML-based algorithm
Two specific cases are used to illustrate the representative
behavior of the developed RF algorithms. These are by no
means examples of the best forecasts that can be obtained with
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FIG. 7. Examples of EDR turbuence forecasts (m 2/3 s21) with the RFri60 model for (left) a CAT event and (right) a CIT case.
Contours of ML-based RFri60 model EDR FL320 6-h predictions valid at (a) 1800 UTC 21 Jun 2019 and (d) 1500 UTC 18 May 2019
are shown. (b),(e) Observations that include 6300-ft (;90 m) altitude and 610-min time interval from the specific forecast
and observed composite radar reflectivity (dB); EDR observations from automated in situ sensors are indicated by crosses (circles
show null and very light turbulence). (c),(f) Scatterplots of observed-to-forecast EDR, where the black solid line represents a
perfect model (1:1 correlation), and the two dashed lines indicate deviations by a factor of 2. Scatterplot forecast values are taken
as the maximum within a 45-km-per-side square box, to account for spatial shifts in the turbulence patterns derived from the NWP model
with respect to reality.

our ML-based turbulence prediction model, rather an attempt
to provide examples of typical EDR forecasts from the RF
baseline model. Also, it is worth reminding that NWP model
errors often propagate into our turbulence forecast algorithm
degrading its skill, and that there is no simple approach to
separate NWP model forecast errors from errors in the actual
turbulence forecast algorithm, already inherited during the
training phase (whether it uses ML techniques or any other
type of methods).

The first case corresponds to a clear-air turbulence (CAT)
episode, which developed toward the East Coast, approximately at the boundary of West Virginia with Virginia on
21 June 2019 (Fig. 7b). The RFri60 model 6-h EDR forecast
from Fig. 7a displays a localized patch of enhanced turbulence activity in the same region, which extends farther north,
and that agrees well with the reported in situ EDR in timing,
location, and intensity. There is another region of light-tomoderate CAT over northern Wisconsin and Minnesota,

Unauthenticated | Downloaded 01/09/23 02:55 AM UTC

1896

JOURNAL OF APPLIED METEOROLOGY AND CLIMATOLOGY

which is also well predicted by the RFri60 model. The convective core over Missouri and Illinois, as indicated by the
observed radar reflectivity, is identified by the model as a region of moderate turbulence; however, there are no reports
available to evaluate its accuracy. The ML-based turbulence
forecast further exhibits good skill in identifying the regions
over central and western United States where null turbulence
was reported, as depicted by a white EDR contour level. The
scatterplot for this event in Fig. 7c depicts an accurate response
of the model, locating the majority of the observation-toforecast pairs within a factor of 2 for observations within the
light and moderate turbulence categories, with a high PODY
of 0.89 and reduced MAE and MAPE of 0.057 m2/3 s21 and
28.8%, respectively, as well as for the five severe turbulence
reports, which have a MAPE of 16.7%.
The other example that we examine is a case occurring to
18 May 2019 where near-cloud turbulence was reported. The
observed mosaic maximum reflectivity valid at 1500 UTC
(Fig. 7e) shows a coherent squall line over central Texas and
Oklahoma. The overlaid turbulence reports display a number
of light-to-moderate (37) and a few severe (4) reports within
the convectively active area. The EDR forecast from the RF
model in Fig. 7d, corresponding to a 6-h forecast valid at
1500 UTC, predicts elevated turbulence within a region that
reasonably matches the location of the active convection not
only over the central United States but also toward the
northern United States and West Coast, as indicated by the
maximum radar reflectivity contours. Again, the majority of
the observed light-to-moderate turbulence instances (0.1 #
EDR # 0.34 m2/3 s21) are clustered within a factor of 2 of the
observations, with a very high PODY of 0.909 and a MAE of
0.05 m2/3 s21 (representing 14%–50% of the spanned EDR
range, MAPE 5 30.8%). An interesting feature of the ML
model is that it is able to predict a sharp line of high turbulence (EDR ; 0.5 m2/3 s21) that matches the deep core of
the squall line as indicated by the observed mosaic radar
reflectivities, especially over Texas. This is also a very encouraging finding, given that in-cloud turbulence is most
often avoided by pilots, since it is detectable with radars,
and therefore the number of in-cloud events used for
training of the algorithm is typically sparse.

7. Summary and conclusions
We investigate the applicability of ML techniques, in particular regression-tree-based methods, to forecast UTLS turbulence for aviation purposes. Specifically, we target a more
flexible ML-based GTG-like algorithm that (i) overcomes
some of the weaknesses of the current GTG optimization
method, (ii) provides an alternative to the EDR mapping approach, (iii) results in an increased predictive skill relative to
the additional complexity required, and (iv) is sufficiently
computationally efficient to be incorporated into a real-time
GTG-like prediction system. A database of 2.42 million
model–observation pairs was created, as the result of 1089
three-km HRRR-based GTG 6-h forecasts, randomly split into
training (75%) and testing (25%) datasets. After performing
sensitivity analyses to two of the hyperparameters of the random forest (RF) ensemble technique, namely, the number of
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trees nt and the tree depth td, it was found that an algorithm
with nt 5 100 trees of maximum td 5 30 layers of depth provides
sufficient complexity for this ML method for the specific
problem considered herein. This baseline RF-based algorithm
is found to significantly reduce forecast errors especially for
EDR , 0.1 m2/3 s21 by increasing the probability of detection
and in turn reducing the number of false alarms. This EDR
range is representative of null and light turbulence for a typical
medium-sized aircraft, where the HGTG algorithm tends to
overpredict turbulence intensity. Accurately predicting calm
conditions is also a very important aspect of a turbulence
forecasting algorithm. This allows airlines to avoid overusing
the seat-belt-on sign, which in turn improves customer perception of reliability and permits the cabin crew to normally
operate their aircraft cart services.
We also explore a reduction of the complexity of the baseline RF model by employing gradient-boosted regression trees
and two feature reduction methods based on relative importance identification by impurity (RFri) and by permutation
(RFrp). In particular, we find that the number of features can
be considerably reduced, from 114 in the baseline model to
32 in reduced models where 60% of the total impurity importance (RFri60) and 89% of the total permutation importance (RFrp89) are retained while not noticeably impacting
the model’s skill. In fact, the performance of the reduced models
for observed EDR , 0.15 m2/3 s21 is slightly improved with respect to the baseline RF model, an aspect attributed to a reduction in overfitting and hence a more generalizable model. The
GBRT model produces a similar skill to that of the RF baseline
model, in addition to speeding up the execution of the algorithm
by a factor of ’3.75. The reduced feature RF-based models do
not directly impact the speed of execution of the ML algorithm
(same number of trees and layers); however, they do indirectly
decrease the global execution time through an effective reduction in the number of features that are input to the RF algorithm.
The ML-based models overall exhibit augmented average
TSS for light–moderate–severe turbulence, in turn leading to
higher AUC values of 0.87 for the RFri60 model versus 0.74 for
the HGTG algorithm, indicative of a higher skill in discriminating the EDR forecast among these categories. Another
advantage of these ML-based techniques is that they directly
use the turbulence diagnostics, therefore eliminating the need
for performing a calibration to fit to a climatological EDR
distribution or mapping to EDR space, as required by the
current GTG method. These characteristics, as already mentioned, considerably contribute to streamlining the generation
of NWP and grid-spacing-specific GTG forecast products.
Feature-relative-importance analyses were used to help interpret the results of the ML model. These results imply that the
characteristics of the environment surrounding the tropopause
are typically the most important contributing factor to UTLS
turbulence events. Variables related to moist convection are
found to also be important features, with a lower contribution
compared to the tropopause-related mechanisms, likely related
to a bias in the available data originated from the avoidance of
moist convection detectable by onboard radars when possible. Also, resolved small-scale dynamics are of relevance,
supporting the notion that high-resolution NWP models are
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successfully capturing turbulence drivers. These insights obtained from the ML model are useful to guide future efforts in
the development of enhanced turbulence diagnostics.
We have demonstrated that RF models can be employed to
improve GTG’s predictive skill, in particular to reduce the
frequency of false alarms in null or very light turbulence conditions, and also simplifies the current GTG framework. Based
on these promising findings, we plan to incorporate this type of
RF algorithm within the GTG framework for its operational
use, including a specific product for mountain wave turbulence
and the development of a probabilistic forecast product initially derived from the predictions by the individual trees of the
RF model. In addition, we will explore the extension of the
current ML-based algorithm to forecast low-level (MuñozEsparza and Sharman 2018) and convectively induced turbulence. For the latter, we plan to employ observations of in-cloud
EDR from the NCAR/NEXRAD Turbulence Detection
Algorithm (NTDA; Williams and Meymaris 2016). This
additional observational data source provides a three-dimensional
in-cloud mosaic of EDR produced every 5 min over the contiguous United States, thereby complementing the sparser withincloud in situ and PIREPs datasets.
One aspect worth keeping in mind when developing these
types of algorithms is the particular nature of turbulence
forecasting using coarse NWP model data that we are dealing
with. On one hand, we are attempting to forecast turbulence at
the subgrid, which would minimally require the proper combination of turbulence diagnostics for each particular weather
situation, and that is inherently limited by the ability of performing such complex downscaling operation. On the other
hand, we are basing our model development/training on NWP
model data, with its own inherent forecast errors. These two
combined do in fact result in a very challenging problem, since
we are targeting the development of an accurate model yet
trained with imperfect forecasts, while at the same time seeking to infer subgrid-scale effects for which a known universal
relationship that is applicable to all particular weather situations
does not exist. Also, the observations that our turbulence prediction algorithms are based upon, that is, automated in situ EDR
and PIREPs are only available at the times, locations, and altitudes where these commercial aircraft operate, often attempting
to avoid regions of turbulence activity, which further limits the
coverage of the reference dataset. Therefore, there are combined
intricacies that cannot simply be untangled and that affect the
process of developing these turbulence forecast algorithms as a
whole. Still, GTG and similar algorithms have proven to be a
useful source of information for both strategic and tactical turbulence avoidance (Sharman and Lane 2016), therefore confirming the need for sustained research in aviation turbulence
forecasting, effectively combining innovative algorithms, highresolution models, and comprehensive observational networks.
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