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ABSTRACT
The optimal spectral sampling (OSS) method provides a fast and accurate way to model radiometric observations and their Jacobians (required for inversion problems) as a linear combination of monochromatic
quantities. The method is flexible and versatile with respect to the treatment of variable constituents, and the
method’s fidelity to reference line-by-line (LBL) calculations is tunable. The focus of this paper is on the
modeling of radiances from hyperspectral infrared sounders in both clear and cloudy (scattering) atmospheres
for application to retrieval and data assimilation. In earlier articles, the authors presented an approach that
performed spectral sampling for each channel sequentially. This approach is particularly robust in terms of
preserving fidelity to LBL models and yields ratios of monochromatic calculations per channel of approximately 1:1 for such hyperspectral sensors as the Infrared Atmospheric Sounding Interferometer (IASI) or the
Atmospheric Infrared Sounder (AIRS) (when tuned for nominal 0.05-K accuracy). This paper describes the
generalization of the OSS concept to minimize the total number of monochromatic points required to model a
set of channels across individual spectral bands or across the entire domain of the measurements. Its application to principal components of radiance measurements is addressed. It is found that the optimal solution
produced by the OSS method offers computational advantages over existing models based on principal
components, but, more importantly, it has superior error characteristics.

1. Introduction
The optimal spectral sampling (OSS) approach is a fast
and accurate method for treating molecular absorption in
radiative transfer calculations (Moncet et al. 2008, hereafter
Mon08). OSS is a conceptually simple approach for extending the k distribution (e.g., Goody and Yung 1989) or
exponential sum fitting of transmittance (ESFT; Wiscombe
and Evans 1977) techniques to vertically inhomogeneous
atmospheres (e.g., West et al. 2010). In practice, OSS reduces the modeling of radiometric measurements over
spectral channels to a one-dimensional optimization problem, seeking a minimal set of spectral points (nodes) such
that spectrally integrated radiances (or transmittances)
are well approximated as the weighted average of

* Supplemental information related to this paper is available at the
Journals Online website: http://dx.doi.org/10.1175/JAS-D-14-0190.s1.

Corresponding author address: Jean-Luc Moncet, Atmospheric
and Environmental Research, 131 Hartwell Avenue, Lexington,
MA 02421-3126.
E-mail: jmoncet@aer.com

monochromatic radiances (or transmittances) at the
selected nodes. The required accuracy of the approximation can be set when the optimization is performed.
The physical nature of the method confers the model a
lesser degree of dependence on the dataset used for
training than with statistical methods, which makes it
particularly appropriate for climate monitoring or retrieval of minor pollutants—applications that require
the ability to model weak spectral signatures in the most
atypical situations. Because OSS is aimed at replacing
line-by-line (LBL) models in applications that require
processing large datasets, robustness and fidelity to the
LBL model are the main design requirements for OSS.
The method has been applied to a wide variety of radiative transfer modeling problems, including aircraft (Liu
et al. 2003), limb (Eluszkiewicz et al. 2015, manuscript
submitted to J. Quant. Spectrosc. Radiat. Transfer), and
ground-based observations, and covers the entire spectrum from microwave (Lipton et al. 2009) to ultraviolet.
It is integrated in the operational Cross-Track Infrared
Sounder (CrIS; Han et al. 2013) processing system
(Moncet et al. 2005; Divakarla et al. 2014) and is used for
retrieval of pollutants from the Tropospheric Emission
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Spectrometer (TES; Cady-Pereira et al. 2014, 2012;
Shephard et al. 2011).
This paper focuses on the modeling of hyperspectral
infrared measurements from spaceborne sensors for
retrieval applications and assimilation of satellite data in
numerical weather prediction (NWP) and climate
models. These applications commonly deal with large
amounts of data and require very fast models to produce
both radiances and Jacobians (derivatives of the radiances with respect to the model inputs). Whether the
radiometric observations are provided in spectral space
or in a linearly transformed space, their treatment in
OSS is identical. A linear transformation of particular relevance is the projection onto a truncated set of empirical
orthogonal functions (EOFs) derived from a large ensemble of measured or calculated spectra, reducing the set of
channel radiances to a smaller set of principal components
(PCs). PCs have been proposed for data compression
and for filtering noise from satellite observations (e.g.,
Huang and Antonelli 2001; Aires et al. 2002; Antonelli
et al. 2004). Their direct use in physical retrieval systems
greatly speeds up the inversion process (Liu et al. 2006b).
The use of PCs is also being considered for NWP assimilation (Matricardi and McNally 2014). In this case, strategies are still sought for dealing with the nonlocal nature of
the Jacobians (mixing issue) especially in the treatment of
cloudy observations when using the full spectrum (Collard
et al. 2010).
The OSS approximation for radiances at the observer
level in a sensor channel l is expressed as
yl ’ y^l 5
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Nl

å wli y~(nli ) or equivalently y^l 5 wTl ~yl ,

(1)

i51

where yl is the ‘‘exact’’ channel radiance computed by
numerically integrating monochromatic calculations
from a reference LBL radiative transfer model having
very fine spectral discretization across the instrument
response function; and y~(nli ) are the monochromatic
radiances computed at Nl OSS wavenumbers nli , or nodes, selected for channel l. In the vector form of (1), wl
is a vector containing the OSS weights, and the superscript T indicates the transpose. It is the objective of the
training process to optimally select the nodes from a
large number of possible candidates (from monochromatic line-by-line model output) and their associated weights wli to minimize the rms difference between
exact and approximate radiance calculations for a diverse set of S (training) scenes:
sﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
1
«l 5
å (^y 2 yls )2 .
S S ls

(2)

The LBL model used as a reference in our training and to
build the absorption coefficient lookup tables (LUTs) used
by the fast-forward model is the LBL radiative transfer model (LBLRTM; Clough et al. 1992, 2005). The
nominal spectral sampling interval used by LBLRTM
is one quarter of the Doppler half-width and typically
varies from 1024 cm21 around 700 cm21 to about 2.5 3
1024 cm21 in the shortwave end of the infrared spectrum. The results presented in this paper are based on
LBLRTM, version 12.1 (Alvarado et al. 2013). The
OSS method can be applied with any alternative reference LBL model.
The OSS method can be coupled with any monochromatic radiative transfer (RT) solver (scattering or
nonscattering). The layer molecular optical depths (and
their derivatives with respect to constituent concentrations
and temperature) input to the RT solver are obtained by
interpolation from precomputed absorption coefficients
stored for all nodes in an LUT as a function of pressure
and temperature and, for water vapor, as a function of
water vapor itself (Mon08, their section 5). The structure
of the OSS forward model differs from that of models
employed with traditional channel transmittance parameterizations (McMillin and Fleming 1976; Fleming
and McMillin 1977; McMillin et al. 1979; Eyre and Woolf
1988; Eyre 1991; Strow et al. 2003; Matricardi 2003),
which process the channels sequentially. In OSS, the
loop over nodes is the main loop. The execution of (1) is
embedded in the node loop, after the call to the RT
model, to update channel radiance and Jacobians each
time a new node has been processed.
Total OSS forward model timing for the set of channels is approximately equal to
tOSS ’ Ntot tRT 1 (Nchan NNpar )tfloat ,

(3)

where Ntot is the total number of nodes for the set, with
each node counted once even if it is used by more than
one channel and tRT is the time required for performing
the calculation of a single node’s monochromatic radiance and Jacobian vector (including interpolation of
tabulated molecular absorption and computation of
surface and cloud optical properties. This time depends
on the particular RT solver being used with OSS. With
the RT solver that we typically use for nonscattering
conditions, the radiance and analytical Jacobian calculations are done together, with the portions affecting
only the Jacobians taking about 40% of tRT . With the
adjoint method, Jacobian calculations are about 1.5
times slower than the forward calculations and represent
roughly 60% of tRT . The second term on the right-hand
side of (3) represents the time used to recover channel
Jacobians from monochromatic Jacobians by applying
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(1) in its differential form.1 In this equation, tfloat is the
time taken by a single floating operation (multiplication); Npar is the number of retrieved parameters, which
in most inversion schemes is smaller than the number of
geophysical parameters input to the forward model;
Nchan corresponds to the number of selected instrument
channels; and N is the average number of nodes used to
reconstruct the radiances in a channel:
N5

Nchan

å

l51

Nl /Nchan .

(4)

When multiple scattering is invoked, Ntot tRT may be the
dominant term in (3), such as in the visible, where the
number of computational angles used by RT models to
represent the angular distribution of radiances is typically large and polarization and Rayleigh scattering are
included. In this case, the fastest OSS solution is the one
that minimizes Ntot. In the thermal regime for clear-sky
calculations, the RT part is quite fast, and, in this case,
the Jacobian-mapping operation [second term on the
right-hand side of (3)] may represent a significant fraction of tOSS if N becomes large.
The ‘‘localized’’ training method described in Mon08
is primarily aimed at minimizing N: that is, it provides
the minimum number of nodes Nl needed to model radiances in any given channel l within prescribed accuracy. This approach operates on individual channels
(one channel at a time) using nodes selected from within
the interval Dnl over which the instrument function [or
instrument line shape (ILS)] is nonzero (the entire band
for unapodized or weakly apodized ILS). The adaptive
preselection scheme employed in Mon08 (their section
2), by depleting the number of candidate nodes available
for the final selection stage, favors node reuse in regions
where ILSs overlap and typically maintains Ntot on the
order of Nchan with current operational hyperspectral
sounders, such as the Infrared Atmospheric Sounding
Interferometer (IASI; Hilton et al. 2012), the Atmospheric Infrared Sounder (AIRS; Aumann et al. 2003),
or CrIS (apodized) when fidelity to the reference LBL
model [(2)] is required to be well within the sensor noise.
This similarity of Ntot to Nchan results in computational
speeds that are comparable to those of statistical transmittance parameterizations for radiance calculations.
This approach has proven to be robust and accurate (e.g.,
Saunders et al. 2007; Calbet et al. 2011). The computation
of derivatives of monochromatic-layer optical depths
with respect to atmospheric temperature and constituents’

1
The time taken to perform the mapping from node to channel
space is typically small for radiances compared to Jacobians.
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concentrations from data stored in LUTs is simple and
gives the OSS method a speed advantage for the computation of Jacobians. Recent comparisons with the Joint
Center for Satellite Data Assimilation (JCSDA) Community Radiative Transfer Model (CRTM; e.g., Liu et al.
2013) and the Radiative Transfer for Television and
Infrared Observation Satellite (TIROS) Operational
Vertical Sounder, version 11 (RTTOV-11; Hocking et al.
2014), have shown that OSS (trained for 0.05-K accuracy)
is faster by a factor of more than 2 for the modeling of
IASI radiances and Jacobians. The generalization of the
OSS node-selection methodology, called ‘‘global’’ training in Mon08, seeks to minimize the total number of
nodes required to model an entire instrument spectrum
(or individual bands) by simultaneously operating on all
channels across that interval. The global solution described here can provide substantial reductions in tOSS in
certain configurations, an advantage for applications that
handle large volumes of data, and an order-of-magnitude
reduction in the size of the absorption LUTs.
This paper describes the global training method,
which leverages an enhanced localized training method
and provides an assessment of the accuracy and computational performance of the global solution. We address modeling of radiances as well as PCs of radiances.
The capability of OSS to handle large numbers of variable molecular absorbers, as well as clouds and complex
land surface properties over extended spectral regimes
(e.g., nonapodized interferometric ILS) is discussed.
Performance of localized and global training for application to existing hyperspectral sensors is also discussed,
with comparative timing performances for various
configurations.

2. Enhancements to the localized training approach
a. Background
The basic approach to finding a minimal number of
nodes that approximates radiances in a channel l within a
prescribed accuracy consists of successively adding nodes selected from an initial ensemble contained in the
interval Dnl such that, with each addition of a new node,
improvement in the sum of squared errors (SSE) computed over all scenes in the training ensemble is obtained. The Wiscombe and Evans (W-E) approach
discussed in Mon08 looks for maximum SSE improvement at each update and differs from the basic steepest
descent method (Snyman 2005) in that determinant
control and term dropping procedures provide mechanisms for escaping local minima. The alternative Monte
Carlo (MC) approach attempts instead to modify the
search path at each step using a statistical rule and is
more successful than the W-E search at finding a global
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minimum when the node count in the final selection
exceeds about 10 (e.g., in strong absorption bands) and
the initial set of nodes contains highly redundant information (like the initial set produced by LBL models).
In other situations, the W-E and MC searches produce
similar node counts, but the W-E search is faster.
Operations performed at each step during the search
include 1) determining the OSS weights and computing a
performance score for each candidate combination of
nodes in order to select the best set of nodes (and associated weights) and 2) computing the rms differences
between reference and OSS-modeled channel radiances
for the selected node combination to evaluate the result
of this step against accuracy requirements. Following the
ESFT approach described in Wiscombe and Evans
(1977), weights are derived by regression (i.e., by applying standard Gaussian elimination to solve the following
system of linear equations2 for each channel l):
~ 5r ,
Rw
l
l

(5)

~ and vector r are
where the elements of matrix R
l
given by
R~ij 5

å y~is y~js

(6)

rjl 5

å y~js yls .

(7)

s

and
s

It can be shown, by making use of (5), that the node
combination that provides the best fit (on average over
all scenes) is the combination that maximizes the term
wTl r l . To avoid having to recompute the elements of rl
each time a candidate node is considered for the solution
update, we compute those elements only once for a
given sensor for all channel–node combinations prior to
~ are
starting the search. Similarly, the elements of R
computed offline for all possible pairs of nodes in our
generic sensor-independent initial node selection (see
below). These precomputations greatly accelerate the
overall optimization process and make the search for an
optimal set of nodes independent of the number of
scenes in the training set. To ensure uniform model
performance across the various situations represented in
the training set, we impose a requirement that model
accuracy be independent of viewing geometry (i.e., scan

2
As in Mon08, we have the option to constrain the sum of the
weights to be exactly equal to 1. However, the sum of weights in the
unconstrained solution always approaches 1 very closely, so the impact on the solution of including this explicit constraint is minimal.

angle, altitude for airborne sensors, and sun angle in the
shortwave during the day), surface properties, and cloud
conditions. This capability is achieved by binning the
scenes according to these parameters and by monitoring
the rms error in the individual bins at the end of each
step. The search procedure stops when the accuracy
threshold is met for every bin of scenes.
The threshold value «thr of «l at which the search
process stops (i.e., the accuracy of the OSS model) may
be specified in radiance or brightness temperature units.
In radiance mode, the accuracy threshold for each
channel is typically set to some fraction of the instrumental noise: «thr 5 aNEdN, where a is a user-specified
parameter less than 1 and NEdN is noise-equivalent
delta radiance. As explained in section 2b, validation
with independent datasets is an integral part of building
and testing our training set. Therefore, nominal performances quoted in this paper are met with both dependent and independent datasets.
The localized node selection process for any given sensor typically starts from a generic set of node selections
obtained for boxcar pseudo-instrument functions uniformly spanning the spectral domain of interest (Mon08,
their section 3). The width of the boxcars ranges from
less than 0.01 cm21 (with which we produce an OSS
database called HIRES) to more than 5 cm21. Training
for an actual sensor ILS starts from the solution corresponding to low-resolution boxcars and goes to higherresolution boxcars only if a solution that meets the accuracy
threshold cannot be found. In this way, the method encourages maximum node reuse (and, hence, lowering of
Ntot) in regions where adjacent channels overlap.

b. Training profiles and treatment of variable
constituents
The robustness of radiance-trained OSS models depends substantially on the properties of the set of atmospheric profiles constructed for training. A property
that takes a heightened importance with the global
training method is the destruction of profile smoothness
by random perturbations (Mon08, their section 4). By
greatly weakening profile vertical correlations, the OSS
selection process tends to model each channel by selecting nodes that represent the distinct portions of the
atmosphere the channel senses (as would be the case if
we were training the models to fit Jacobians), rather
than relying on fewer nodes, the radiances of which
would be correlated by way of profile correlations. If the
vertical correlations were not greatly diminished, the
number of nodes needed to model a set of channels would
be reduced, but the model would be less robust when
confronted with anomalous profiles. The adequacy of our
training set is monitored by verifying that the accuracy
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of the OSS model is within the threshold «thr when
evaluated with any particular independent dataset
from a collection of validation sets from multiple sources and by verifying that channel Jacobians computed
with the reference LBL model are closely matched by
OSS-computed Jacobians.
In OSS, molecular constituents are divided into variable and fixed categories (Mon08). The number of optically active variable constituents varies from node to
node. One advantage of the OSS formalism over transmittance parameterizations is that adding new variable
molecular constituents does not require any algorithm
change, either in the training or in the forward model.
All that is required is including the new constituent in
the training scenes and adding entries for those constituents in the absorption LUTs.
While operational infrared models typically include 6
variable constituents (Hocking et al. 2014; Chen et al.
2012), the infrared models that we use in support of
retrieval and spectroscopic validation studies typically
include 13 variable constituents (Table 1). Not all those
constituents are necessarily being retrieved, but some
constituents’ concentrations may be dynamically updated using information from external sources to capture regional and seasonal variability, as well as secular
trends. The variable constituents were extended to 20
(Table 1) for application to retrieval of pollutants from
TES, with only O2, N2, NO, and NO2 as fixed gases.
The original atmospheric set used for radiance training
with H2O and O3 as the only variable absorbers has been
described in Mon08. Concentration profiles for all new
minor constituents are selected by sampling the output of
year-long runs of chemistry models. An analysis similar to
the one used by Chevallier (2002) is applied to each
constituent to reduce the size of the datasets down to a
few hundred profiles while ensuring that variability in
concentration profiles is adequately represented in each
set. Correlations between the minor constituents’ concentrations may result in the mixing of spectral signatures
associated with different absorbers, similar to the effect of
profile correlations discussed above. These correlations
are deliberately excluded by randomly scaling the column
amounts and adding the scaled profiles at random to each
scene in the original training set. The scaling factors are
chosen so that the range of the training set encompasses
the concentrations observed locally (from in situ reports)
near sources of emission during pollution events and accounts for secular trends. Sources of concentration profiles for the constituents listed in Table 1 include the
NASA Global Modeling Initiative (GMI) (Strahan et al.
2007; Duncan et al. 2007) and Harvard University GEOSChem (Bey et al. 2001) models. Constituents not treated
in current chemical models are obtained from the
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TABLE 1. Minor constituents treated as variable (V) and fixed
(F) in versions of OSS infrared forward models. Constituents that
are treated as fixed in all current versions of OSS are not listed.
Most operational models handle the six variable molecules listed in
the first column, but the list of fixed molecules may vary from
model to model.
Constituent

OSS basic

OSS typical

OSS TES

H2O
CO2
O3
N2O
CO
CH4
SO2
NH3
HNO3
OCS
HCN
C2H2
HCOOH
C2H4
CH3OH
CCl4
CF4 (CFC-14)
CCl3F (CFC-11)
CCl2F2 (CFC-12)
CHClF2 (HCFC-22)

V
V
V
V
V
V
F
F
F
F
F
F
F
F
F
F
F
F
F
F

V
V
V
V
V
V
V
F
V
V
F
F
F
F
F
V
V
V
V
F

V
V
V
V
V
V
V
V
V
V
V
V
V
V
V
V
V
V
V
V

Michelson Interferometer for Passive Atmospheric
Sounding (MIPAS) database (http://www.atm.ox.ac.uk/
RFM/rfm_downloads.html; Remedios et al. 2007). We
verify the adequacy of the constituent profile training set
by confirming that OSS model accuracy is maintained
for every channel even when the concentration of any
one constituent is set to its maximum or minimum value:
that is, we verify that there are no spurious effects of
extreme concentrations of any constituent.
Because minor atmospheric pollutants are active over
limited spectral ranges and their impact on radiances is
relatively small, going from 6 to 20 constituents only results
in a moderate increase in Ntot (mostly in the longwave and
midwave regions of the spectrum) and in the average
number of constituents per node (Fig. 1). For IASI, the
impact on the size of the LUT and on the forward model
execution time for the first two bands is only on the order
of a few tens of percent. With the global training (section
3), the most notable impact is on the execution time associated with mapping Jacobians for the additional individual variable absorbers from node to channel space.

c. Handling of surface and cloud spectral properties
Surface emissivity and cloud properties are evaluated at
each OSS node by interpolating input spectra provided on
sets of user-defined hinge points and are allowed to vary
across the channel bandwidth, unlike in RT models that
use channel transmittance parameterizations.
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FIG. 1. Average number of variable constituents per OSS node in IASI channels across the
645–2760-cm21 infrared domain for a model trained (localized training) with 2 (black), 6 (light
blue), and 20 (dark blue) variable constituents. The center frequencies of the IASI channels are
on the x axis. The average number of constituents per node in the IASI longwave (LW),
midwave (MW), and shortwave (SW) bands is indicated by the horizontal dashed lines.

With localized radiance training, spectral variations of
the surface properties may be ignored so long as the impact of a change in surface emissivity across the channel
bandwidth is within the accuracy threshold. This is typically the case for highly emissive surfaces (e.g., vegetation
or snow) or for instruments with spectral response functions that vanish very rapidly outside an interval of a few
per centimeter or less. In this case, it is sufficient to train
with a set of scenes built using spectrally uniform emissivities. Similarly, in the case of clouds in the thermal
infrared, it has been found that a model trained in clear
sky typically performs as well as (or better than) the accuracy threshold when applied to cloudy atmospheres so
long as spectral variations in cloud properties within the
channel ILS have negligible impact on channel radiances.
When training across wide spectral domains (several
tens of wavenumbers or more, e.g., for broadband channels or for unapodized or weakly apodized interferometer
ILS)3 or for multiple channels, one must include realistic
spectral variations of surface or cloud properties in the
training set to avoid introducing internodal correlations
that are unrepresentative of many real scenes and that
would skew the node selection (Fig. 2).
The training scenes used for extended spectral regimes use realistic water and land surface emissivities
and liquid and ice cloud properties. Here we use a set of
188 emissivities from the MODIS UCSB emissivity

3

Although the term ‘‘localized training’’ is a misnomer in the
case of sinc functions, the node selection technique described
above applies as is to this case.

library (Wan et al. 1999) and the ASTER spectral library
(http://speclib.jpl.nasa.gov/; Salisbury and D’Aria 1994,
1992; Salisbury et al. 1994) compiled by E. Borbas and
D. Zhou (2012, personal communication) (Fig. 3).
Individual emissivity spectra in the original set were
filtered to remove measurement noise in the original
laboratory data and uniformly resampled at intervals of
10 cm21. The objective of meeting the accuracy requirement for each emissivity can be achieved without
having to replicate our atmospheric training set 188 times
(although our current system handles large number of
scenes well) by carefully selecting representative emissivity spectra and combining each one of them with a few
atmospheric profiles. The resulting number of scenes is
only a few hundred. For clear and cloudy training, we use
separate sets of clear, liquid only, ice only, and combined
liquid and ice cloudy scenes. Clouds tend to smooth out
molecular absorption spectral features in the outgoing
radiances so that training in purely cloudy atmospheres
would produce fewer nodes than in the clear sky for the
same accuracy requirements. We require that the accuracy requirement is met for the clear set and for each
cloudy set, separately and simultaneously, during training
and thus ensure accurate performance of the model when
applied to clear and cloudy atmospheres.

3. Global training
The OSS approximation in (1) applied simultaneously
to a set of channels C contained in a wide spectral interval can be written as
y ’ W~
y,

(8)
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FIG. 2. Brightness temperature errors in a cloudy atmosphere obtained with models for an IASItype interferometer trained in clear sky (localized training) to 0.05-K accuracy. (top) The average
spectral rms modeling error [computed using the independent AIRS diverse set of 48 clear atmospheric profiles from Strow et al. (2003)] over the longwave portion of the infrared spectrum as
a function of cloud optical depth (OD) and effective particle diameter (Deff) for a Gaussianapodized (solid) and unapodized (dashed) ILS (OD 5 0 corresponds to clear-sky conditions). Also
shown are error spectra (sampled at 0.25-cm21 interval) for OD 5 4.6 and Deff 5 50 mm (red)
overlaid by clear-sky error spectra (black) for the (middle) Gaussian-apodized and the (bottom)
nonapodized cases. The example shown here is for a single-layer ice cloud at 300 hPa. Calculations
were performed using the code for high-resolution accelerated radiative transfer with scattering
(CHARTS) adding-–doubling scheme (Moncet and Clough 1997) with four streams.

where y is a vector of channels radiances, ~
y is the vector
of radiances at the nodes, and W is a (Nchan 3 Ntot)
matrix, the rows of which contain the transpose of the
weight vectors w. The search approach described in this
section finds the smallest set of nodes and the matrix W
that achieves the required accuracy of (8) for the global
problem of fitting all the channels at once.
With any rigorous search approach, execution time of
the training increases with the number of possible node

combinations (i.e., both with the initial number of candidate nodes and the number of nodes in the final selection), which makes the direct application of the
Mon08 approach (herein called the Mon08 vector) to
complete sets of sounding channels very time consuming. The vector search can be accelerated by dividing the
set C into vectors of small length (e.g., length 2) obtained
by grouping adjacent channels and by applying the
search independently to each group of channels. For a

FIG. 3. Sample of land surface emissivities for water, snow/ice, vegetation, rock/soil, and sand
used for OSS training over extended spectral domains (E. Borbas and D. Zhou 2012, personal
communication).
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given group of channels, the search only operates on
nodes that are contained in the spectral interval spanned
by those channels. Those nodes are initially selected
from J, which denotes the localized training selection of
nodes for the entire domain spanned by y. The length of
the vectors (the size of the groups) is progressively increased (e.g., doubled) at each subsequent pass. At each
new pass, node selection is initialized with the result of
the previous pass. The search stops when all channels in
the band are included into a single vector. This method
has the advantage that the total number of nodes decreases at each pass as the length of the vector increases,
thereby significantly reducing the training time compared
with the Mon08-vector search approach. Training time
with this more efficient implementation is about 30 h on a
single CPU for a sensor like IASI, which is still excessive
for certain applications, such as sensor trade-off experiments that require retraining for different instrument
characteristics and for OSS testing and development
purposes. We use this method for benchmarking the Ntot
and N produced by other faster search techniques.
Clustering techniques have been considered as a way to
eliminate redundant information from J in order to reduce the size of the ensemble prior to applying the vector
search or as an alternative method of solution (Liu et al.
2006a). However, the implementation of such techniques
is cumbersome, and their performance is limited in terms
of both computational speed and compression capability
because 1) the techniques deal with correlations between
pairs of nodes only, and 2) it is difficult to find a set of
cluster radii4 that offer significant reduction in the size of
J without discarding critical information. This latter issue
is illustrated in the appendix, which also illustrates the
physical nature of the OSS solution.
We devised instead a simplified search procedure in
which channels are processed sequentially, a single channel at a time, using a variant of the scalar W-E search
approach. At each step N in this procedure, we start from
the result of step N 2 1, which consists of the ensemble
EN21  J of nodes selected in the previous steps predicting radiances for all channels in a subset CN21 of
C within prescribed accuracy «thr . To add a channel l in
step N, we consider the ensemble Jl  J of nodes contained in the interval Dnl. A W-E search is applied to
select a minimal number of nodes from Jl , where this
minimal set is denoted by J0l so that the fit criterion
«l # «thr is met using EN 5 EN21 < J0l to model yl. The new
node ensemble EN is then used to compute rms modeling
error for all remaining channels in C 2 CN21 (the channels

4
Optimal radius varies spectrally with sensitivity of the Planck
function to temperature and local absorption characteristics.
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not processed so far). Among these channels, any
meeting the fit criterion become members of CN along
with l; thus, no step in the procedure need be devoted
specifically to them. The first step starts with a channel
arbitrarily chosen from among C (e.g., first channel in
the band). In all subsequent steps, the channel with the
largest rms error (normalized by «thr ) among C 2 CN21
is chosen to be the channel l addressed by the step. When
the last channel among C has been addressed by this
process, all channels fall within the prescribed accuracy
threshold. The value of Ntot obtained with this procedure is only 2%–3% larger (on average) than with our
benchmark approach, but the procedure runs an order
of magnitude faster: typically less than 1 h for IASI.
Figure 4 shows an example of the progression in Ntot and
N from initial to final step (global solution) obtained with
the sequential search described above. This process leads,
as expected, to a progressive decrease in Ntot. The last point
on the curves corresponds to the global solution obtained
when all channels in the set are used. The final value of Ntot
for the global solution is less than 0.1 nodes per channel.
Modeling the 2260 IASI band-1 channels with this solution
requires fewer RT calculations than with the localized solution by a factor of about 10. However, N grows quite
large, from about 10 for the initial localized solution to over
100 in the example of Fig. 4, significantly slowing the
Jacobian-mapping operation. This increase in N is the result of local absorption lines in any given channel being
reconstructed from similar lines in different regions of the
spectrum. An optional final pass, analogous to the W-E
search in Mon08, may be applied to individual channels
(without modifying the global Ntot node selection) and
results in an approximately 60% reduction in N.
We also show the impact of the initial selection on the
global solution. In Fig. 4, selection A (triangles) corresponds to our baseline localized approach. Selection B
(circles) is obtained by turning off our adaptive preselection scheme in the localized search so that node
sharing among channels is no longer maximized. The
initial Ntot value in the sequential search is higher as a
result. The paths followed by the two approaches converge in the last 10 steps, and the global solution does
not depend significantly on the initial selection.
Global training introduces channel-to-channel correlations in the errors due to the OSS parameterization
[(1)] that do not occur with localized training (Fig. 5).
When the training is done with a tight threshold for the
fit with respect to the reference model, as is typically the
case, the modeling errors are negligible, and their correlations are, therefore, inconsequential.
One might assume that mixing is bound to occur because each channel radiance is reconstructed from nodes
in different parts of the spectrum: that is, modeled
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FIG. 4. (left) Ntot and (right) N as a function of the number of channels meeting the accuracy requirement at the
end of each step in the fast global search (see text) for IASI band 1 (2260 channels) with Gaussian-apodized IASI
ILS. Progression starting at step 1 from baseline localized training solution (selection A) is indicated by the triangles. Circles were obtained by applying the global search procedure to an initial solution (selection B) with larger
Ntot (see text). A gap in the sequence occurs when a single step in the process results in multiple channels meeting
the accuracy threshold. In the right panel, the filled and open symbols are used to indicate N obtained before and
after the final pass, respectively. In practice, the final pass is only applied after the last step.

radiances in a given channel may respond to perturbations
in parameters to which the channel is theoretically insensitive. Such occurrences can be diagnosed by inspection
of the Jacobians. Figure 6 shows examples of spectral
Jacobians for selected constituents. As seen in this figure,
the Jacobians obtained with the global and localized solutions are both in excellent agreement with the reference
(exact) calculations, even for the most weakly absorbing
constituents. In particular, the response to a perturbation in
the concentration of any constituent (among all 20 constituents included in the model) vanishes outside of the

spectral region where the constituent is absorbing, indicating
the absence of significant mixing. The global solutions are
noisier in appearance, but the magnitude of the modeling
errors remains commensurate with the accuracy threshold
imposed in the training.

4. Application to AIRS, IASI, and CrIS forward
modeling
OSS performance is demonstrated with localized and
global training for typical hyperspectral infrared sounders:

FIG. 5. OSS modeling-error interchannel correlations (derived from a large number of
scenes) between the channel at 894.75 cm21 and all other channels in IASI band 1, with localized and global channel radiance models and PC model. Full correlation matrices are provided as supplemental information.
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FIG. 6. Radiance response across the 745–2000-cm21 region to perturbations in (top) CH4,
(middle) NH3, and (bottom) HNO3 concentrations, with localized (black) and global (red)
IASI channel radiance models. The reference HIRES calculations are shown in blue. The
perturbations are the differences between extreme profiles in our training-profile database. The
changes in mass column amounts are ;890–1060 mg m22 for CH4, ;0–55 mg m22 for NH3, and
3–75 mg m22 for HNO3.

IASI, CrIS, and AIRS. The main sensor characteristics
are in Table 2. For the examples in Table 3, the models
were trained with six variable constituents in the clear
sky, with an accuracy threshold set to 20% of the instrument NEdN (Fig. 7).
With the global training, the entire set of radiances
(across all three bands) for IASI, AIRS, or CrIS can be
described with only a few hundred nodes when each
band is trained independently (490–668 for the selected
model accuracy), which is significantly fewer than the
number of channels. For IASI, Ntot drops by about onethird when training is applied to bands 1 and 2 simultaneously and more than 40% when applied to all bands.
By comparison, localized training produced OSS models
requiring between about 4360 and 7960 nodes for the
same sensors and model accuracy. In accord with the
plots of the previous section, N increases significantly

with global training. With cloudy training, Ntot increases
only marginally (,10%) relative to clear-sky training.
Differences in global training performance among
instruments are explained by several factors, including
spectral coverage and resolution, model accuracy (tied
here to sensor noise), and characteristics of the variable
gas absorption (number of variable constituents, magnitude, and spectral distribution of their radiometric
impact) in the domain covered by the sensor. For a given
spectral domain and model accuracy, we have found that
Ntot can be predicted from the area A underneath the
ILS in the Fourier domain [a function of both optical
path difference (OPD) and apodization function for
interferometers] and that Ntot is essentially insensitive to
the shape of the ILS (or apodization function) and
spectral sampling as long as the spectrum is Nyquist
sampled and, hence, aliasing is small. These points are
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TABLE 2. Summary of AIRS, IASI, and CrIS channel sets. AIRS and IASI resolutions are given in terms of full width at half maximum
(FWHM). CrIS resolution is given in terms of the distance between the center of the ILS and the first zero crossing (FWHM is about 1.21
times larger). All data have units of inverse centimeters. Resolutions provided for IASI and CrIS are for self-apodized spectra. The IASI
standard Gaussian-apodized resolution is 0.5 cm21 (FWHM).
Longwave

Midwave

Shortwave

Sensor

Range

Resolution

Range

Resolution

Range

Resolution

AIRS
IASI
CrIS

650–1137
645–1210
650–1095

0.41–1.04
0.25
0.625

1217–1614
1210–2000
1210–1750

1.05–1.39
0.25
1.25

2182–2665
2000–2760
2155–2550

1.75–2.13
0.25
2.5

illustrated in Figs. 8 and 9. Figure 8 shows Ntot versus A
for interferometers with different OPDs and apodization functions (Gaussian with varying width, Hamming,
and Blackman) covering the IASI band 1 range (645–
1210 cm21). Numbers for the AIRS instrument function
are also included. With AIRS, the width of the instrument
function varies with wavenumber, and the approximate
value provided for A is an average value over the 649–
1136-cm21 interval. The shapes of these curves for bands
2 and 3 (not shown) are similar to the ones in Fig. 8. The
impact of the sampling interval on Ntot versus A is illustrated in Fig. 9. The value of N from global training (not
shown) tends to decrease with A, although the data are
more scattered. No such trends occur with localized
training because of the different nature of the optimization criteria. With localized training, both Ntot and N
have a weak dependence on the strength of apodization.
The A values associated with the CrIS (unapodized),
AIRS, and Gaussian-apodized IASI instrument functions are similar in band 1, and, according to Fig. 8,
global OSS models trained to the same accuracy over
the 645–1210-cm21 range for those three configurations
use roughly the same number of nodes. The larger Ntot for
CrIS in Table 3 is due to the lower noise of the CrIS sensor
throughout band 1 (Fig. 7). In bands 2 and 3 (not shown),
the spectral resolutions of the CrIS and AIRS sensors are
lower than that of IASI (Table 2); as a result, Ntot for the
two sensors is reduced by 15%–25% in band 2 and around
30% in band 3, compared to IASI. In addition, the coverage of AIRS and CrIS in band 3 excludes O3 and CO
absorption bands, accounting for another 40%–50% reduction in Ntot. However, this decrease is countered by the
lower NEdN of the two sensors in those bands (Fig. 7).
The numbers provided above are typical for generic
OSS models trained with the robust training set described
in section 2b. The accuracy of these models measured
with independent datasets (no decorrelation applied) is
overall no worse and often better than the accuracy
achieved during training with the dependent set (e.g.,
Fig. 10). As mentioned in section 2, the training set can be
tailored to specific applications. In NWP model assimilation for short- and medium-range weather forecasting,

the atmospheric profiles that are input to OSS always
come from the same NWP source, and the decorrelation
applied to the vertical profiles used for OSS training is
unnecessary. Similarly, surface emissivity spectra available to the models may not be as complex as those used
in our generic training, and variability in minor constituents (outside of water vapor, ozone, and CO2) may
be constrained (if not ignored). When the training set is
made less rigorous by omitting vertical decorrelation of
temperature and ozone profiles, the number of OSS
nodes for IASI drops below 80 in each band for the same
accuracy threshold.

5. Modeling principal components of channel
radiances
In remote sensing applications, PCs are typically
derived as
l 5 UT G21 (y 2 y) ,

(9)

where U is a matrix, the columns of which contain the
EOFs derived from a large, representative set of spectral
measurements or simulated measurements; y is the ensemble mean of that set; and G is a diagonal matrix of
TABLE 3. Total and average number of nodes for localized and
global clear-sky training for IASI, AIRS, and CrIS (unapodized)
sensors for individual LW, MW, and SW infrared bands. Numbers
in parenthesis are Ntot/Nchan. Values provided here are for training
with six variable constituents and an accuracy threshold set to 20%
of NEdN.
Localized

Global

Band

Sensor

Nchan

Ntot

N

Ntot

N

LW

IASI
AIRS
CrIS
IASI
AIRS
CrIS
IASI
AIRS
CrIS

2260
1262
713
3160
602
433
3041
514
159

1803 (0.80)
1778 (1.41)
3438 (4.82)
2280 (0.72)
1601 (2.66)
3463 (8.00)
1852 (0.61)
983 (1.91)
1060 (6.67)

11.37
11.08
20.78
10.58
17.58
21.36
7.38
13.64
17.08

204 (0.09)
201 (0.16)
292 (0.41)
151 (0.05)
153 (0.25)
228 (0.53)
135 (0.04)
158 (0.31)
148 (0.93)

48.23
49.21
72.11
32.74
48.21
62.25
27.14
41.98
47.12

MW

SW
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FIG. 7. NEdN for the AIRS (http://disc.sci.gsfc.nasa.gov/AIRS/documentation/v5_docs/v5_
docs_list.shtml#Level_1B_Documents), IASI, and CrIS (P. Antonelli and D. Tobin 2012,
personal communication) sensors.

radiometric noise estimates and is used as a normalization factor. In practice, only the M most significant (first)
components are retained:
^ T G21 (y 2 y) 5 U
^ T G21 y 1 q .
^ 5U
l
M
M
M

(10)

The term q is a constant offset that can be ignored in
retrieval applications so long as the same treatment is
applied to both the projected observation vector and the
modeled PCs and which is omitted in the discussion
below. Reconstructed channel radiances are obtained as
^ l
^
^yM 5 GU
M M 1 y.

^ ’ W0 ~
l
My ,
M

(12)

^ T G21 W .
W0M 5 U
M

(13)

where,

As a result of this transformation, all Ntot nodes contribute to each PC. It can be shown that when Nl 5 Ntot
for every l in the channel radiance solution, weights
computed using (13) are identical to the optimal weights
derived by least squares regression [see (5)–(7)] in EOF
space:

(11)

The choice of M is a trade-off between maximizing noise
filtering and data compression versus minimizing reconstruction error, and it is application dependent.
Typically, 200 EOFs (e.g., Collard et al. 2010) have been
used for characterizing the atmospheric signal in the
original IASI measurements.
The OSS search methods are directly applicable to the
PC domain. So long as the number of retained PCs is
sufficient to preserve the information content of the
modeled observations, the number of nodes selected from
global training in channel and PC domains is similar. An
example of Ntot and Nl versus PC number, with global
training, is shown in Fig. 11 for IASI band 1 (0.2 accuracy,
equivalent to 0.2NEdN in channel space; see below). In
this example, EOFs were derived from simulated data.
For modeling the PCs within the noise threshold, 236
nodes are required (to be compared with 204 with radiance training; Table 3). All 236 nodes are selected for the
first 5 PCs. The number of nodes used to model each of
the individual PCs is between about 130 and 210 up to PC
160 and starts dropping beyond that point (Fig. 11).
Above PC 195, a single node is sufficient per PC.
Alternatively, PCs can be modeled using the channel
radiance training solution by keeping the node selection
unchanged and simply transforming the OSS weights a
posteriori using (8) and (10):

FIG. 8. Total number of nodes with global training as a function
of apodization strength for interferometric ILS corresponding to
OPD 5 2.0 (black curve), 1.25 (blue curve), and 0.8 (red curve). All
the calculations are based on IASI band-1 spectral coverage and
instrument noise (Fig. 7) and the same accuracy threshold (20% of
IASI NEdN). The training set used here only includes ocean, snow,
and vegetated surfaces. The rightmost point on each curve corresponds to unapodized ILS. Other points were obtained by applying
Gaussian apodization with increasing strength. The x axis represents the normalized area under the instrument function (in
Fourier space) A/A*, and the y axis is the total number of OSS
* , where A* and Ntot
* were obtained with an
nodes divided by Ntot
* 5 204. The samunapodized ILS with OPD 5 2: A* 5 2 and N tot
pling interval is constant over all A/A* for each curve and is equal
to the Nyquist sampling interval for unapodized ILS: that is, 0.25
(black), 0.4 (blue), and 0.625 cm21 (red).

Unauthenticated | Downloaded 01/10/23 12:57 AM UTC

2634

JOURNAL OF THE ATMOSPHERIC SCIENCES

FIG. 9. Impact of sampling interval of convolved radiance spectrum on Ntot vs A curve (Fig. 8) for IASI band 1. The blue curve (as
in Fig. 8) corresponds to an interferometer with OPD 5 1.25 and
a sampling interval I 5 0.4 cm21. The green and black curves
represent undersampling, and the red curve represents oversampling of an unapodized ILS by the Nyquist criterion. The fact
that all curves converge for low values of A/A* is explained by the
fact that, as apodization strength is increased, a point is reached
* is inwhere spectra become oversampled. In this regime, Ntot
dependent of the sampling interval, and all the curves overlap.

^ T G21 PT R
~ 21 ,
W0M 5 U
M

(14)

where the columns of matrix P contain the vectors rl
defined in section 2a. The use of (12) and (13) make it
simple to apply an updated set of EOFs (Antonelli et al.
2004; Tobin et al. 2007) without any need to retrain OSS
(i.e., W is unchanged). A similar approach could be used
to transform PC-trained models into channel space, but
such models offer no advantage over models trained directly in channel radiance. Moreover, when transforming
from PCs to radiances, the fact that all Ntot nodes are used
to reconstruct radiances in each channel makes the
Jacobian mapping excessively slow.
When modeling errors are spectrally uncorrelated, an
accuracy of aNEdN in channel space translates into an
accuracy of a for each PC, because of the normalization
in (9). Globally trained OSS model error may contain
significant spectral correlation (section 3; Fig. 5), so a
model trained to achieve aNEdN in the channel domain
may exceed the a threshold when transformed into PC
space using (13). This may not be an issue in practice if
a is chosen to be small enough so the error in the lowerorder PCs remains below the sensor noise level; however, for applications that require strict control on
model accuracy, it is best to tailor the node selection for
models destined to be transformed in the PC domain to
meet the a threshold in the PC domain. Training global
OSS models to the a accuracy level in PC space results in
better performance both in PC and in radiance domains

VOLUME 72

(Fig. 12) but also typically incurs an increase in Ntot of a
few tens of percent compared to radiance models
trained to an accuracy of aNEdN (e.g., 236 vs 204 in the
example above for IASI band 1).
It is of interest to compare the attributes of the OSS
global node selection approach to a simple (suboptimal)
clustering approach to node selection in the context of
the objectives stated in the introduction. For this exercise,
we chose to implement the method used in a PC-based
radiative transfer model (PCRTM; Liu et al. 2006a), in
which a set of nodes is obtained by uniformly sampling
an internodal radiance correlation function. Figure 13
compares the modeling errors in IASI band 1 obtained
with this clustering approach (with 210, 240, and 270
nodes) and an OSS 179-node global selection providing
nominal 0.05-K accuracy. In this experiment, both models
were trained with the robust training set described in
section 2b. Aside from the fact that the number of nodes
produced with the clustering technique is always larger
than with OSS for the same strict accuracy tolerance,
two undesirable characteristics of this technique are
highlighted in Fig. 13: 1) while the error produced with
the clustering approach is generally low, it can be significant (far exceeding the target accuracy threshold)
locally in important regions of the spectrum, and 2) increasing the number of nodes by sampling the correlation
function more finely does not guarantee a uniform improvement in accuracy and may even cause degradations in
certain parts of the spectrum. This last feature is explained
by the fact that key nodes captured with a given sampling
interval may be missed when narrowing the interval. With
suboptimal node-selection schemes, it is difficult to control
the accuracy of the model. More importantly, the magnitude of the modeling errors tends to be more sensitive to
the atmospheric conditions than with OSS, making the
reliability of such models in a stressful environment questionable. By comparison, the accuracy of OSS model is at
or below threshold everywhere across the spectrum.

6. Computational considerations
Table 4 shows examples of IASI bands 1 1 2 clear-sky
model timings with localized and global training in
channel and PC space. The RT solver used for radiance
and analytical Jacobians calculations in this experiment
is described in Mon08. The number of nodes (Ntot and
N) for each training mode and spectral representation is
provided in Table 5. The same OSS model is used to
generate channel radiances and PCs (together with their
Jacobians). Our estimates of timing account for the fact
that not all variable constituents absorb at all nodes,
and, hence, there are elements of the Jacobian matrix
that need not be computed.
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FIG. 10. IASI global radiance model rms fitting errors measured in clear sky with an independent set of temperature, water vapor, and ozone profiles from the Thermodynamic Initial
Guess Retrieval (TIGR; Atmospheric Radiation Analysis 2001; Chédin et al. 1985) dataset. The
model was trained with six variable constituents. In this example, CO2 and CH4 concentrations for
all 2231 profiles in the TIGR set are set to a low (blue) and high (red) value corresponding to
approximately 370 and 400 ppmv and 1600 and 1800 ppbv for CO2 and CH4, respectively. Concentrations of CO and N2O are fixed to a global average. The surface emissivity used in those
calculations is typical of sand deserts. The rms errors obtained with the dependent training set
(with random CO2 and CH4 concentrations) have been added for reference (black). All rms errors
are normalized by «thr 5 0:2NEdN (i.e., a normalized rms of 1 indicates that performance is at
nominal threshold value). The performance measured with standard independent datasets is
generally as good as or better than the performance obtained with the dependent (training) set.
Main exceptions in the results shown here are in the 1300- and 2200-cm21 regions, where «thr is
exceeded by up to about 15%, and are in large part because, in this validation exercise, CO2 and
CH4 concentrations are fixed at extreme values. These results demonstrate that OSS model
performance is practically insensitive to a change in CO2 and CH4 concentration. Similarly, model
performance depends little on surface type (not shown).

The treatment of the state vector x of retrieved parameters can have a large impact on the Jacobian timing.
In this example, x consists of atmospheric temperature,
water vapor and ozone profiles (specified on a 101-level
grid), and surface temperature (304 parameters), plus

the emissivity at each of 38 hinge points for Npar 5 342.
The number of multiplications required for mapping
derivatives with respect to emissivity is small because
emissivity at a node depends only on the emissivity
values at the two adjacent hinge points.

FIG. 11. Nl (dots) and Ntot (dashed line) as a function of PC number with global OSS PC
training applied to IASI band 1. Following common convention, PCs are ordered according to
their corresponding eigenvalues (variance). OSS rms modeling error is shown by the solid line,
with the scale on the right axis. Here, the OSS model was trained to achieve an accuracy a 5 0.2
in PC space.
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FIG. 12. As in Fig. 10, but for radiances reconstructed from an OSS PC model trained to 0.2
accuracy. As in Fig. 10, rms errors are normalized by 0.2NEdN. The same truncated set of EOFs
derived from the training data is used to reconstruct radiances for both the dependent and
independent datasets.

Regularization, as used in retrieval applications, can
be viewed broadly as any of a number of ways to keep
the size of x commensurate with the information
content of the observations and avoid ill conditioning
in the inversion problem. In practice, regularization is
commonly achieved by expressing the departure of the
profile variables and spectral surface emissivity composing x from their prior values as a linear combination of basis functions:
dx 5 Bdxr ,

(15)

where B is a matrix, the columns of which contain the
basis functions, and xr is the retrieved state vector in
the regularized state space. We choose B such that xr
has fewer elements than x and may be composed
from a subset of the EOFs of x. In Table 4, two cases
are considered: 1) the model outputs the Jacobians
as the derivatives of channel radiances (or PCs) with
respect to x in the original geophysical space; and
2) regularization is applied, and the Jacobians K must
be transformed in accordance with (15) prior to
inversion:
Kr 5 KB.

(16)

The selected regularization yields a length of 47 for xr.
For localized channel radiance training (used here as
our benchmark for evaluating other modes), typically
Ntot is of the same order as the number of channels, and
N is about 10 (Table 5). In this case, monochromatic
RT calculations dominate the total computational
time, and the node-to-channel mapping operation [(3)]
in geophysical space represents only about 25% of tOSS.
When the dimension of K is reduced by applying (16)
prior to mapping the monochromatic Jacobians into

the observation vector,5 the node-to-channel mapping
operation is much faster, but the execution of (16)
(included in the timing) offsets the gain.
With global training, the time spent on monochromatic
RT (NtottRT), drops by over an order of magnitude
compared to our benchmark, down to about 0.002 s in
both channel and PC space. However, the fact that N
increases significantly (Table 5) negatively impacts the
timing of the Jacobian-mapping operation. For globally
trained channel radiance models, this increase offsets the
improvement in NtottRT, even with only two variable
absorbers. The timing improvement over locally trained
models when regularization is used is because (16) is
applied in node space and that significant gain is achieved
when Ntot is reduced with global training. The speed advantage of PC models over channel models is because
M  Nchan , which significantly reduces the Jacobianmapping time. In an alternative approach (called nodebased representation; bottom row of Table 4), we avoid
the mapping operation altogether by projecting the real
observations upfront onto node space and performing the
inversion in that same space. This approach is the most
efficient in terms of the combined forward model and
inversion time. The advantages of this method over PCs
in the context of inversion and assimilation will be discussed further in a subsequent paper.
The timing ratios shown in Table 4 are typical for
clear-sky retrievals in the infrared domain. Gains obtained with the global training are larger in cloudy atmospheres where scattering RT calculations are more

5

The Jacobians transformation should be performed in the y
space with the smallest dimension (i.e., for IASI) in node space in
all modes.
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FIG. 13. (top) Examples of modeling errors in PC space with the PCRTM clustering technique using 210, 240, and 270 nodes vs 0.05-K accuracy (179 nodes) OSS global channel radiance model for IASI band 1. The models were trained over ocean, snow, and vegetated
surfaces. The dashed line indicates the a 5 1 (sensor noise) level. (bottom) As in (top), except
projected in spectral space (in brightness temperature units).

time consuming. For a single cloud layer, using fourstream calculations, the radiance model with global
training is approximately 5 times as fast as the model
with localized training when no regularization is applied.
In the shortwave portion of the spectrum (near-IR or
visible), where tOSS is largely dominated by the RT
calculations, model timing ratios for localized and global
training are essentially equal to the Ntot ratios.

7. Conclusions
The work presented here describes the general application of OSS to the modeling of observations from
high-resolution infrared sounders over extended spectral regimes, with advancements over methods presented previously (Mon08). Although our focus is on the

application to radiance inversion and assimilation, the
results presented here are useful for general radiative
transfer applications for which fast computation is desired. The models discussed in this paper are applicable
to land and ocean backgrounds in clear and cloudy
(scattering) atmospheres. OSS offers significant numerical accuracy and speed advantages over the transmittance parameterizations used operationally in NWP
centers. It also provides more flexibility with respect to
the handling of variable constituents and is readily applicable to sinc-function ILS and representation of radiances in terms of PCs. Configuring the approach for a
particular application (or type of instrument function or
representation) requires no changes to the training
software or to the forward model; it only requires the
provision of sensor-channel definition data and the
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TABLE 4. Estimated OSS (clear sky) forward model timing (ms) per profile for IASI bands 1 1 2 for the training modes and representations listed in Table 5. Estimates have been obtained from (3), using measurements of tRT and tfloat performed on a Linux computer
equipped with a single Intel 4C Core i7-3770 3.5-GHz processor using a PGI FORTRAN 95 (-O2) compiler. Timing includes analytical
Jacobians with respect to input model parameters in original geophysical space (no regularization) and after transformation of the input
model parameters to a reduced-dimension space (with regularization). The second column under each category is the acceleration factor
relative to the benchmark timing from localized training for channel radiances.
Representation

Training mode

Channel radiance

Localized
Global
Global
Global

PC
Node

selection of configuration options, including the accuracy to which the OSS model must match the reference
line-by-line model.
The global search procedure described in this paper
offers another order-of-magnitude gain in speed (and
reduction in size of the LUTs) over localized training for
RT calculations. Like with the localized training described in Mon08, the spectral sampling (node selection)
approach for the global solution is aimed at ensuring
fidelity to the reference line-by-line model under all
atmospheric conditions. With the global training, only a
few hundred monochromatic calculations (nodes) are
necessary to reproduce radiance spectra in all three
IASI, AIRS, or CrIS bands within a fraction of the instrument noise. This node count is highly predictable
from the information content of the observations (as
represented by the area underneath the ILS in the
Fourier domain).
PCs have been used in retrieval applications to reduce
the size of the observation vector and accelerate the
inversion process. The same OSS training approach and
same forward model are used to train/model channel
radiances and PCs. Unlike the PC approach, the channel
radiance representation preserves the integrity of the
spectral information under all conditions and is compatible with retrieval and assimilation applications that
perform dynamic (at run time) channel selection, such as
to avoid channels affected by low-level clouds. Because
channel radiances and PCs are linearly related, OSS
allows switching the representation at run time, which is
useful for applications that benefit from updating the set
of EOFs based on newer information or for tailoring to
local conditions.
In retrieval applications, the speed advantage of
channel radiance models with global training over
models with localized training may be hindered by the
fact that more nodes participate in the reconstruction of
each channel, significantly slowing the node-to-channel
Jacobian-mapping operation. The impact of Jacobian
mapping on total execution time is more apparent in
clear sky. In scattering atmospheres, radiative-transfer

No regularization
46.3
57.8
9.1
1.8

With regularization

1.00
0.8
5.07
25.86

47.8
12.8
4.5
2.5

1.00
3.74
10.58
18.98

calculations are more time consuming, and the relative
contribution of the mapping operation is not as large.
For equivalent accuracy, channel radiance models with
global training and PC models provide similar performance in terms of number of nodes, but the reduction in
size of the observation vector in PC space makes the
Jacobian mapping more efficient.
The highest achievable gain in computation speed is
realized with global training when observations are projected upfront onto nodes, and forward model and inversion algebra operate entirely in node space, thereby
avoiding Jacobian mapping altogether. This approach
will be the subject of a subsequent publication.
The OSS approach has been applied for modeling that
handles as many as 20 variable gases, and can be extended for additional gases. While OSS is used for tracegas retrieval applications, more evaluation is needed to
validate the robustness of the global training approach
under stressful conditions in regions of the spectrum
where two or more minor constituents are active.
Along with speed, fidelity to a line-by-line model
(LBLRTM) is an objective of OSS; hence, OSS validation has been assessed using simulated datasets, in
which we can easily make the modeled situations as
stressful as required to test the robustness of the fast
models. Because the errors due to the fast model parameterization are typically small compared to other
sources of errors (e.g., sensor noise and spectroscopic
errors), differences between modeled and measured
data with OSS are essentially the same as those
obtained with LBLRTM.
TABLE 5. Total and average number of nodes with clear localized
and global training (in channel radiance and PC representations)
for IASI bands 1 1 2, with two variable constituents (H2O and O3).

Representation

Number of
observation
vector elements

Channel radiance

5420

PC

203

Training
mode

Ntot

N

Localized
Global
Global

4021
226
291

10.68
42.24
137.02
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Aspects not discussed here include the handling of
nonlocal thermodynamic equilibrium (in the daytime)
and accelerated treatment of the radiative transfer in
cloudy atmospheres in both the thermal and solar regime. Application of OSS to near-IR and visible domains [Orbiting Carbon Observatory (OCO), Global
Ozone Monitoring Experiment (GOME), etc.] will be
the topic of another subsequent publication.
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APPENDIX
The Physical Nature of the OSS Method
This appendix addresses the physical nature of the OSS
solution and the reasons that using a radiance clustering
technique to find an optimal set of nodes would require a
complex algorithm. Figure A1 shows the spectral location
of nodes selected by the localized approach (Mon08) to
model a simple example ILS: the average radiance (boxcar)
over the 940–950-cm21 range, where H2O and CO2 are the
dominant absorbers and lines are relatively weak and well
separated. The OSS method produces separate sets of
nodes for the different absorbers, sampling line spectra for
the individual absorbers in such a way that the contribution
from regions near and away from the line centers is adequately represented. The rest of the nodes (only node 4 in
this example) sample the smooth part of the spectrum

FIG. A1. Spectral location of nodes (vertical dashed lines) to
model the average radiance over the 940–950-cm21 range, overlaying radiance spectra computed for three atmospheric conditions
(A: warm and moist, B: cold and dry, and C: temperate). The H2O
and CO2 lines are indicated by the arrows. The parts of the spectrum where radiances computed over many scenes are highly correlated with the radiances at a given node are drawn using the same
color assigned to that node. The correlation radius around each
node is determined by the OSS weight, as shown in Fig. A2.

dominated by the far wing of the lines and continua. The
weights determined by regression (section 2a) associated
with each node are positive when the ILS is positive and
their sum is very close to 1. Hence, they can be associated with the probability of occurrence of a certain absorption property (represented by the node) across the
spectral range (Fig. A1). Equivalently, each node can be
thought of as the center of a cluster of monochromic
radiance vectors in an S-dimensional space (i.e., each
vector component is the radiance for one profile in the
training set), and its associated weight is the radius of
that cluster. The radius can be measured in terms of the
separation angle a between the node’s vector radiance
and the vectors for all other monochromatic points for
which radiances are equally correlated with the node
radiance. This angular measure of correlation radii was
used in the PCRTM method of finding predictors (nodes) by clustering (Liu et al. 2006a). Figure A2 illustrates
the characteristics of the radiance correlations associated with OSS nodes near and away from line centers.
By plotting the OSS weights along the curves in Fig. A2,
we can see that nodes in smooth parts of the spectrum
(e.g., node 4) have higher weights and represent the
large portions of the spectrum for which radiances are
within a small correlation radius around the node radiance; that is, their radiance vectors are tightly clustered
and are highly correlated. Nodes near the strongest absorption lines (e.g., node 7) have smaller OSS weights
and represent small portions of the spectrum within a
broader correlation radius around the node radiance
(more broadly clustered in radiance space). An
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FIG. A2. The fraction of the 940–950-cm21 range for which the
radiances are within varying correlation radii of OSS node radiances. Correlations (the horizontal axis) are represented as the
angle a between two radiance vectors in an S-dimensional space,
where a 5 08 indicates that the radiances are 100% correlated. The
curve for each node indicates the fraction of this spectral range for
which radiance vectors are within an angle a of a node, with the
nodes numbered as in Fig. A1. Radiances were computed with
LBLRTM at an interval of approximately 1023 cm21. For each
curve, the dot represents the node’s OSS weight.

algorithm that selects nodes using a clustering approach
with uniform cluster radii would, therefore, not arrive at
an optimal solution. Finding optimal nodes by a clustering approach would require an adaptive method to
determine the cluster radii.
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