Judging Air Quality Model Performance
A Summary of the AMS Workshop on
Dispersion Model Performance,
Woods Hole, Mass., 8-11 September 1980

Abstract

Under the direction of the AMS Steering Committee for the EPA
Cooperative Agreement on air quality modeling, a small group of
scientists was convened to review and recommend procedures to
evaluate the performance of air quality models. Particular attention
was paid to the operational use of models in regulatory settings.
A number of general recommendations resulted from the workshop. The usefulness of models to aid decision makers in air quality
management was reiterated. Concerns about the absolute, rather
than the statistical, nature of air quality standards were raised, with a
recommendation to reformulate standards accordingly. Model performance evaluation was suggested on the basis of differences between observed and predicted concentrations. The bias (average),
the variance (noise), and the gross variability (gross error) of such
differences were the recommended performance measures. In addition, correlation measures calculated in time, space, and jointly between observation and predictions were recommended. These measures and suggestions on how to apply them are outlined. Some
qualification on the use of these measures for application to point
sources using limited data sets was made.
The workshop did not recommend any specific numerical standards for acceptable model performance; there was insufficient information to do this. Rather, considerations for evaluating model
performance using statistically constructed confidence intervals and
comparison against EPA's currently used models were suggested.
Finally, areas in need of further research were identified. These include development and description of performance measures; application, especially to point source models; analysis of meteorological
and air quality data, both existing and newly developed; and evaluation of diffusion modeling techniques.
1. Introduction

Atmospheric dispersion models are used in support of laws
and regulations designed to protect the nation's air quality.
These models provide a scientifically reasonable connection
between a source and a receptor of air pollutants. Courts
have interpreted them to be legally binding mechanisms for
establishing acceptable levels of emissions control from
sources; therefore, models must be correct and must be correctly applied. To meet this need, the U.S. Environmental
Protection Agency (EPA) has entered into a cooperative
agreement with the American Meteorological Society (AMS)
to help develop and apply atmospheric dispersion models.
To evaluate the performance of models, AMS convened a
group of professionals on the subject, in September 1980, to
discuss current practices in model evaluation, to recommend
model performance evaluation measures and methods, and,
if possible, to set standards for model performance. An additional task was to identify specific areas needing further
research.
The workshop participants are responsible for the content
of this report. The participants were: *Douglas G. Fox,
Rocky Mountain Forest and Range Experiment Station, U.S.
Forest Service, 240 W. Prospect, Ft. Collins, Colo. 80526.
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Workshop Chairman
Chairman, U.S. Department of Agriculture (USDA) Forest
Service, Ft. Collins, Colo.; Robert Bornstein, San Jose State
University, San Jose, Calif.; Norman Bowne, TRC Environmental Consultants, Wethersfield, Conn.; Robin L.
Dennis, National Center for Atmospheric Research
(NCAR), Boulder, Colo.; *Bruce Egan, Environmental
Research and Technology, Inc., Concord, Mass.; *Steven
Hanna, National Oceanic and Atmospheric Administration
(NOAA), Oak Ridge, Tenn.; Glenn Hilst, Electric Power
Research Institute (EPRI), Palo Alto, Calif.; Stuart Hunter,
Princeton University, Princeton, N.J.; Michael Mills,
Teknekron Research, Inc., Waltham, Mass.; Larry Niemeyer, EPA, Research Triangle Park, N.C.; Hans Panofsky,
Pennsylvania State University, University Park, Pa.; *Darryl
Randerson, NOAA, Las Vegas, Nev.; Philip Roth, Systems
Applications, Inc., San Rafael, Calif.; Ronald Ruff, SRI International, Menlo Park, Calif.; Lloyd Schulman, Environmental Research and Technology, Inc., Concord, Mass.;
Jack Shreffler, EPA, Research Triangle Park, N.C.;
Herschell H. Slater, Consultant, Chapel Hill, N.C.; Joseph
Tikvart, EPA, Research Triangle Park, N.C.; A. Venkatram,
Ontario Ministry of the Environment, Toronto, Ontario,
Canada; Jeffrey C. Weil, Martin Marietta Corp., Baltimore,
Md.; and *Fred D. White, Consultant, Arlington, Va.
Members of the AMS Steering Committee for the EPA
cooperative agreement (denoted by *), especially Fred
White, Chairman of the Steering Committee, provided
special assistance in conducting the workshop.
2. Regulatory use of models

An air quality simulation model, as defined at the workshop,
is a quantitative method, based on physical principles, for
estimating pollutant concentrations in a specific area and
period of time. These concentrations vary with source distribution, and meteorological and geophysical conditions. Air
quality modeling also involves the various types of input data
needed for the model to operate and the scope of the model
outputs, such as where and over how long an averaging time
the concentration estimate is required.
The primary effects of air pollution result from the ambient air concentrations of pollutants. To estimate ambient
air concentrations, the atmospheric pathway from the source
of emissions to any locations of concern—a very complex
and sometimes seemingly random path—must be considered.
Air quality standards are written in terms of concentrations. National ambient air quality standards are set at a level
determined to be appropriate to protect public health and
well-being. Models are used for planning and assessing the
attainment of these standards.
Models are used for three general types of application.
One is to ensure maintenance of and compliance with am599
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bient standards. Generally, this involves considering the interactions among a large number of pollutant sources in
order to evaluate changes in concentration that would result
from altering emissions from a subset of the sources. The
second general process is the "permitting" of new sources,
requiring the calculation of the potential concentration contribution from construction or alteration of each new source.
The third application of models is a variant of the permit requirement more generally applied to the environmental review process. Air quality simulation models are seeing increased use as a primary component in evaluating effects of
air pollution on ourselves and our environment.
Because the models are applied mostly in a formal regulatory setting, often by legal and administrative personnel,
they sometimes become elevated to a status above that of a
tool for scientists to estimate the consequences of actions.
Model predictions, in many cases, may be used to resolve
significant economic and social issues (Fox and Fairobent,
1981).
Because of the significance of model predictions and the
complexity of the problem, EPA has sought to standardize
air quality simulation models and their application; it has
developed a draft modeling guideline for wide technical review. This review included a specialists' conference, at which
a subgroup discussing validation and calibration of models
recommended that "models should meet certain standards of
performance if they are to be endorsed in the Guideline for
general use" (Roberts, 1977).
EPA was required by the 1977 Amendments to the Clean
Air Act to . . specify with reasonable particularity each
air quality model or models to be used under specified sets of
conditions. . in the "permitting" process. EPA also was
directed to conduct a modeling conference (EPA, 1977) at
least every three years to provide a forum for the upgrading
and improvement of modeling in support of the Act. Since it
published the modeling guideline in April 1978 (EPA, 1978),
EPA has conducted studies to identify various aspects of the
performance of air quality simulation models. However,
model performance standards still do not exist.
The criteria used to select models for recommendation in
the 1978 Guideline were basically the availability of documentation and staff experience with the algorithms and software. Where a number of possible models could be used for
the same or similar applications, factors such as model availability and familiarity to the user community were considered. Because there was no consensus about model performance standards, model availability and familiarity had a
greater influence on model selection.
A logical basis for selection of models should emphasize
how well a model compares to a wide range of data it purports to simulate. It should be tested on how well it simulates
generally accepted principles of atmospheric behavior. This
paper recommends measures to be used to evaluate the air
quality performance of simulation models and outlines some
approaches for developing model performance standards.
3. Measuring model performance

Workshop participants were asked to review a number of reports and publications dealing with performance evaluation

(MacKay, 1980; Brier, 1975; Bowne, 1980; Hayes, 1979;
Hillyer et al., 1979; Venkatram, 1979; Bornstein, 1980). It
was recommended that the distinction between "scientific"
and "operational" performance measures be considered.
"Scientific" implies at least some understanding of causeand-effect relationships that rely on testing model components and extensively detailed data collection. "Operational"
implies a comparison with data exclusively within a particular application context. Examples of the former are the EPRI
Plume Model Validation study (EPRI, 1978) and the EPA
Complex Terrain study (Holzworth, 1980). An example of
the latter is the comparison of peak observed concentrations
with peak measured concentrations, without regard to the
meteorological conditions, which is often employed in the
regulatory setting. The group was charged to consider that
1) meteorological events on an hourly basis often are not independent of one another; 2) air quality standards are written for 1, 3, and 24 h and annual averaging periods, so performance should be judged accordingly; 3) conservatism is
often built into models; 4) meteorological and emissions inputs contain inherent uncertainties with resulting implications about the limits of model performance; and 5) model
performance may be different for different applications.
It is important to distinguish the concepts of verification,
evaluation, and validation of air quality models. Verification
is proof of the accuracy, reality, or truth of a model. Evaluation is the process of examining and appraising the performance by comparing the model's concentration estimates to
measured air quality data. Validation is the establishment of
a conclusion by detailed and copious evidence that leads to
formal recognition. This may include several evaluations.
Models are evaluated in the hope that they will be validated.
Another distinction to be made is between point source
models and urban models. Urban model evaluations generally include a large amount of data from a wide distribution
of sources. In contrast to relatively uniform concentrations
over the urban area, the pollutant concentrations associated
with single point sources tend to exhibit very sharp variations. A complicating factor in the point source case is that
the plume centerline (maximum concentration) is measured
only intermittently by monitors associated with the source;
consequently the data set tends to contain a majority of zero
values. Another issue is the inherent difference between the
concentration fields of primary and secondary pollutants.
a. General considerations
1) USING MODELS FOR REGULATORY DECISIONS

It was emphasized that models are both necessary and
desirable tools to help make equitable decisions in air
quality management. It should be recognized, however, that a model produces a result that represents a
predicted value of a response at a particular time and
place. The actual value of the response produced by the
natural system generally will differ from the predicted
value; therefore, it is important for a modeler to provide the decision-maker with not only a predicted
value, but also an estimate of the error associated with
that value. Both the predicted value and its estimated
error can then be combined to provide a confidence interval for the true responses.
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2) STATISTICAL ASPECTS OF AIR QUALITY GOALS

The nature of current National Ambient Air Quality
Standards and Prevention of Significant Deterioration
increments requires that an extreme concentration
value (highest, second highest) be estimated by models.
Workshop participants agreed that the accuracy of
highest or second highest estimates is expected to be
poor and difficult to evaluate statistically. Statistical
evaluations have greater meaning when applied to a
relatively larger number of values than to one or two
extremes. Generally, statistical evaluations applied to
an upper percentile (2% or 5%) of the predicted values
are more informative than those applied to only the
highest or second highest prediction. Evaluations applied to estimates of mean performance will supply
more information about overall model performance
than will evaluations applied to extremes only. The
workshop participants, therefore, recommended that
the statistical form of standards and increments be
changed to consider the upper 2%-5% of concentrations rather than one or two extreme values.

3) SCIENTIFIC JUDGMENT AND EVALUATION

Statistical measures should not be used exclusively to
evaluate air quality simulation models. A scientific
evaluation, involving examination of cause-and-effect
relationships and extensively detailed data collection,
should be included.
Many participants felt strongly that scientific judgment might prove to be the only effective mechanism to
distinguish between models. The complexity of the
physical system requires close examination of how accurately a model represents real conditions in that system. Because concentration is based on atmospheric
turbulence, the dispersion process is unlikely to be understood in detail, forcing reliance on ensemble averages. Model predictions based on such averages differ
from measurements. Often, sufficiently detailed and
lengthy data are not available to conduct a meaningful
evaluation. In such cases, a value judgment with regard
to the physical representation of specific components
of a model may prove the only critical mechanism.
A model should be examined to determine whether
its underlying assumptions are reasonable from a scientific standpoint. The model assumptions should be
consistent with physical principles, such as conservation of mass and the second law of thermodynamics,
and generally accepted atmospheric behavior. The
algorithms and parameters adopted in the model to
describe dispersion and other processes must be suited
to the application (Hanna et al, 1977). The computational technique used in the model should not contribute to errors in its predictions. The model computer
code should be consistent with the assumptions set
forth in the model user's manual or other technical
support document. Quality control of model codes
should be emphasized. A final component of scientific
evaluation is an analysis of the sensitivity of the model
to variation in input parameters.

4) D A T A USE

Data used for evaluating air quality models should be
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representative of the conditions the model is designed
to simulate. The data should be accurate, precise, and
complete. They should be gathered at places and over
time intervals to which the model pertains. For many
statistical procedures, it is desirable to maintain independent data sets for development and for evaluation.
Model evaluation should be conducted using data not
used in developing the model. For example, any background concentration value that may be established,
associated with a point source monitoring network, in
a location with measurable ambient concentration
levels should be retained in the data. Data should be
used in their dimensional form.

5) D A T A INDEPENDENCE

Air quality data at any specific location commonly exhibit correlation associated with the persistence of
meteorological events. This fact led to discussion concerning the importance of dealing with dependent
(time-correlated) versus independent (not time-correlated) data sets. In many standard statistical tests, an
assumption of independence is made. For this reason,
some preprocessing of the time series of data points
may be necessary in order to use properly statistical
techniques that assume independent data points. The
preprocessing techniques would attempt to eliminate
characteristics of dependent measurements from data
streams. This is most important when using tests of the
statistical significance of model performance measures.
If a strong temporal correlation exists in both the observations and the model predictions, then the statistical significance associated with the measure of model
performance may be overestimated unless the correlation is removed.
For example, typical hourly averaged concentration
data often exhibit a strong diurnal pattern. A good
model prediction should duplicate this pattern. To
evaluate model performance, the differences between
the observations and the prediction also should be considered. These differences should not show a diurnal
pattern. If they do, it suggests inadequacies in the
model. In any case, if the differences are not independent, statistical tests should be applied to a reduced set
of the differences that are independent (perhaps every
fifth hour or every twenty-second hour, etc.).

6) D A T A NORMALIZATION

More informative statistical measures can be applied to
data that are normally distributed than to data that are
not. For this reason, it is generally recommended that
data used for model evaluation be transformed so that
their random variations approximate a normal distribution. Various distributions (exponential, lognormal, etc.) are exhibited by point source and urban
air quality data under special conditions (Larsen, 1971;
Gifford, 1972). Therefore, it may be advantageous for
evaluation purposes to transform data to develop a distribution that is more nearly normal than the original
distribution.

7) AVERAGING TIME

Because standards are written for various averaging
times (3 and 24 h and annual averages) it will be necessary to evaluate model performance as a function of
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minimized so that the model errors (physical parameterization and computational approximation) can be
evaluated.

these averaging times. The 1 h averaging time, however, is the basic element for evaluation.
8) PREDICTABILITY AND ACCURACY

Uncontrollable stochastic variations of air quality and
meteorological elements impart reduced predictability
to air quality simulation models. Workshop participants recognized four other areas of limitation in the
accuracy of air quality model estimates:
1) the quality of the emissions data;
2) the quality (appropriateness or relevance to the
problem) of the meteorological data;
3) the quality (appropriateness or relevance to the
problem) of ambient air quality measurements
available for comparison to predictions;
4) the capability of the algorithms (model) to reproduce the natural events.
These considerations suggest a practical limit to the
accuracy that a model may attain (Venkatram, 1979).
The limit of predictability varies for different applications, notably for different averaging times and topographical settings.

b. Measures of performance
Considerable effort has gone into identifying measures of air
quality model performance (Hayes, 1979; Londegren, 1980;
Javitz and Ruff, 1979; Mills et al., 1980; Bencala and Seinfeld,
1979; Nappo, 1974). Three groups of both predicted and observed data for which performance measures should be developed were identified by the workshop participants:
1) observed and predicted concentration field values
paired for a particular location in space at a particular
time;
2) a peak concentration data set with various degrees of
time and space pairing;
3) cumulative frequency distributions of the unpaired (in
time) observed and predicted concentration values.
Analysis of the paired data sets was considered to represent the most stringent test of a model, because the model is
required to simulate all concentrations at a particular place
and time. Analysis of the peak concentration data provides a
somewhat less stringent test, because the model is asked only
to perform under worst-case conditions, which represent a
subset of all conditions.

9) ERROR AND DIFFERENCE

The term difference is used in this summary to describe
differences between observed and calculated values;
they may result from various types of errors. The errors
may be sampling errors caused by incompleteness of
the sample coverage, instrumental errors resulting
from imperfections in the measurement technology,
computational errors caused by the inadequacy of the
numerical approximation of an analytical expression,
they may result from the use of an inappropriate
model, or they simply can be associated with the natural, random nature of the problem. Ideally, the sampling and instrumental errors in the input data can be

TABLE

1) SPECIFIC PERFORMANCE MEASURES

Two general types of performance measures were identified: 1) measures of difference (often termed residuals), and 2) measures of correlation. Difference measures represent a quantitative estimate of the size of the
differences between observed and predicted values.
Correlation is the quantitative measure of the association or agreement between predictions and observations. Because the statistical theory is more highly devel-

1. Measure of performance. Numbers in parentheses refer to corresponding equation numbers in Appendix—Notes on Table 1.
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oped, difference measures seem to be better suited to
quantitative performance evaluation.
The following measures of difference were suggested:
1) the bias (average) of the difference (observed
— predicted);
2) the variance of the difference (noise);
3) the gross variability (gross error) of the difference.
These are actually related measures, because the sum of
the square of the bias plus the variance equals the
square of the gross variability. The following measures
of correlation were suggested:
1) time;
2) space;
3) time and space combined.
The first is a measure of the association between observed and predicted values over time, the second is a
measure of the spatial association between those
values, and the third is a combination of the first two.
Although correlation coefficients can be based on assumed linear or nonlinear relationships, for simplicity
our consideration is limited to linear ones.
The measures of difference and correlation can be
applied to the three groupings of data identified previously to produce a table of performance measures
(Table 1). The table presents the three statistical functions (bias, noise, and gross error) each applied to the
full field paired (in time) concentration data, the selectively paired peak concentrations, and the full field unpaired (in time) concentrations.
2) GRAPHIC DISPLAYS

Informative graphic techniques should be included in
any performance evaluation. Histograms and displays
of cumulative frequency distributions are appropriate
for all the difference measures. Scatter diagrams, isopleths, and time series displays are useful for correlation measures.

c. Using performance measures
The statistically based performance measures listed in Table
1 are rather comprehensive. Not all measures are meaningful
for all problems. This section considers some issues relative
to the qualification of performance evaluation, especially as
applied to point source models.
1) PRELIMINARY ANALYSES

One step in evaluation is to examine whether the model
is able to account for a selected number of the highest
(peak) concentration measurements. Because this is
particularly difficult for point sources, it is recommended that a case study approach be adopted.
A case study approach should include consideration
of the meteorological conditions associated with the
highest 10-25 concentration occurrences. For a particular monitoring location, the comparison of meteorological characteristics, such as stability and wind speed
class, is recommended. It should consider averaging
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times of 1 h as well as averaging times of importance to
regulatory standards (e.g., 3 h and 24 h periods for
S0 ).
The case study approach can identify problems with
a model that might not be apparent using statistical
performance measures nonselectively. For example,
assuming a Gaussian plume model, if high measured
concentrations were found during a period for which
the model predicted zero values everywhere, then it
might be suspected that the model's treatment of mixing height penetration or the value of the plume, a , is
in error. Similarly, if model results indicated that most
of the highest concentrations would occur with slightly
unstable conditions, while the highest concentrations
actually occurred with very unstable conditions, then
probably either the method used for the assignment of
the stability or the choice of dispersion curves associated with these determinations is in error. More generally, if a case study approach identifies problems with
the model assumptions, then the model can be changed.
The degree of interpretation and conclusion derived
from such analysis depends upon the confidence placed
on the accuracy and representativeness of the model
input data and the measured concentrations.
2

z

2) DATA BASE CONSIDERATIONS

The value of quantitative performance measures depends on data quality, data base size, and the number
of monitors in a network. For a small network (approximately five monitors or fewer is the most common
regulatory situation), models generally are evaluated
only for their ability to predict the concentrations. For
a large network (greater than 10 or of order 100 or more
monitors for field studies), models can be evaluated for
both predictions of concentrations and their spatial
alignment. The distinction between small and large
networks is somewhat subjective and must be judged
on a case-by-case basis.
a) Small network comparisons by meteorological
category.—For this case, a useful performance attribute is the difference between observed and predicted concentrations as a function of different
meteorological categories. There should be enough
categories to encompass a wide range of meteorological conditions, and the amount of data in each
category should be large enough for a statistically
meaningful comparison of observed and predicted
values. For example, the data could be stratified by
lumped stability class groups (A-C, D, E-F) instead
of by the individual classes (A, B, C, D, E, and F), in
order to develop a sufficiently large number of observations. Individual observations and predictions
should be compared for a particular meteorological
category only if the wind vector is within a specified
angular sector about the line joining the source and
monitor. Major uncertainty often exists regarding
crosswind location of the plume centerline and the
monitor; therefore, prediction methods must simulate the effects of wind direction uncertainty. This
can be done by using random numbers to compute
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simulated wind directions within the angular sector.
A second method involves calculating "sector-averaged" values to compare to the mean of the observed values, and calculating the corresponding
expected standard deviation of these values to compare to the standard deviation of the observed
values. Statistical tests (Student's t or Wilcoxon)
could be used to indicate whether the average observed concentration and the average predicted
concentration for a particular meteorological category were significantly different from one another.
An F-test could be used to compare the estimated
variances of the observed and predicted concentrations for each category.
The peak predicted and peak observed concentrations in each meteorological category also can be
compared when the wind is in the appropriate sector. Predicted concentrations could be computed at
the downwind distance of the monitor for an array
of across-plume locations. The highest value of this
spatial array of calculated concentrations then
could be selected to compare to the 10-25 highest
observed concentrations. A Wilcoxon or other appropriate test could then be used to determine statistical significance.
b) Small network comparisons regardless of meteorological category.—In some cases, the quality
and/or representativeness of meteorological data
and the number of available monitoring sites may
not allow a stratification of concentrations by
meteorological category. Workshop participants
agreed that it is difficult, if not impossible, to evaluate a model under these circumstances. A major factor in any such evaluation would be the concurrence
of measured and modeled meteorological conditions that lead to maximum concentration predictions. If maximum concentrations are predicted to
occur under meteorological conditions different
from conditions found with actual maximum concentrations, the model is not believable.
c) Small network averaging time considerations. —To
evaluate model predictions for 3 h averaging time,
meteorological data based on the hour showing the
greatest impact in the 3 h period should be used for
the calculation. In the case of a 24 h model, days
should be classified as to wind persistence, season,
and most frequent daytime stability. A case study
analysis is recommended for the evaluation of peak
3 h and 24 h average concentrations. For 3 h and
24 h model evaluations, an additional performance
measure is the frequency distribution of peak to
average (peak 1-3 h average and peak 1-24 h average) concentration ratios. If the model predicts the
1 h values well, it is an indication of the ability of the
model to simulate multiple-hour concentration
averages, especially if the ratios are stratified by critical meteorological conditions. Caution is advised
because the statistical properties of a peak to mean
ratio may be difficult to analyze.
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d) Small network limitations.—Although these data
base considerations are an attempt to improve
model evaluations by using the existing data
resources, they have limitations. Models tested on
such data sets should not be used for circumstances
very different from the specific study.
e) Large network.—The measures listed in Table 1
are most useful when applied to the relatively well
described concentration field sampled by a large
network. Generally, such data sets consist of tracer
releases rather than actual pollutants. In field
studies, the fixed network is occasionally supplemented by mobile and remote monitoring capabilities. This large data situation is preferred. Efforts to
evaluate models should be based upon such data
sets.
4. Setting performance standards

A rational approach to model selection based upon performance evaluations, preferably in a precise statistical setting, is
necessary. However, there is a lack of experience with performance measures, an inadequacy of data bases to provide
critical test material, and the potential for any standard to be
misused. Although regulatory applications of models define
some requirements on performance, how accurate models
need to be remains a major policy issue. How accurate the
models are capable of being is a different issue. Modelers
should convey to model users an indication of the validity,
accuracy, or, less precisely, believability of their model's
predictions.
It is not appropriate to establish specific numerical standards for model performance. Insufficient experience with
rigorous model evaluation, various potential uses, and scientific limitations on concentration predictability suggest
caution in judging model performance.
The scientific limit of predictability represents the best a
model can do. Practically, models probably cannot achieve
this. Neither is it possible to know quantitatively how closely
a model may approach optimum. Nevertheless, identification of a model's scientific limits for a specific application
could establish whether or not such a model is reasonably
applied to that problem. This information would help in
selecting general model types for specific applications.
a. Comparison with EPA-approved models
As an alternative to setting standards, those workshop
participants considering point source models proposed that
the measures of performance specified in Table 1 be used to
compare models. An evaluation procedure should include
several steps:
1) Run models described in the Guideline on Air Quality
Models (EPA, 1978) with the best possible data base.
2) Apply the measures of performance listed in Table 1 to
provide reference levels of performance. It is important
to emphasize that the reference levels of performance
are not a standard of performance. They are a movable
but defined reference level analogous to zero degrees
Fahrenheit. The reference level is arbitrary, unlike zero
kelvin, which is absolute.
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3) Compare the outputs of new or candidate models with
outputs of the appropriate EPA (reference) models,
using the performance measures in Table 1.
4) Test for the statistical significance of the differences between models.
Following these procedures would have several advantages: a profile of the model's performance will develop, it
will be found that some models will perform more satisfactorily for some applications than for others, and site-specific
and time-preferable models should become apparent.
Models may be identified that perform better over a
broader spectrum of applications and for a broader spectrum
of measures than the appropriate guideline model. They
should be adopted as a replacement to the guideline model. A
continuous procedure to upgrade models can evolve.
The process and procedure of evaluating models against
each other will provide incentives for the scientific community, not only to develop better and more applicable models,
but also to provide the air quality manager with more specific
information on the levels of confidence associated with each
model's data.
Since guideline models are used in formal regulatory activities, they are in a sense operationally acceptable. The acceptability of alternative models can therefore be determined
through model performance profile comparisons.
b. Use of statistical confidence intervals
The participants considering urban models took the following initial positions regarding appraisal of model performance: 1) no adequate basis currently exists for setting
performance standards; nevertheless, 2) decision-makers require a rational analytical framework in which to interpret
the statistics derived from performance measures. It was
finally concluded that 1) the use of statistical acceptance/
rejection tests for the performance measure appraisal seems
inappropriate in light of large uncertainties associated with
model inputs and formulation, and limitations imposed by
most observational data sets; therefore, 2) it is reasonable to
urge that the use of statistical confidence interval statements
be accepted as a common tool in model performance evaluation and as a recommended initial step towards setting performance standards.
A confidence interval statement for a parameter is more
informative than a statistical test. The interval statement
provides information relative to many different hypotheses,
whereas the statistical acceptance/rejection test is a decision
rule about a single hypothesis. The acceptance/rejection information for any single hypothesis is contained in the interval statements. Judgments concerning model performance
can be made using confidence interval statements along with
other relevant information.
Interval statements can be constructed for the bias and for
the variance using the Student's t and the chi-squaix distribution. For the estimated bias of the difference, d, such a
statement can be approximated by
Isl
S\
\ N NI
where t is the Student's t statistic for a data trace with v
degrees of freedom (related to the number of independent
observations, N) and a selected value of the confidence inter2 /2
P

v
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val, is the estimated variance of the observations, and is
the estimated variance of the predictions.
If S d is the estimated variance of the differences, the confidence interval for the true variance, ad, can be expressed as a
probability
where x I, * is the x percentile of the chi-square distribution
for v degrees of freedom.
Interval statements alone cannot be used to determine acceptability of models. In fact, they will suggest rejection only
when model performance is quite bad. Accumulation of sufficient data and many analyses are needed to provide sufficient evidence for acceptance or rejection of models.
If the assumptions concerning the use of the distribution
upon which the interval construction is based are seriously
violated, the interval statement itself will be inaccurate.
However, the confidence interval represents the strongest
statement that the data and statistics procedures permit. It
should be pointed out that any confidence interval statement presumes the selection of a level of the confidence
(probability).
Because of the nature of the atmospheric system, establishment of confidence limits and testing for the statistical
significance of differences between models will very likely be
of only limited initial success. The statistical apparatus
recommended is designed to establish whether or not the observations and the model predictions come from the same
population of data. We know they do not. In fact, the infinite
population of a typical meteorological variable, when
sampled from one occasion to the next or from one location
to the next, generally does not show much evidence of being
from the same population. This suggests that the statistical
significance of model performance measures will not be established easily. The question facing the regulatory decisionmaker is whether the model predictions reasonably approximate actual situations. The answer to this will come only with
experience in the application of the suggested performance
measures on continuously improving data bases. Thus, there
is a critical need for good data bases and for additional
research.
th

5. Research needs

Because there is so little experience with these techniques,
there is a great need for research to generate new data, analyze data, and develop and test new performance measures.
Requirements range from fundamental academic research in
which statistical techniques and diffusion models are developed to applied research in which field monitoring studies
are conducted.
Potential benefits from improved accuracy in the prediction of concentrations resulting from pollution emissions,
and hence from improved decision-making, are great. Fundamental problems of atmospheric physics and chemistry
currently limit the ability to predict the consequences of pollutant release. As performance measures are refined, one anticipated outcome is the realization that the models, while
significant, are primitive. Considerably more fundamental
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attention should be devoted to their basic physics and
chemistry.
a. Development and description of performance measures
Further work must be done to determine needs for and applications of performance measures. The relevance of each
measure to specific models and applications should be established. A handbook of performance measures should be
developed, which should contain statistical techniques to be
used to evaluate model performance and standardize symbols and definitions. A computerized statistical package
could be included with the handbook.
Independent research should be done to develop new ways
of applying standard statistical techniques to this problem.
Experience from comparing actual data in operational models will add knowledge of the information conveyed by the
different measures. With this experience, an understanding
of appropriate weighting schemes for evaluating performance in various applications will evolve. The temporal characteristics of both the observed and predicted data traces are
of particular concern. Research is needed to adapt statistical
time series analysis methods to model validation.
b. Application of performance measures to point source
models
Recommendations are needed on the kinds of experimental
programs providing the best plume concentration measurements for testing models. High priority should be given to
those research programs that overcome uncertainties in
monitor location relative to the plume centerline. Two of
these programs are a very dense network of monitors, such as
used in the EPRI program, and the mobile van technique,
where an instrumented van makes repeated transects across
the plume centerline to define average crosswind concentration profiles (Weil, 1979).
The quantitative variation of performance measures with
the number of monitoring stations used in the network
should be tested. For example, with the EPRI data set performance measures can be computed using the entire 200
samplers in the network and then compared to performance
measures using only a small subset of 5-10 monitors. This
will help evaluate how the size of the data set affects the
ability to evaluate a model.
A technique is needed to estimate the upper percentiles of
the concentration frequency distribution for a particular
meteorological condition or category. Models are capable at
best of predicting the ensemble average concentration for a
particular meteorological condition, but provide little information on the variation about the predicted average. This
variation could be obtained by using an empirically determined distribution (possibly log normal) and an empirically
determined standard deviation from that distribution. The
mathematical function descriptive of the distribution should
be the same for different meteorological conditions, but, for
example, the standard deviation could be quite different for
various stabilities. Such a natural variability could be taken
into account when estimating the upper percentiles of the
concentration frequency distribution at a particular receptor
over a long period of time.
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c. Analysis of characteristics of meteorological data
The accuracy of an air quality model depends partly on the
variability and representativeness of meteorological data.
This information can be used to assess the sensitivity of models to errors in input data. Existing meteorological network
data (e.g.,. Regional Air Pollution Study (RAPS), Idaho
Falls, etc.) should be used to determine variability resulting
from natural effects and instrument capabilities. Because it is
especially important that models accurately reflect different
areas and time periods, this representativeness should be investigated in different types of terrain. It will be necessary to
create new data sets to cover all the conditions examined.
Also, the number of instruments needed and location of the
sites to provide representative values of wind velocity or stability need to be determined.
d. Analysis of characteristics of air pollution monitoring data
Several air pollution monitoring studies (e.g., Sulfate
Regional Experiment (SURE), Large Power Plant Effluent
Study (LAPPES), Regional Air Pollution Study (RAPS)
have not been fully analyzed. These data sets should be used
to determine the natural variability (for example, the bias
and the estimated standard deviation) of concentrations
under narrow ranges or categories of meteorological conditions and source emissions. For example, one category might
beZ> stability, wind sector A0 about the source-monitor vector 10° < A6 < 30°, and wind speed 4 m/s < u < 6 m/s. To
have enough data in each category, thousands of data points
are needed. The characteristics of the distribution function
(log normal, normal, exponential, Gamma, etc.) should be
determined, especially for the upper percentiles (highest concentrations). Confidence intervals should be constructed for
the characteristics of the distribution functions. Research
with these same data sets could be conducted to determine
how to produce normally distributed, independent data sets.
Sample size requirements must be set. Trends and obvious
harmonic functions (e.g., diurnal curves) should be removed
using time series analysis. The autocorrelation function can
be estimated. The resulting independent, normal data set
would provide an example for application of powerful, statistical measures.
These data sets should be used to study peak concentration
episodes, especially for isolated point sources. They are useful in determining both spatial patterns (use quantitative
measures such as in Table 1) and the meteorological conditions that cause extreme concentration peaks. Long sampling times (>1 year) should be used to increase chances of
finding combinations of meteorological conditions that lead
to extreme peaks.
New data sets should be obtained in different types of terrain and for different combinations of sources (tall point
buoyant, short stack nonbuoyant, multiple point source,
urban area source). Various averaging times should be
studied using these analysis techniques.
e. Evaluation of diffusion models
Several models should be run using good data in order to
produce predicted concentration estimates to compare with
observations. The statistical tests described previously and
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Scenes of Woods Hole, Mass., site of the AMS Workshop on Dispersion Model Performance, 8-11
September 1980. (Photos courtesy of Robert Bornstein.)

listed in Table 1 then should be applied to the observed and
predicted data sets. Typical expected values and confidence
intervals for these statistical measures should be estimated
for different types of models (box, grid, Gaussian) and for
different categories of meteorological conditions. Space and
time patterns of statistical measures for peak concentration
episodes should be studied. Results for new models should be
compared to results for representative models from the
guidelines document (EPA, 1978).
The scientific assumptions in models should be analyzed
to find out why they produce certain behavior in the statistical performance measures. For example, a poor default assumption for calm winds may lead to poor estimates of peak
episodes. It may be necessary to test modules of the model,
such as the plume rise formula or the dispersion parameterization, separately. Special data sets may be needed for these
tests.
Model sensitivity to variations in the inputs emissions data
or meteorological conditions should be studied using the typical variations calculated from the studies mentioned previously. The effect of these natural variabilities on confidence intervals for statistical measures (such as the
cumulative distribution) should be estimated.
6. Conclusions

A set of statistics has been proposed that can provide a
rational framework for quantitatively evaluating the nature
of differences between observations and predictions by models. Statistics was suggested as a tool to provide confidence in
model predictions, as well as to compare new models against
those models recommended by EPA in its Guideline on Air
Quality Models. However, because of extremely limited experience with these measures of performance, all the models
should be tested using the framework suggested in this paper.
Appendix—Notes on Table 1

where Co and C are the original or transformed observed
and predicted values, respectively.
p

d estimates the bias of the concentration difference defined
as:
d=

(2)
N
where N is the number of observations. The bias is the first
moment of the distribution of differences.
Sd is the estimated variance of the concentration difference
and is calculated from the following definition:
S = —^—X(d-d)
(3)
N—1
The variance is the second moment of the distribution of differences. The square root of the variance is the standard
deviation.
2

2

d

The mean square error (MSE) of the concentration difference is evaluated from the following definition:
2

1

MSE,/ = — X d
(4)
N
The root mean square error, rms, is the square root of MSE.
2

The mean square error is related to the bias, d, and the variance, S d, by:
N—1
MSE =
(S ) + d
(5)
N
2

2
2

d

2

For normally distributed variables, the bias has a normal distribution, while the variance S d has a chi-squared distribution. The mean square error has a compound distribution.

C is not necessarily the concentration value itself but could
be a transformed value. This transformation would be applied to attempt to obtain a normal distribution of values.

\d\ is defined to be the average absolute gross error of the
concentration difference evaluated from the following

d is the difference in the concentrations, evaluated from a
pair of concurrent observed and predicted concentrations via
the following definition, d\
d= C (x,T) - C (x,T)
(1)

The general definition of MSE involves a reference level about
which MSE is calculated
so the ((TV - | Downloaded
1 )/N)S is MSE about
the
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definition:
\d\

I\d\

(6)

This statistic is more robust (less affected by removal of a few
outliers) than is rms.
d ( L , T(n)) is the difference between the observed maximum concentration at a given time over the entire spatial
field and the corresponding predicted value at the same location and time that the maximum occurred, as defined by:
d\i{L(n), T(n)) = Co(L(«), T(n)) — C ( L , T(n)) (7)
where the subscript M denotes a maximum concentration
and L(„) is the location of the site with the «th maximum observed concentration at time T , i.e., n = 1 is the highest,
n = 2 the second highest, etc. This is the most stringent of the
three recommended measures of the difference d .
M

{n)

p

( n )

( n )

M

d (L, T(n)) is the difference between the observed maximum
concentration at a given time over the entire spatial field and
the maximum predicted value in the entire spatial domain at
the same time, as defined by:
M

d\i{L, T( )) — CO(L{„) T( )) — C (Li, 7Vo)
n

9

n

p

(8)

where L, is the site of the maximum predicted concentration
at time T . Note that in this case the maximum observed
and predicted values do not have to occur at the same location, but are at the same time.
{n)

d (L(„), T) is the difference between the observed maximum
concentration at a given time over the entire spatial field and
the predicted maximum concentration at that site anytime
during a time period, as defined by:
d {L(n), T) = Co(L ), 7V,)) — C (L(n), Ti)
(9)
where Ti is the time of the predicted maximum at L . Note
that in this case, the maxima occur at the same site, but not
necessarily at the same time.
M

M

(n

p

(n)

d (L, T) is the difference between the observed maximum
concentration at a given time over the entire spatial field and
the predicted maximum concentration at any time and location, as defined by:
M

d {L, T) = Co(L „), 7V,)) - C (Lj, T )
M

(

p

t

(10)

where C (L Tj) and C (L(„), T )) are the maximum predicted and observed concentrations, respectively. These can
occur anywhere in the region at any time over the appropriate time interval. This is the least stringent of the four recommended maximum difference measures.
p

jy

0

(n

d (L , T >), d (L, TV)), d (L( , T), and d (U T) are the
estimated biases of the maximum concentration differences,
respectively, as computed from Eq. (2).
M

(n)

(n

M

M

n)

M

S [d (L , 7V,))], S \d (U 7V,))], S [d (L ), T)], and
S \d (L, T)] are the variances of the maximum concentrations estimated, respectively, as computed from Eq. (3).
MSE(L(„), 7V,)), MSE(L, T ), M S E ( L , T ) and MSE(L, T)
2
2

M

{n)

2

2

M

M

{n)

{n)

M

{n

are the mean square errors of the maximum concentration
differences, respectively, as computed from Eq. (4).
|d (L , r „))|, Id {L, 7Vo)|, I d ( L , T)|, and \d (L, T)\
are the average absolute gross errors of the maximum concentration differences, respectively, as computed from Eq.
M

{n)

(

M

M

{n)

M

(6).

r(AT) = f[Co{L ), T), C (L , r )] is the cross-correlation coefficient. It is calculated using observed and predicted
paired values at one site, L , at all positive and negative time
lags (AT) from the following definition of the correlation
coefficient, r:
S ( C o j - C~o) (Cp ~ Cp)
{S (Co ~C~o) ' X(C - C~ ) }
r = f[C (L, T(n)), C {L, r „))] is the spatial correlation coefficient. It is calculated using observed and predicted paired
values in Eq. (11) at zero time lag and at a given time (7V,))
using data for all of the sites together.
(n

p

(n)

(/I)

{n)

2

s

0

P

P

P

2 1/2

(

r {AT) is a cross-correlation coefficient calculated from
Eq. (11) using observed and predicted maximum concentrations used in calculating diu(L „), T ) at all positive and negative time lags (AT). This statistic defines the time lag that
yields the best correlations between observed and predicted
maximum concentrations at a single location.
L(n)

(

{n)

r (AT) is a cross-correlation coefficient calculated from Eq.
(11) using observed and predicted maximum concentrations
used in evaluating d\t{L, 7V>) at all positive and negative
time lags (AT). This statistic defines the time lag that yields
the best correlation between observed and predicted maximum concentrations without regard to the position of the
maximum in space.
L

r(0), r (n)(0), and r/,(0) are the cross-correlation coefficients
at zero time lags. These are the versions of r(AT), rL(n)(AT),
and r (AT) usually computed in evaluation studies.
L

L

A(n)(L, T(n)) is the vector difference between the predicted
and observed maximum (highest n— 1, second highest
n = 2, etc.) concentrations at time T anywhere in the spatial field. It is used with d (L, T ), and is evaluated from:
A<„)(£, TV,) = bo(L , 7V,)) - D (Li, T ) (12)
where D (Li, T ) and Z) (L ) , T ) are the vector distances
in two components from some origin to the location of the
predicted and observed maximum concentrations at time
r „), respectively.
{n)

M

(n)

(n)

p

(n)

0

(n

p

( n )

( n )

(

A „) (L, T) is the vector difference in two components between
the predicted and observed maximum concentrations
anywhere in the temporal and spatial fields. It is used with
d (L, T) and is evaluated from:
A<„)(L, T) = ft(I , T ) ~ D (Li, Tj)
(13)
where Do and D (Li, Tj) are the vector distances in two components from some origin to the location of the maximum
observed concentrations and the maximum predicted con(

M

w

{ n )

P

p
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centrations anywhere in the region at any time over the appropriate time interval.
A7V,) is the time difference from the maximum (highest
n = 1, second highest n = 2, etc.) observed concentrations
using data from the entire fields. It is used with both
d\i{L ( )» T) and d {L, T) and is computed from:
AT n) = T - T
(14)
where Tp and T (n> are the times of the predicted and observed maximum concentrations, respectively. These can
occur anywhere in the region at any time over the appropriate time interval.
n

M

(

(n)

0{n)

p ( n )

0
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announcements (continued from page 598)
Atmospheric sciences at North Carolina State
University

The undergraduate and graduate meteorology programs at North
Carolina State University now are part of the newly formed Department of Marine, Earth, and Atmospheric Sciences. Since the initiation of meteorology on the campus in 1969, the program has resided in the Department of Geosciences together with geology. On 1
January of this year, Geosciences merged with the Department of
Marine Sciences and Engineering to form the new department,
which is under the direction of Jag Langfelder.
The atmospheric sciences program continues to offer the B.S. and
the M.S. degrees. The Ph.D. and a nonthesisoption M.S. degree now
also are available. The seven full-time teaching faculty members
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offer a variety of research directions for prospective graduate students. Research programs include the many facets of air quality meteorology: large-scale behavior of polluted air masses: boundary
layer turbulence and diffusion: and pollution dispersal with related
fluid and numerical modeling. A cloud-aerosol interactions laboratory and results from field experiments in polar and tropical regions
provide challenging problems in physical meteorology. Research
opportunities also exist in applied climatology and agricultural
meteorology.
Graduate teaching and research assistantships remain available
for qualified students. For further information contact: Graduate
Administrator, Department of Marine, Earth, and Atmospheric
Sciences, North Carolina State University, P. O. Box 5068, Raleigh,
N.C. 27650 (tel: 919-737-2210).

(<continued on page 622)
Unauthenticated | Downloaded 01/09/23 05:11 PM UTC

