A coherent picture of global surface temperature change since the late nineteenth century emerges from a statistical reconstruction of an integrated collection of historical temperature observations over the land and ocean.

The most widely recognized measure of observed climate change is the century-scale trend in globally averaged surface temperature. The global average is a simple theoretical concept, but its computation in practice is far from trivial. The complexity stems mainly from the idiosyncrasies of historical weather observations, most of which were collected for operational purposes, such as aviation and agriculture, rather than climate change detection. In particular, certain practices that are of little operational significance such as relocating a station or changing its instrumentation, may profoundly impact the integrity of the climate record (Aguilar et al. 2003). Furthermore, the availability of observations in space and time reflects the highly uneven historical distribution of human activities across Earth’s surface (particularly over the oceans).

At present there are three principal groups that operationally derive global surface temperature from this piecemeal historical record. These include the National Oceanic and Atmospheric Administration (NOAA) National Climatic Data Center (NCDC), the National Aeronautics and Space Administration (NASA) Goddard Institute for Space Studies (GISS; Hansen et al. 2010), and the joint venture by the Met Office Hadley Centre and the Climatic Research Unit (HadCRUT; Brohan et al. 2006). (Note that the Japan Meteorological Agency now has a global dataset, and land-only products are available from other groups, such as the Berkeley Earth Surface Temperature project.) In general, each group uses somewhat different input data and substantially different approaches. For instance, GISS makes extensive use of satellite data, NCDC only uses satellite data in a limited capacity, and HadCRUT uses no satellite data at all. Likewise, GISS and NCDC provide temperature estimates over unsampled areas whereas HadCRUT does not. Despite these underlying differences, however, the groups produce roughly comparable estimates of the long-term trend—that is, about 0.8°C of warming since 1900.
This paper describes the current version of the NCDC product, known as the Merged Land–Ocean Surface Temperature analysis (MLOST version 3.5). The primary motivation for the current release is the inclusion of a new land–air temperature dataset that has several major improvements, including a more elaborate approach for addressing changes in station location, instrumentation, and siting conditions. For the sake of completeness, however, the paper provides a holistic overview of MLOST, including the underlying land and ocean datasets, the temperature reconstruction methodology, and trend differences between the current and previous releases. As this paper is intentionally general in nature, it contains pointers to more technical details where appropriate.

**LAND SURFACE AIR TEMPERATURE DATA.** The Global Historical Climatology Network-Monthly dataset (GHCN-M version 3; Lawrimore et al. 2011) is the source of land surface air temperature (LST) data for the new release of MLOST. The previous release used GHCN-M version 2 (Peterson and Vose 1997). GHCN-M is freely available to all users from NCDC. The dataset consists of historical monthly data from surface weather stations that have typically measured air temperature in protected shelters ~1.5 m above the ground. Quality assurance reviews are extensive and include tests for climatological outliers and spatial inconsistencies (Peterson et al. 1998). GHCN-M version 3 contains several additional quality checks relative to its predecessor, such as tests for erroneous isolated values and month-over-month data duplication. The dataset contains historical records for over 7,000 locations worldwide, with hundreds extending back to the early twentieth century. Real-time (i.e., monthly) updates are available via the Global Telecommunication System (GTS) for a network of more than 2,000 stations that collectively replicate the century-scale LST series with negligible differences compared with the full dataset (Lawrimore et al. 2011).

LSTs require adjustments to account for historical changes in station location, temperature instrumentation, and land use. Such changes typically impart either an abrupt jump or a gradual drift in the average temperature at a station relative to its neighbors, obscuring the true climate signal. In GHCN-M version 3, these contaminants are identified through automated, pairwise intercomparisons of station temperatures (Menne and Williams 2009). This “pairwise” approach has two advantages over the technique used in GHCN-M version 2 (and thus the previous release of MLOST): it is able to detect more historical changes, and it also produces fewer false positives. Site-specific bias adjustments are an outcome of the pairwise comparisons, and approximately half of all stations require at least one adjustment to their record (Lawrimore et al. 2011). Major changes at individual stations can necessitate large adjustments at the local level (e.g., Reno, Nevada, required an adjustment of about 2°C in the 1990s due to a change in station location; Cairo Airport required an adjustment in excess of 3°C in the 1960s for the same reason). More important, national-scale changes in observing practice can result in near-concurrent adjustments to numerous stations, significantly impacting regional temperatures (e.g., the widespread transition to electronic sensors in the United States during the late twentieth century lowered maximum temperatures by about 0.25°C nationwide; Menne et al. 2009). Once averaged over the globe, however, bias adjustments have only a modest impact on the long-term LST series (i.e., about 0.02°C decade−1; Lawrimore et al. 2011).

The adjusted GHCN-M temperatures are standardized to account for large temperature gradients arising from differences in station elevation, latitude, and coastal proximity. This is accomplished by computing each station’s mean over a set base period (1961–90) and then subtracting that mean from each temperature value. A separate mean is computed for each month to compensate for changes in temperature across the seasons. The standardized values, known as anomalies, exhibit far less spatial and seasonal variability than the original temperatures. In fact, neighboring stations with very different means usually have comparable anomalies (e.g., Matsumoto and Tokyo differ on average by about 4°C due to a 600-m elevation difference and a physical separation of 150 km, yet their monthly anomalies are usually within 0.5°C of one another; Robeson 1994). If a mean cannot be computed for a station (e.g., because it lacks sufficient data in the base period), then the station is excluded from MLOST. Although this practice reduces the number of stations by about 40%, it only reduces the amount of data by about 20%, and most of that loss is in data-rich areas; in other words, there is minimal impact on global coverage.

Finally, the temperature anomalies are averaged together in a manner that accounts for the uneven distribution of stations in space (e.g., as in Jones et al. 2012). The first step in this process entails subdividing the land surface into grid boxes that are five degrees of latitude by five degrees of longitude in size, and then assigning each station to a grid box based on the station’s coordinates. An average temperature anomaly is then computed for each grid box, year,
and month using all of the stations available in the grid box at that time. Because each grid box has only one value for each year and month, regardless of how many stations were in the grid box, global averages are not unduly influenced by large numbers of stations in some regions. (However, the temporal variance of an individual grid box is dependent upon the number of stations within it, as well as on changes in the number through time; Brohan et al. 2006). The percentage of global land area covered by the resulting grid ranges from about 40% in the early twentieth century to over 60% at present, with a maximum of about 75% during the 1970s. Coverage since 1990 has improved by about 10% because GHCN-M version 3 contains updates to several major data sources, including World Weather Records and Monthly Climatic Data for the World (Lawrimore et al. 2011).

**SEA SURFACE TEMPERATURE DATA.** The International Comprehensive Ocean–Atmosphere Data Set (ICOADS version 2.1; Worley et al. 2005) is the source of sea surface temperature (SST) data for MLOST. ICOADS is freely available to all users from the NOAA Earth System Research Laboratory. The dataset consists of marine meteorological observations, primarily from ships and buoys, integrated from numerous historical data sources. Much like GHCN-M, quality assurance reviews are extensive and include tests for data duplication, climatological outliers, and position errors (Slutz et al. 1985; Smith and Reynolds 2003, 2004). The dataset contains at least a million observations per year since 1950, with roughly 100,000 per year in the early twentieth century. Although the dataset is updated each month, NCDC supplements ICOADS with data transmitted over the GTS to increase spatial coverage in near–real time.

As with LSTs, SSTs are averaged into grid boxes to account for the irregular distribution of observations across the ocean surface. In the case of SSTs, a $2^\circ \times 2^\circ$ latitude/longitude grid is employed, each box value being an average of all daily observations in the box during a month (this grid resolution works well in most instances, but occasionally biases can exist in areas with extremely high gradients, such as the Gulf Stream). If a grid box has both ship and buoy data at the same time, then the buoy observations receive about 6 times as much weight in the final box average to compensate for the much greater statistical noise in the coincident ship reports (e.g., noise arising from mistakes in navigation, instrument calibration, and data transcription). This blending of ship and buoy data is particularly common in the past several decades, which have witnessed a dramatic increase in the number of drifting and moored buoys on the global scale. Ultimately, all gridbox values are subjected to statistical quality assurance reviews to eliminate residual outliers (Smith and Reynolds 2004). The percentage of ocean area covered by the quality-assured SST grid ranges from about 30% in the early twentieth century to over 70% at present, with marked declines during the two World Wars.

Gridbox averages from ships require adjustments to compensate for several widespread changes in measurement practice. Although a variety of changes have impacted the historical SST record (e.g., Kennedy et al. 2011b), the period prior to the early 1940s is particularly significant. Most notably, before World War II SST observations usually involved bringing canvas or wooden buckets of seawater onto the deck of a ship, whereas thereafter it became more common to measure SST at the engine’s cooling system seawater intake. Generally speaking, the older bucket-based data contained a cold bias relative to contemporary ship SST reports, obscuring the true climate signal (Folland and Parker 1995). Because ICOADS contains no bias adjustments, MLOST employs corrections based on nighttime marine air temperatures to address the transition away from bucket-based measurements (Smith and Reynolds 2002). In contrast to LST debiasing, the SST adjustments have a substantial impact when averaged over the entire ocean surface, warming the globe by several tenths of a degree prior to the early 1940s and thus significantly reducing the long-term warming trend (Smith and Reynolds 2002).

Finally, the adjusted SST grids are standardized to account for large gradients arising from differences in latitude, coastal proximity, and other factors. This is accomplished by computing each grid box’s mean over a set base period and then subtracting that mean from each temperature value. In contrast to LSTs, a base period of 1971–2000 is used to maximize spatial coverage over the oceans (the two base periods are later reconciled, as described in the next section). As with LSTs, a separate mean is computed for each month to compensate for changes in temperature across the seasons. The resulting anomalies exhibit more spatial coherence than the raw SSTs, facilitating the computation of areal averages.

In summary, in situ ship and buoy data are the source of historical SSTs in the new version of MLOST. As discussed briefly in the next section, satellite-derived SSTs are also employed, but only in a very limited capacity (i.e., to identify recurrent “high frequency” temperature patterns over the ocean). Notably, a prior edition of MLOST (version 3) used
satellite data both to identify the high-frequency patterns and to create the actual year-by-year, month-by-month grids starting in 1985. The latter practice was eliminated in a later release (i.e., MLOST version 3b) because the satellite SSTs were not found to add appreciable value to a monthly analysis on a 2° grid, and they actually introduced a small but abrupt cool bias at the global scale starting in 1985 (Banzon et al. 2010).

**RECONSTRUCTION OF GLOBAL SURFACE TEMPERATURE.** The LST and SST grids are used to construct a coherent picture of historical temperature variations across the globe since the late nineteenth century. From NOAA’s perspective, there are two primary requirements in developing this “reconstruction” of global temperature. The first requirement is to capture the major patterns in space and time while smoothing out small-scale, short-term irregularities (i.e., the reconstruction must separate the key trends from background noise). The second requirement is to estimate anomalies in areas without observations (provided there are sufficient proximal data in space and time) so that the resultant product represents as much of the global surface as is reasonably possible. The approach itself is briefly summarized here; for a more detailed description, see Smith and Reynolds (2005) and Smith et al. (2008).

The reconstruction process dictates that LSTs and SSTs should be processed separately and then merged together into a single global reconstruction. There are several reasons for performing separate reconstructions, the first being major differences in spatial coverage between the land and ocean surface (the latter having large, systematic gaps early in the record, such as in the Southern Ocean). Another motive for separate reconstructions is that LST and SST observations are fundamentally different; a land grid box represents at least one month of twice-daily observations from at least one station, whereas an ocean grid box might represent just a few measurements of SST from a single ship. Finally, the time and space scales of temperature variability are shorter over land than ocean because vastly more energy is required to change the latter owing to its higher specific heat and its lower speed of advection.

The reconstruction process also assumes that historical temperature variations can be divided into two distinct components that can be independently extracted from an otherwise noisy observational record. The first component consists of “low frequency” variations that occur over relatively long periods, such as the century-scale increase in global temperature or the extended period of cooling in the Arctic in midcentury. The second component consists of “high frequency” variations that occur over comparatively short time periods, such as the extremely warm summer of 2011 in the eastern United States or the increase in SST along the western coast of South America during the El Niño event of 2009. To obtain the overall reconstruction, the low- and high-frequency components must be added together.

From a practical perspective, the two components are extracted in a sequential fashion. The first step entails identifying the low-frequency variations through extensive smoothing of the historical record on an annual time scale. This is basically accomplished by averaging the anomaly grids over vast areas, compositing across multiyear periods, assigning an anomaly value of zero to empty grid boxes, and then averaging again with simple space/time filters (Smith and Reynolds 2005). The resulting grids are identical in resolution to their unsmoothed counterparts, but spatial coverage is complete. The next step involves identifying the residual high-frequency variations by applying a pattern recognition technique to the historical record. The technique makes extensive use of empirical orthogonal teleconnections (Van den Dool et al. 2000), which are similar to empirical orthogonal functions, which have been widely employed in atmospheric science. To maximize spatial coverage, different periods are analyzed for land (1982–91) and ocean (1982–2002); furthermore, the grids derived from ship and buoy data are supplanted by similar grids of satellite SST retrievals with enhanced resolution (Smith and Reynolds 2002). Although the high-frequency variations are derived from the modern era, they are generally representative of the entire historical record (Smith and Reynolds 2005). The pattern recognition analysis results in ~60 recurring patterns over land and ~130 over the ocean, totals that are consistent with the relative areas of land and ocean. The resulting high-frequency grid boxes are identical in size to their low-frequency counterparts, and the two are simply added together to form preliminary reconstructions that are spatially complete [note that the SST reconstruction used here is also available as a standalone product known as the Extended Reconstruction of Sea Surface Temperature (ERSST; Smith and Reynolds 2004)].

Given their large-scale focus (generally >2,000 km), the preliminary reconstructions intentionally lack some of the spatial detail of the original data. This is advantageous over the ocean, where background noise is often considerable because many grid boxes may contain only a few observations in any given
month. Over land, however, the approach can lead to an overly smooth representation of reality. To compensate, the preliminary land reconstruction is blended with the original LSTs when they are available. For each grid box, year, and month, the blending process assigns the original LST value a weight proportional to the number of stations in the box at that time; the weight is roughly 50% when two stations are available, increasing to about 95% when nine stations are available (Smith et al. 2008). This blending process increases spatial variability (and thus fidelity) over land, but it has almost no impact on global averages.

The preliminary land and ocean reconstructions are then merged into a single global reconstruction. This is a straightforward process for the most part; grid boxes over land come from the land reconstruction, and grid boxes over the ocean come from the ocean reconstruction. Despite the overt simplicity, however, three subtle processing steps are required to fully merge the separate reconstructions. The first step involves converting the land values from their 1961–90 base period to the 1971–2000 base period used over the ocean (i.e., by computing the average for each land grid box by month for 1971–2000, and then subtracting the appropriate monthly average from each value). The second step entails averaging the 2° × 2° ocean values into 5° × 5° boxes that exactly match the existing land grid. The third step requires creating a weighted average of land and ocean values for coastal grid boxes, the weights reflecting the relative proportions of land and ocean area in each box (which is a rational and effective approach for the most part, but on occasion a long record from an island station is downweighted significantly if most of the grid box is ocean).

As the final step in the reconstruction process, data-sparse areas are masked out to prevent global averages from depending heavily upon the highly smoothed reconstruction estimates that are common in such locales. For instance, if sea ice [as identified by Rayner et al. (2003)] covers more than half of the grid box in that month, then it is set to missing. If land covers more than half the grid box, and if the box itself contains no land data in that month, and if its latitude is “polar” (i.e., north of 75°N or south of 65°S), then it is set to missing. Finally, if the general area surrounding the grid box contains few observations in that month (i.e., the sampling rate is less than 20% within a 25° latitude/longitude buffer around the box), then it is set to missing. In general, the masking of data-sparse areas is more common early in the record.

Global averages are derived from the final reconstruction using a relatively simple process. In particular, the global average in each year and month is just the area-weighted average of all grid boxes having a value in that year and month. In turn, annual global averages are simply the arithmetic mean of the 12 monthly averages. Using this approach, the percentage of Earth’s surface represented by the global average generally increases through time, exceeding 80% in each year since 1900. Spatial coverage is poor in most of the nineteenth century, resulting in large errors in the global average (Hansen et al. 2010; Smith et al. 2008). Consequently, the MLOST global time series begins in 1880.

Figure 1 presents global temperature variations from 1880 to 2010 as depicted by the new reconstruction. Not surprisingly, the new global series is broadly consistent with previous analyses (i.e., Solomon et al. 2007), exhibiting a slight decrease until ~1910, an increase until ~1940, a slight decrease until ~1970, and an increase thereafter. The rate of warming (based on least squares regression) is 0.076°C decade⁻¹ since 1901 and 0.162°C decade⁻¹ since 1979. The three warmest years on record are still 2005, 2010, and 1998, and the difference between them remains virtually indistinguishable (a mere 0.02°C).

Figure 1 also presents 95% confidence intervals that estimate the “uncertainty” in global mean temperature. In general, the confidence intervals decrease
in size from about 0.5°C in the late nineteenth century to about 0.1°C in the late twentieth century (e.g., as in Jones et al. 2012; Morice et al. 2012). Very generally, these intervals imply that the total increase in global temperature since 1901 was roughly 0.8°C ± 0.2°C. The MLOST confidence intervals are primarily intended to quantify two of the largest sources of noise in the global average—namely, gaps in spatial coverage and errors in the SST bias adjustments (Smith et al. 2008). Owing particularly to the latter, the confidence intervals increase significantly in size before the mid-1940s. Because there are a variety of ways to estimate uncertainty, all yielding somewhat different results (e.g., Brohan et al. 2006; Kennedy et al. 2011a,b), it is generally more appropriate to view such confidence intervals as a broad depiction of historical noise rather than as a precise time series of exact error estimates.

Figure 2 illustrates the patterns of surface temperature change over 1901–2010 and 1979–2010 as depicted by the new reconstruction. As in the global series, the results are broadly consistent with previous analyses (i.e., Solomon et al. 2007), with widespread warming in both time periods and somewhat larger temperature increases over land than ocean. From the century-long perspective, warming is largest over central Eurasia, northwestern North America, central South America, and the South Atlantic Ocean, with evidence of cooling in the North Atlantic Ocean and small areas in the southeastern United States and central Africa. For the recent period, warming is evident in virtually all areas except the eastern Pacific Ocean and parts of the Southern Ocean. The highest rates of warming are over Eurasia, northern Africa, and northern North America. Notably, spatial coverage is more extensive in the recent period due to numerous improvements in ocean climate observing systems.

**Differences in the New Release.**

From a large-scale perspective, there are minor but systematic differences between the current version of MLOST (version 3.5) and its predecessor (version 3b). As an illustration, Fig. 3 presents differences between global temperatures in the two reconstructions since the late nineteenth century. The current version of MLOST is very slightly cooler than its predecessor up until about the mid-1960s. Furthermore, the difference series exhibits a small but statistically significant increase of 0.004°C decade⁻¹ since 1901. As a result, the current version of MLOST contains slightly more warming during the twentieth century (0.076°C vs 0.072°C decade⁻¹). The difference is largely attributable to the inclusion of GHCN-M version 3, which itself exhibits about 0.003°C decade⁻¹ more warming than the LST dataset used in the past (i.e., GHCN-M version 2; Lawrimore et al. 2011), largely due to improved bias adjustments.

---

**Fig. 2.** Least-squares trends in 5° × 5° grid boxes for the periods (top) 1901–2010 and (bottom) 1979–2010. Annual anomalies in each grid box were only computed when at least 10 monthly anomalies were available. A minimum of 75% nonmissing annual data were required within the analysis (i.e., trend) period. At least 25% of that minimum number must have existed in each segment of the analysis period when divided into four equal segments. Finally, when the analysis period was divided into 10 equal segments, each of the first two and last two segments were required to have at least some data.

**Fig. 3.** Time series of differences in mean annual temperature anomalies over the globe for the period 1880–2010 (current version of MLOST minus the previous version).
Figure 4 illustrates the patterns of surface temperature change as depicted in both the new reconstruction and its predecessor for the periods 1901–2010 and 1979–2010. Consistent with the use of a new LST dataset, most trend differences appear over the terrestrial surface, with comparable changes in adjacent ocean areas. From the century-long perspective, the new reconstruction contains slightly more warming in most areas, although regional exceptions do exist (e.g., northern North America, northern Australia). Generally speaking, trend differences are less than 0.1°C decade⁻¹ at the gridbox level. For the recent period, the new reconstruction exhibits less warming over southern Greenland, eastern Canada, central South America, sub-Saharan Africa, southern Asia (particularly China), and eastern Australia. In contrast, more warming is evident over the southern United States, northern South America, northern Africa, and northern Eurasia.

From a spatial perspective, there are two other subtle changes in the new version of MLOST. First, coverage of polar land areas has improved very
slightly in the modern era because grid boxes that contain actual observing stations are now included in the new version (i.e., the actual LST box value is “reinjected” into the reconstruction whereas in the past the reconstructed value itself was set to missing because of its overly smoothed character). Second, trend patterns over land exhibit slightly greater spatial coherence (e.g., trends over South America are more uniform for 1979–2010 than in the previous reconstruction).

**SUMMARY.** This paper described the new release of MLOST (version 3.5), the global surface temperature product used by NOAA in monitoring and assessment activities. The primary motivation for the release was the inclusion of a new land dataset (GHCN-M version 3), which contains improved adjustments for changes in station location, instrumentation, and siting conditions. The new version is broadly consistent with previous global analyses, exhibiting a trend of 0.076°C decade$^{-1}$ over the past century, 0.162°C decade$^{-1}$ over the past three decades, and widespread warming in both time periods. In general, the new release exhibits only modest differences with its predecessor, the most obvious being very slightly more warming at the global scale and slightly different trend patterns over the terrestrial surface.

**FUTURE IMPROVEMENTS.** As with all large-scale temperature analyses, MLOST could benefit in the future from improved spatial sampling, particularly early in the record. For the ocean surface, continued integration of historical marine collections into ICOADS is of critical importance. The Atmospheric Circulation Reconstructions over the Earth (ACRE) initiative (Allan et al. 2011) plays an important role in that regard, having facilitated several major data recovery projects over the past several years (e.g., ship logbooks from the English East India Company, Royal Navy logbooks from World War I). For the land surface, MLOST could be augmented with data from the Global Historical Climatology Network daily dataset (Menne et al. 2012), which contains about 3 times as many stations as its monthly counterpart. A longer-term prospect is the recently instigated International Surface Temperature Initiative (Thorne et al. 2011), which seeks to create a single comprehensive databank of the actual land surface observations taken globally.

From a methodological perspective, MLOST could benefit from a more detailed treatment of historical uncertainties. At present MLOST confidence intervals mainly reflect gaps in spatial sampling and errors in SST bias adjustments, and thus uncertainty estimates increase steadily and significantly prior to World War II. While it is arguably whether a truly comprehensive error model is possible, several avenues for refining statistical uncertainty estimates have recently been proposed, such as the use of large ensembles and benchmarking (e.g., Kennedy et al. 2011a,b; Williams et al. 2012). New approaches for addressing other uncertainties (e.g., the types of buckets used from 1945 to 1960) are also possible (Kennedy et al. 2011a,b). With improved uncertainty estimates will come increased confidence in long-term trends.

**REFERENCES**


—, —, —, —, —, and —, 2011b: Reassessing biases and other uncertainties in sea surface


A gift for every season.  
(PLUS FREE SHIPPING!)

**Fleece Scarf**  $17  
COLOR: Charcoal with AMS emblem

**Silk Tie with weather symbols**  $17  
COLORS: Navy with white symbols and Burgundy with gold symbols

**Membership Lapel Pins**  $10  
COLOR: Gold

**Silk Scarf with weather symbols**  $17  
COLORS: Navy with white symbols  Burgundy with gold symbols

**Ceramic Mug**  $7  
COLORS: Navy with white AMS seal  White with navy AMS seal

**Umbrella with weather symbols**  $14  
COLOR: Navy with white symbols

**Travel Mug**  $8  
COLOR: Blue stainless steel with white AMS seal

**Cotton T-Shirt**  
Adult: S, M, L, XL, XXL  $12  
Child: S, M, L  $10  
COLORS: Navy with white AMS seal  White with navy AMS seal

**Soft Briefcase**  $27  
COLOR: Black with white AMS seal  
DIMENSIONS: 16"L, 12.5"H, 3.75"W (expands to 5")

**Long Sleeve T-Shirt**  
Mens: S, M, L, XL, XXL  $15  
COLOR: Navy with white AMS seal  
Womens: S, M, L, XL  $15  
COLORS: Gray with blue AMS seal

**12 Pocket CD Case**  $9  
COLOR: Blue with white AMS seal

**Umbrella**  $14  
COLOR: Navy with white symbols

**Fleece Scarf**  $17  
COLOR: Charcoal with AMS emblem

ORDER TODAY!  Prepay by check/money order, Visa, MC, or AMEX  
**CALL**  617-226-3998  **FAX**  617-742-8718  
**MAIL**  AMS, 45 Beacon Street, Boston, MA 02108-3693

FOR MORE GIFT IDEAS check out the new AMS Online Bookstore (weather books, biographies, histories, monographs and more) at www.ametsoc.org/amsbookstore.