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ABSTRACT
Understanding future changes in extreme temperature events in a transient climate is inherently challenging. A single model simulation is generally insufficient to characterize the statistical properties of the
evolving climate, but ensembles of repeated simulations with different initial conditions greatly expand the
amount of data available. We present here a new approach for using ensembles to characterize changes in
temperature distributions based on quantile regression that more flexibly characterizes seasonal changes.
Specifically, our approach uses a continuous representation of seasonality rather than breaking the dataset
into seasonal blocks; that is, we assume that temperature distributions evolve smoothly both day to day over
an annual cycle and year to year over longer secular trends. To demonstrate our method’s utility, we analyze
an ensemble of 50 simulations of the Community Earth System Model (CESM) under a scenario of increasing
radiative forcing to 2100, focusing on North America. As previous studies have found, we see that daily
temperature bulk variability generally decreases in wintertime in the continental mid- and high latitudes
(.408). A more subtle result that our approach uncovers is that differences in two low quantiles of wintertime
temperatures do not shrink as much as the rest of the temperature distribution, producing a more negative
skew in the overall distribution. Although the examples above concern temperature only, the technique is
sufficiently general that it can be used to generate precise estimates of distributional changes in a broad range
of climate variables by exploiting the power of ensembles.

1. Introduction
Time series of climate variables have generally been
assumed to be separable into two components: randomness inherent in the underlying physical processes,
which we call natural variability, and climatic trends,
which we take to include seasonality and forced secular
trends that follow from increasing concentrations of
greenhouse gases. Recently, the degree to which natural
variability may itself be changing has received significant scientific interest (e.g., Trenberth 2011; Donat and
Alexander 2012; Deser et al. 2012a; Thompson et al.
2015; Kay et al. 2015). Potential changes in climate
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extremes, because of their heightened societal impacts,
are of special concern (e.g., Davison and Smith 1990;
Stott et al. 2004; Chavez-Demoulin and Davison 2005;
Eastoe and Tawn 2009; Otto et al. 2012; Swain et al.
2014; Singh et al. 2014; Trenberth et al. 2015;
Diffenbaugh et al. 2015; Huang et al. 2016; Jalbert et al.
2017). However, fully characterizing the evolving natural variability of rare events is intrinsically challenging
due to limited available observations or simulation data.
Studies of future climate extremes therefore often employ statistical extreme value theory to make inferences
about rare events with modest amounts of data (Swain
et al. 2014).
In this work, we study the entire distribution of temperatures in a transient climate, including rare events, by
employing quantile regression on an ensemble of simulations of an identical forcing scenario from a single
climate model. An ensemble with sufficient sampling of
the initial conditions’ uncertainty will reflect the natural
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variability of the climate system, since each simulation
can be treated as statistically independent in terms of its
natural variability. The increased data provided by
multiple simulations enable more confident statements
about changes in the statistical behavior of the system
than can be made with a single simulation. The use of
initial conditions for characterizing internal variability is
growing rapidly (e.g., Deser et al. 2012a,b, 2014; Fischer
and Knutti 2014; Kay et al. 2015; Sriver et al. 2015;
Rodgers et al. 2015; Hagos et al. 2016). Deser et al.
(2012a,b) and Fischer and Knutti (2014) in particular
discuss how ensembles help distinguish internal climate
variability from anthropogenic effects on temperature
changes and allow more comprehensive estimates of the
model’s temperature response to radiative forcing.
Large ensembles offer at least three advantages over a
single simulation of a climate model. The most obvious
advantage is that the increased data volume allows
closer examination of the entire distribution of a climate
variable. Studies of climate variability to date address
both the center of the distribution (e.g., Semenov and
Bengtsson 2002; Räisänen 2002; Kitoh and Mukano
2009; Screen 2014; Schneider et al. 2015) and its tails
(e.g., Katz and Brown 1992; Meehl et al. 2009; Northrop
and Jonathan 2011; Davison et al. 2012; Huser and
Davison 2014; Trenberth et al. 2015; Huang et al. 2016;
Jalbert et al. 2017), where the latter is often studied via
extreme value theory. Fischer and Schär (2009) use an
ensemble to study seasonal variability in a way that accounts for intraseasonal changes in mean temperature.
A more limited body of studies address overall distributional changes in climate variables, but these generally focus on observations or observation-based data
products, which are necessarily limited in terms of data
volume and therefore require spatial or temporal aggregation (Donat and Alexander 2012; Stainforth et al.
2013; Chapman et al. 2013; Huybers et al. 2014;
McKinnon et al. 2016; Rhines et al. 2017). Aggregating
data spatiotemporally requires stationarity assumptions
of the signal or explicitly modeling the spatiotemporal
structure. When studying model projections using ensembles, the large amounts of data at each location allow
us to estimate changes in the distribution of climate
variables (e.g., temperature) without spatial aggregation. For example, Ylhäisi and Räisänen (2014) use
CMIP3 data to remove a trend and a seasonal cycle and
then take differences of quantiles of the residual temperature to measure variability and skewness. In their
work, the seasonal cycle is not allowed to evolve over
time, and the quantiles of the residual temperature are
assumed constant within seasons and over 20-yr blocks.
A second advantage provided by large single model
ensembles is that complex trends in both means and
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variability can be stably estimated, in contrast to estimating quantiles using limited stretches of observational
data and assuming linear trends in time (see, e.g., Franzke
2015; Gao and Franzke 2017). Forcings are not linear over
centennial time scales, and a linear approximation can be
misleading (Poppick et al. 2017). As we will show, daily
temperature distributions have complex evolution in
time, following different trajectories for different quantiles (i.e., different parts of the distribution). Analysis
methods should therefore be able to take into account
these complexities both in time and across quantiles.
Finally, a third advantage of ensembles is that they
allow a more natural treatment of seasonal variation in
climate variables. In situations of limited data, it is common to treat seasons separately, assuming that each season has a temporally constant average and stationary
statistical properties discontinuous from neighboring
seasons. With ensembles of simulations, we can allow
for a smooth change in the underlying trend from day to
day, using a parsimonious set of parameters. By modeling
the entire year on a continuum, we can explore how each
season transitions to the next and how seasonal patterns
change over time, features that may be highly dependent
on both geographic location and quantile.
We describe here a methodology for exploiting ensembles to study changing climate variability that captures
these advantages: we model the complete distribution of
daily temperatures as a continuous function of both seasonality and secular climate change over time. That is, we
use quantile regression with separate basis functions for
seasonal effects, for long-term trends, and for their interaction (i.e., changes in seasonality over the long term).
Such an ensemble-based approach captures subtle features of seasonal changes and is well positioned for the
purposes of uncertainty quantification. Because each
simulation is treated as an independent sample drawn
from the same stochastic process, we can obtain uncertainty quantifications for all estimates by resampling
complete simulations from the ensemble without having
to model temporal dependence within each simulation.
In the sections that follow, we describe estimated
changes in both bulk and tail variability as differences in
two quantiles; a large quantile difference implies more
variability in a given part of the distribution. The difference between two quantiles in the low tail, for example, is a measure of the spread or thickness of the
lower tail. Figure 1 gives a pictorial explanation of how
quantile differences reflect bulk and tail variability.

2. Data
We apply our algorithm to an ensemble of 50 historical/
future simulations of the Community Earth System Model
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FIG. 1. An illustration of concepts and values related to distributions used in this paper. The cartoon shows a positively skewed
(right skewed) probability distribution and the three quantile differences discussed in this paper, in the low tail, high tail, and middle
of the distribution. The q quantile in a distribution is the value such
that the probability of being below it has probability q. Here, Dql is
the difference between the 0.05 and 0.025 quantiles; the IQR between the 0.75 and 0.25 quantiles; and Dqh between the 0.975 and
0.95 quantiles. The values Dql and Dqh quantify variability in extreme values, while IQR quantifies variability in the bulk of the
distribution.

(CESM; Sriver et al. 2015). The atmospheric component is
the low-resolution Community Atmosphere Model
version 4, with T31 spectral resolution (;3.758 3
3.758) and 26 vertical levels. The model ocean component is the low-resolution version of the Parallel
Ocean Program version 2 (Smith et al. 2010), with a
nominal horizontal grid resolution augmented to approximately 18 at the equator. The ocean model contains 60 vertical levels, down to a maximum depth
of 5500 m.
Each simulation in the ensemble is initialized with
;4000 years of spinup using constant preindustrial
conditions, after which the 50 historical hindcasts (1850–
2005) are initialized from snapshots of the coupled
model state taken every 100 years, so that the last
hindcast is initialized after approximately 9000 years of
the control simulation. Each hindcast is then extended
to 2100 using the representative concentration pathway
(RCP) 8.5 scenario. The 100-yr gap between each new
initialization ensures nearly independent ensemble
members that fully capture internal variability within
the coupled system. RCP8.5 corresponds to anthropogenic radiative forcing of roughly 8.5 W m22 by 2100
(Moss et al. 2010). More information about the model
and ensemble design can be found in Sriver et al. (2015),
Hogan and Sriver (2017), and Vega-Westhoff and
Sriver (2017).
CESM does show some known biases that affect primarily temperature means (and possibly trends in
means), but also to some extent the higher-order moments of the temperature distribution (e.g., variance and
skewness). Known model biases include reduced ocean
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heat transport, low North Atlantic sea surface temperature, and excessive Northern Hemisphere sea ice (Shields
et al. 2012). The model generally underestimates both
temperature and precipitation extremes, compared with
observations; that is, the mean of the extreme value distributions is biased, but the scale and shape are consistent
with observations for the continental United States (Sriver
et al. 2015).
In assessing the practical relevance of our results on
the shapes of temperature distributions, it is perhaps
helpful to compare CESM temperatures with those from
the ERA-Interim data product (Dee et al. 2011).
Figure 2 shows the model/reanalysis comparison for
winter; for summer, see Fig. S1 of the online supplemental material. The model underestimates variability
in some places and produces excessively cold winter
temperatures in the Arctic. The resulting temperature
gradients contribute to excess variability and negative
skew in the northern midlatitudes. Skewness is a measure of asymmetry in a distribution, with negative
skewness roughly corresponding to a distribution with a
fatter lower tail than upper tail; see appendix A for its
definition. We see that despite some discrepancies, Fig. 2
shows that the model exhibits skill in capturing where
wintertime skewness is positive and negative. Throughout
this work, we will show in-depth analysis from three locations with distinct temperature distributions to highlight our proposed method (locations a, b, and c shown in
Fig. 2). See Fig. S2 for comparison of model and reanalysis temperature distributions in both summer and
winter for these locations.

3. Methods
In the methodology presented here, we model
temperature at each location as a function of both
seasonality and long-term change of the annual temperature distribution. We use two independent variables: seasonality is represented by a variable d (the
day of the year; spanning values 1–365), and change in
annual temperature is represented by a variable t
(years elapsed since 1850; spanning 0–250 for these
scenarios). We thus assume that each temperature
quantile can be described by two sets of basis functions
that represent the two variables’ separate relationships with temperature (called here ffi (d)g and fgj (t)g)
and interaction terms hi (d)sj (t), where fi , gj , hi , and sj
are all smooth functions of the appropriate variable.
The interaction terms are required to capture effects
in which long-term temperature evolution differs between seasons (e.g., the robust projection that winter
temperatures warm more than summer temperatures).
To impose our smoothness condition, we assume that
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FIG. 2. Comparison of daily temperature distribution properties [(top) mean (8C), (middle) standard deviation
(8C), and (bottom) skewness (dimensionless)] between the CESM ensemble and ERA-Interim for winter (DJF;
aggregating all daily temperatures without deseasonalizing). We compare the years 1979–94, the first available 15
years of the ERA-Interim dataset, and upscale the reanalysis from 0.758 to 3.758 resolution to match CESM. Winter
skewness over the continental United States is negative in both model and reanalysis, implying a thicker lower tail;
see Fig. 1 and appendix A for example and definitions. Overall, large-scale geospatial patterns are similar in both
datasets, though some discrepancies are present (e.g., abnormally cold model Arctic winters). Locations that will be
used in examples throughout the paper are marked with letters a–c; these are ordered from north to south, with
latitudes and longitudes of (50.18, 21018) for location a, (42.78, 2828) for location b, and (35.38, 2988) for location c.

fi , gj , hi , and sj are cubic splines, which are piecewise
cubic polynomials with a continuous second derivative
[for a review of cubic polynomial basis functions, see
Hastie et al. (2009), chapter 5]. Because the seasonality variable d is periodic, its basis functions are also
assumed periodic. For more details, see appendix B,
section a.
We choose the number of basis functions by
evaluating a metric representing model adequacy. Our
model sufficiency criterion is aimed at capturing the
long-term underlying signal. We do not require estimated quantile functions to capture transient events

during the historical period like volcanic eruptions.
Details on how we select the number of basis functions
are given in appendix B, section b. In our climate simulation output, the intraseasonal effect requires more
detailed modeling than the interseasonal effect. In the
results shown here, we fit the model with 15 terms (i.e.,
basis functions) for the main seasonal effect ffi g, but the
interaction terms require less seasonal complexity, so we
use only three terms for fhi g. We use four terms for both
the temporal change fgj g and the interaction terms fsj g.
That is, modeling long-term change generally requires
fewer terms than modeling seasonality. In summary, we
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FIG. 3. Illustration of results of our quantile estimation procedure using the 50-member CESM ensemble. The figure shows ensemble
daily mean temperatures for the year 1850 for the three representative locations a–c plotted in Fig. 2. The ensemble provides 50 points per
day, but for clarity, we show only 10% of the data. Solid lines show the median daily temperature, and dashed lines show the 0.025 and
0.975 quantiles estimated by our procedure. The locations of the points outside of the 0.025 and 0.975 quantile curves are fairly evenly
spread across day of year (notwithstanding the sizes of the exceedances), suggesting that these estimated quantile curves capture the
seasonally changing patterns in the tails of the distributions reasonably well.

use 32 basis functions in total, including an intercept
term. We then fit each q quantile of temperature
Tq (d, t) 5 a 1 åai fi (d) 1 åbj gj (t) 1 åci,j hi (d)sj (t) ,
i

j

(1)

i,j

where all of the coefficients depend on q, but we suppress the dependence for convenience. This fit determines coefficients a, ai , bj , and ci,j for each quantile at
each location.
To simplify notation, consider a matrix X where each
column corresponds to a basis function, and each row
refers to a unique value of d, t, and ensemble member.
Using this matrix, we construct our temperature model
in vectorized form:
Tq 5 Xbq ,

(2)

where bq contains the 32 basis coefficients a, ai , bj , ci,j .
The predictor matrix X has 32 columns, each corresponding to one basis function, and 3653 2503 50 rows.
To get a confidence interval for each entry of Tq , we reestimate the coefficients bq 100 times using resampled
datasets. We resample the data by randomly drawing
with replacement 50 whole simulations from our ensemble of 50 simulations. By resampling complete realizations, the dependency structure within realizations
is maintained in the resampled data. Appendix B,
section c provides further details about uncertainty
quantification.
As an example of a typical model fit, we show in Fig. 3
the seasonal cycle in CESM daily temperatures for three
locations, along with estimates of low, median, and high
quantiles. We show here data from 1850 to demonstrate
the seasonal fit rather than that of the long-term trend.

All locations show strong seasonal differences in variance that are well represented by our smooth estimates.
Relevant features that are captured include an asymmetrical seasonal cycle in all locations; a clear left
skewness in wintertime in all three locations (although
most pronounced in the higher-latitude locations a and
b); and a distinct springtime shoulder in the higherlatitude locations. These examples show the benefit of
explicitly modeling the seasonal cycle in variability
through smoothly varying quantile functions. The more
standard practice of treating all days within a season as
statistically identical would tend to obscure nuances
evident in Fig. 3, such as the decrease in winter temperature spread (variability) from early to late winter.

4. Results and discussion
To facilitate comparison with previous studies, we first
perform a preliminary analysis where we replicate more
standard methods. That is, we examine changes in the
aggregate distribution of temperatures over multiweek
and multimonth intervals before we show results from
our new approach that calculates responses for individual days. The standard analysis readily shows that
temperature distributions in the CESM ensemble
change over the RCP8.5 scenario (Figs. 4–6, which
compare the ‘‘initial’’ and ‘‘final’’ time windows 1850–64
and 2086–2100). Means uniformly shift to warmer temperatures, but the distributions also change in terms of
standard deviations and skewness. Figure 4 shows initial
and final distributions in our example locations for aggregated 15-day periods in winter and summer.
Regarding the spatial characteristics of temperature
distributions, we see the expected strong decrease in
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FIG. 4. Evolving distributions of daily mean temperature in the CESM ensemble RCP8.5 model runs at the locations a–c plotted in
Fig. 2. Each distribution includes temperatures from a 15-day period over 15 model years for a total of 11 250 observations (15 days 3 15
years 3 50 ensemble members). Winter distributions are taken from 1 to 15 Jan and summer distributions from 5 to 19 Jul; ‘‘initial’’
distributions include years 1850–64 and ‘‘final’’ years 2096–2100. Changes in distributions are readily apparent, especially in winter at
higher latitudes (locations a and b), but detailed quantification, especially of tail changes, requires more sophisticated techniques.

standard deviations in winter over land, especially in the
northern midlatitudes (Figs. 5, 6). By contrast, summer
standard deviation changes are much smaller and differ
in sign in different locations. Temperature skewness
(i.e., the asymmetry of the distribution) shows strong
changes in winter over land in a dipole pattern. Winter
temperature distributions are in all time periods negatively skewed throughout most of the domain, but in the
north (including locations a and b), they become more
negatively skewed in the future, while in the south (including location c), they become more symmetric.
Summer skewness changes are again smaller and with
less spatial coherence, other than the strong transitions
in the southern Great Plains and in Mexico/Central
America, where skewness in temperature distributions
actually changes sign.
Our methodology for quantile estimation provides
additional information that helps to quantify how temperature distributions are changing and to estimate the
uncertainty associated with each change. We can evaluate not only bulk variability—the interquartile range
(IQR), the difference between the 0.25 and 0.75 quantiles—
but also differences between any two quantiles. In this

work, we typically consider the differences between the
estimated 0.05 and 0.025 quantiles in the low tail and
between the 0.975 and 0.95 quantiles in the high tail.
These quantities measure tail variability in the same
way that the IQR measures the variability of the bulk
distribution.
If the skewness of a distribution changes over time,
then future distributions are not simply scaled versions
of present distributions. That is, their tail variabilities
must change by a different factor than the IQR. In the
case of the northern midlatitude winter temperatures
shown in Fig. 5, where distributions become more negatively skewed as bulk variability decreases in the future, the effect could result from either a low tail
contracting less than the bulk (or actually increasing)
or a high tail contracting more than the bulk. Our
methodology allows for differentiating these cases.
To assess whether the high tail and/or the low tail is
driving changes in skewness, we consider the fractional
changes in low, high, and bulk variabilities. For a given
day of the year, we denote the initial and final quantile
differences as Dqr,i and Dqr,f , respectively, where
r 5 l, m, or h indicates the low tail, middle of the
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FIG. 5. (left) Initial temperature distribution properties and (right) their changes over time in the CESM ensemble RCP8.5 model runs for aggregate wintertime (DJF) daily temperature. Initial (preindustrial) and final
periods are defined as in Fig. 4, as 15-yr periods 1850–64 and 2086–2100. Distributional moments (mean, standard
deviation, and skewness) are defined as in Fig. 2. Gray crosses mark locations where the changes are not significant
at the 0.05 level, obtained by resampling the set of 50 simulations (with replacement) and recalculating the sample
moments. (top right) Mean temperature universally increases. Extreme warming in the Hudson Bay region occurs
where the model is biased low in present-day simulations. (middle right) As expected, standard deviation decreases
strongly at higher latitudes. (bottom right) Changes in winter skewness show a dipole pattern, which enhances
negative skew above ;408 but reduces it at lower latitudes.

distribution (IQR), or high tail. The fractional variability change is then
r5

Dqr,f 2 Dqr,i
Dqr,i

.

(3)

Because we model the complete temperature distribution for each day of the year for all years, we choose
representative days and years to understand changes in
winter and summer temperature distributions from beginning to end of the climate scenario: 1 January and
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FIG. 6. As in Fig. 5, but for aggregate summer (JJA) temperatures; note that scales differ from those in Fig. 5.
Except in the desert Southwest and Mexico, changes in (middle right) standard deviation and (bottom right)
skewness are generally smaller in summer than in winter and often not significant at the 0.05 level.

5 July, evaluated in the years 1850 and 2100. For these
representative days, we show in Fig. 7 the fractional
variability change r for low and high tails as well as for
the IQR.
Results show that tail changes can indeed differ
strongly from changes in the bulk of the distribution. In
wintertime (Fig. 7, top row), in much of the northern
midlatitudes (including locations a and b), low tails
change in a way that contributes to a more negative
skew. Low-tail variability contracts less than does the

IQR, while high-tail variability contracts more strongly.
High tails would contribute to more negative winter
skew predominantly in the Hudson Bay region, where
the model shows distinct bias. In summertime (Fig. 7,
bottom row), the high tail dominates the transition to
positive skew in the southern Great Plains region (including location c).
To clarify the relative contributions of high and low
tails to skewness changes, we also examine evolving
temperature variability in the bulk and tails as a function
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FIG. 7. Changes in daily temperature variability (quantile differences) over time in CESM ensemble RCP8.5 runs estimated using our
statistical approach. Because our approach removes the need to aggregate over time when presenting changes, we show here differences in
distributions for a single day and year: (top) 1 Jan for winter and (bottom) 5 Jul for summer, with differences evaluated between the years
1850 and 2100. Changes are expressed as fractions of initial variability [see Eq. (3) for definition], so that the value 0 indicates no change
with respect to the initial year. (left) Changes in low-tail variability, (center) IQR, and (right) high-tail variability, as previously defined.
Gray crosses mark grid points where the change is fewer than three standard deviations from the original estimate. As expected, estimated
changes in IQR are similar to changes in standard deviation seen in Figs. 5 and 6. Changes in tail variability are clearly different from those
in IQR, meaning that future distributions are not simply a rescaling of the present-day distributions.

of seasonality as well as long-term change. Figure 8 shows
absolute variability changes for the three example locations a–c estimated using our quantile model; for fractional changes, see Fig. S6. The uncertainty around our
estimates is quantified using the resampling approach
described in the previous section. In all locations, wintertime skewness changes are driven by the relative
changes in IQR and low tails. In the higher-latitude
locations a and b, more negative winter skew results because the IQR contracts even more strongly than does the
low-tail variability. In the lower-latitude location c, more
positive winter skew results because the IQR changes
slightly while the low-tail variability contracts strongly.
The complexity of the relationships in Fig. 8 also shows
how misleading it may be to use a 3-month block to
represent a season. While all three locations show larger
IQR in winter than summer, the transition from winter
to summer occurs more quickly at some locations than
at others: abruptly in the northernmost location a, but
more gradually in the southernmost location c. Similarly,

seasonal transitions in low-tail variability occur even
more abruptly than those in IQR in locations a and b, but
more gradually in location c. The trends over time show
substantial decreases in wintertime IQR at locations a
and b but not location c, whereas location c shows the
largest decreases in wintertime low-tail variability. The
transition around day 280 at location c between times of
year with almost no change in low-tail variability and
substantial decreases in low-tail variability is quite dramatic. In contrast, high-tail variability is relatively constant over both season and year at all sites.
While we show only three locations in the text here, an
online interactive application allows similar in-depth
examination of changes in model temperature distributions at all locations within North America (http://
statvm1.cs.uchicago.edu/mahaugen/extremes/). The application allows the user to browse through any desired
location to see how the variability changes as a function
of season, year, and quantile difference. We include
temperature histograms of the first and last simulation
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FIG. 8. Evolving daily temperature variability (quantile differences) over time in CESM ensemble RCP8.5 runs estimated using our
statistical approach for locations a–c. Using the analysis described in Fig. 7, we show absolute IQR and tail variability as a function of
seasonality, with different years (at 40-yr intervals) shown as different colored lines from 1850 (dark blue) to 2090 (dark red). Dashed lines
represent pointwise 90% confidence intervals. Note the complexity of seasonal cycles in variability at different locations. These results
show that the dipole pattern of changes in wintertime skewness changes seen in Fig. 5 is driven by low- rather than high-tail behavior. In
wintertime, in the more northern locations (a and b), IQR reduces more strongly than does low-tail variability, making skew more
negative. In the more southern location (location c), IQR change is negligible while low-tail variability reduces strongly, making skew
more positive. In all locations, absolute changes in wintertime low-tail variability are larger than changes in high tails. For fractional
changes, see Fig. S6.

years for the designated location, as well as maps that
show the variability change spatially.
The seasonal evolution of temperature distributions is
of strong interest in biology, because this evolution plays
a large role in driving the seasonal responses of plant and
animal species (their ‘‘phenology’’). Models of phenologic
responses are complex, but often involve threshold
crossings such as the last freeze date of spring (e.g.,
Schwartz et al. 2006; Basler 2016, and references therein).
Observational studies suggest that phenological transitions are already occurring at earlier dates and may be
becoming more variable year to year (Pearse et al. 2017).
The quantile estimation method described here allows
evaluating a related index, the day of year on which a
given quantile crosses some threshold temperature.
Figure 9 shows the evolution over time of the first day of
the year on which the 0.05, 0.25, and 0.5 quantiles cross

above 22.28 and 08C in location b (near Detroit). That is,
we are estimating the first day on which only 5%, 25%, or
50% of days would be below each near-freezing threshold
temperature. Over time, all threshold days advance earlier
in the season (for the 0.05 quantile, ;1.5 days decade21 on
average between 2000 and 2100), with accelerating rates
of advance. The higher quantiles advance more quickly. In
particular, by the year 2080, at this location there are no
more winter days with over 50% probability of temperature below 22.28C. Determining these seasonal advances
requires an approach like that presented here that allows
quantile functions to vary smoothly day to day.

5. Conclusions
We present a method to quantify evolving temperature
distributions in ensembles of climate model simulations
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FIG. 9. First day of year three fitted quantiles of average daily
temperature are above freezing (solid lines) and 22.28C (dashed
lines) for each year from 1850 to 2100 at location b. The quantiles
pictured are 0.5 (green), 0.25 (red), and 0.05 (black); that is, the
days shown are the first for which the probability of exceeding
a temperature threshold is at least 5%, 25%, and 50%, respectively.
The 22.28C threshold is chosen for consistency with Schwartz et al.
(2006). When these curves are re-estimated using resampled simulations, results generally change by at most 1 day, so no uncertainties are shown.

that involves analyzing the whole year simultaneously,
rather than binning entire seasons and treating all days
within a season as identically distributed. We use quantile
regression with separate basis functions for seasonal effects, long-term trends, and long-term changes in seasonality. Using a 50-member ensemble of the CESM
climate model (Sriver et al. 2015; Hogan and Sriver 2017;
Vega-Westhoff and Sriver 2017), we demonstrate that
the method captures subtle details of changing seasonal
transitions. For example, we show that in CESM, at a site
in the southern plains, low-tail variability hardly changes
between 1850 and 2090 during April–September but decreases quite substantially by late October and then
throughout most of the winter.
The abundance of data available in large single model
ensembles allows using quantile regression to estimate
high quantiles accurately within a single model structure, avoiding assumptions about the shape of the tail of
the distribution that are required to apply extreme value
theory. The use of initial condition ensembles also allows estimation of uncertainties without strong assumptions. By resampling entire simulations from the
ensemble of climate simulations and recalculating the
quantiles, we obtain confidence bands that do not require any assumptions of independence within an ensemble member, only independence across ensemble
members. That is, we do not need to model temporal
dependence within model runs. We show that the

8583

smooth quantile estimates are accurate even across
small intervals of the domain of the predictors. The fidelity of these intervals serves as a criterion to determine the required complexity in the statistical model.
The techniques presented in this study replicate several prior conclusions made in the literature: for example, the well-known projected decrease in winter
variability in the continental northern midlatitudes (e.g.,
Schneider et al. 2015), likely due to amplified warming
in the Arctic (Screen 2014). The use of differences of
quantiles to measure tail variability provides a tool for
studying more nuanced changes in distributions. In the
case study analyzed here, we relate the changes in tail
variability to changes in skewness of the temperature
distributions, and we find that in most of the domain
analyzed, wintertime skewness changes are driven
largely by the relative behavior of IQR and low tails. For
example, in much of the continental northern United
States and Canada, the low tail of temperature contracts
substantially less than does the overall temperature
variability.
While the use of quantile regression here is natural
for an analysis that focuses on quantiles and quantile
differences, it is possible to estimate quantiles using alternative methods. An alternative approach that loses
within-season detail might be to evaluate empirical
distributions of temperatures within seasonal blocks for
successive time windows (e.g., decades) and use these
results to study how quantile differences evolve over
time. The quantile regression approach described here
enables the study of seasonal transitions with a flexible
framework that allows different combinations of basis
functions for seasonality, long-term trends, and changes
in seasonality as appropriate for different datasets.
While we analyze only temperature here, our method is
intended to be general enough to be applied to other
climate variables such as precipitation or humidity.
These detailed insights into climate variable distributions may be valuable for risk assessment studies that
emphasize extreme events.
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^ is equivalent to solving
Computationally, obtaining b
the following optimization problem (Koenker and
Bassett 1978):
"

APPENDIX A

min
b

Model and Reanalysis Comparisons
Following the discussion in the paper, we define
sample mean, variance, and skewness as
x5
s2 5
g5

1
n
1
n

n

å xi ,

i51
n

å (xi 2 x)2 ,

and

i51



xi 2 x 3
1
.
å
n
s

(A1)

These definitions are used in Figs. 2, 5, and 6 in the main
text and in Figs. S1 and S2 in the online supplemental
material. We plot the standard deviation s rather than
the variance s2.

APPENDIX B
Model Details
In the following, we first give details regarding the
regression of temperature quantiles on a fixed set of
basis functions. We then discuss how to select the
number of basis functions through a ‘‘sufficiency criterion.’’ Last, we describe how we quantify uncertainty in
the quantile estimates.

a. Model estimation
Given the number of basis functions in our model,
represented by the columns in a matrix X with number of
rows equal to the number of observations in the dataset,
^ q and
we construct our temperature quantile estimate T
^
corresponding coefficients bq , namely,
^ ,
^ 5 Xb
T
q
q
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(B1)

such that the qth fraction of residuals between the observations T at a particular location and their estimates
^ q is greater than zero, and a fraction 1 2 q is less
T2T
than zero. With the temperature model in Eq. (2), our
^ contains the estimates of
coefficient vector estimate b
a, ai , bj , ci,j . Note that the seasonal interaction terms
corresponding to the coefficients ci,j are not necessarily
the same as the main seasonal terms corresponding to ai .
In fact, we find that fewer seasonal interaction terms are
needed to describe the interaction behavior.

å

qjT(d, t) 2 XT (d, t)bj

å

(1 2 q)jT(d, t) 2 X (d, t)bj ,

d,t:T(d,t)$X(d,t)b

1

#
T

(B2)

d,t:T(d,t),X(d,t)b

and can be implemented in either R or MATLAB using
existing libraries.1 Because we have access to 50 simulations, each location provides us with 365 3 250 3 50 or
approximately 4.5 million observations. Consequently,
even fairly high quantiles can be accurately estimated
without borrowing data from neighboring locations
through a spatial model (as done by, e.g., Reich et al.
2011). However, making inferences about more extreme
quantiles, such as the 0.001 or 0.999 quantiles, cannot be
guaranteed to work as well with our methods.
We do not experience issues with quantile estimates
crossing in our study area even though the optimization
framework above does not explicitly enforce monotonicity with increasing quantile estimates. The absence
of crossing quantiles is likely also due to the large sample
size. [For strict enforcement of monotonicity in the
quantile curves, see, e.g., Bondell et al. (2010).]

b. Model selection
We describe our approach to selecting a modest set
of basis functions that can accurately represent the
temperature data. If the model chosen has too many
basis functions, we run the risk of overfitting out-ofsample observations. To make sure this does not happen, we need a metric to quantify the goodness-of-fit of
the model.
Any reasonable temperature model we fit to the data
will by definition contain the desired amount of positive
and negative residuals globally according to the desired
quantile q. A more stringent requirement would be that
the smooth temperature estimate contains approximately an appropriate fraction of positive and negative
residuals on a daily basis: for each d and t,
S(d, t) 5

1
n

n

å I[T^i (d, t) 2 Ti (d, t) . 0] ’ q ,

(B3)

i51

1
We use the R library rq and the function rq.fit.pfn, developed
by Portnoy and Koenker (1997). Basis functions are created using
pbs for periodic spline basis functions and ns for nonperiodic
splines. The nonperiodic splines are constrained to be linear beyond the domain, 1850–2100, and are called natural splines.
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FIG. B1. Exceedance probability of temperature events above
the 0.95 quantile estimate. The density is obtained by making
10-day bins and counting the number of observations that are above
the quantile estimate and normalizing by the total number of exceedances aggregated across all model runs. Each bin is represented
by the bin start day; that is, an x-axis value of 0 includes the interval
(0,10].We hold out 10 different sets of simulations to obtain 10 different estimates for each block of time, from which we calculate their
mean shown as points and standard deviation shown as error bars
around S^test as defined in Eq. (B4).

where I is the indicator function, and n is the total
number of samples (i.e., 50 for our CESM ensemble
dataset). If S(d, t) is close to the value q for each d and t,
the model would accurately describe the data, and the
number of basis functions is sufficient. In fact, as we will
describe below, we average S(d, t) over blocks of days or
years to produce more stable values of this statistic.
To estimate the appropriate number of basis functions, we hold out five simulations from the fitting process and use these to calculate our exceedances, which
we call Stest (d, t). We repeat this 10 times so that all the
simulations are eventually held out, giving 10 samples of
Stest (d, t). As we increase model complexity through the
number of basis functions, the variability of Stest should
reach a minimum when the necessary number of basis
functions is reached and the quantile estimate is the
same for each time point. If the number of basis functions is increased beyond this point, we start to overfit
the data, and the out-of-sample variability of Stest will
increase.
To estimate Stest , we block the variables in two ways,
one for each variable. First, we divide each year in
10-day bins and calculate the average exceedance estimate S^test in each bin. We sum over the whole domain of
long-term change t and a subset of the seasonality variable
d. Specifically, let A be a set of nonoverlapping contiguous

FIG. B2. Training and test exceedance standard deviation as
a function of model number (see Table B1), where increasing
model number signifies increasing degrees of freedom in the spline
basis functions. The data were extracted from the grid box located
at (lat, lon) 5 (31.58, 293.88). The exceedance is calculated by
binning seasonality in 10-day blocks and summing over the longterm change [see Eq. (B4)].

blocks of days that together cover the whole year, where
aj , j 5 1, . . . , m are the elements of the set. Also, let K
be the index set for long-term change K 5 [1850, 2100],
measured in years. Then, for all aj 2 A,
1
S^test (aj ) 5
å I[T^i (d, t) 2 Ti (d, t) . 0].
n i2[1,n],d2aj ,t2K

(B4)

To get an equal number of days in each bin, we use the
first 360 days of the year only.
Second, we divide the long-term change variable t in
bins and repeat the process by flipping the role of the
variables in Eq. (B4) to get a set of S^test (bj ) with bj 2 B, a
set of nonoverlapping contiguous blocks of long-term
change indices in K. An example of the blocked exceedance estimate is shown in Fig. B1. Note that the
pointwise quantile estimate is contained between the
error bars, suggesting that the model is sufficiently
complex. The standard deviation of these estimates of
S^test is our measure of exceedance variability.
We seek the simplest model that gives good calibration of the quantile estimates (so close to 0.05 in
Fig. B1). At the same time, we have to watch out to not
overfit the data, so we also want to minimize out-ofsample variability. We find that a model with 15 seasonal, three seasonal interaction, and four temporal
degrees of freedom minimizes the variability of exceedances S^test , shown in Fig. B2, where seasonality has

Unauthenticated | Downloaded 01/09/23 06:57 PM UTC

8586

JOURNAL OF CLIMATE

TABLE B1. Degrees of freedom in the spline basis for each independent variable, with the number of seasonal basis functions in
the interaction term [the number of hi terms in Eq. (1)] given by the
‘‘season interaction’’ column. The temporal polynomials are the
same in both the main effect and interaction terms [the gj and sj
terms in Eq. (1)].
Model

Seasonal

Season interaction

Temporal

1
2
3
4
5
6
7
8
9

5
7
10
10
12
15
15
15
18

3
3
3
3
3
3
3
5
5

3
3
3
4
4
4
5
5
5

been binned. The out-of-sample fit when binning by
years is shown in Fig. S7. Here, models 4–6 have approximately equal test error, so since binning seasonality suggests the complexity of model 6, we chose model
6 as the overall model. Including the interaction terms,
the full model has 32 free parameters to be fitted, or
^ 2 R32 . All model candidates are shown in Table B1.
b
We reach the same conclusion when blocking the longterm change t and when analyzing different spatial locations (see Fig. S7).

c. Uncertainty estimation
With a reasonable model chosen through crossvalidation, we present a way to quantify its uncertainty. Because we are using multiple simulations
that are assumed independent, we resample entire simulations from the set of 50 simulations. Resampling 50
new simulations with replacement from the original set
of simulations yields a new dataset. From the new
dataset, we obtain another temperature estimate with
the same model basis functions but different coefficients
b*. After repeating this resampling and re-estimating
procedure 100 times, we generate pointwise confidence
intervals for temperature quantiles. For example, in
Fig. 8, we show the 90% confidence interval by selecting
the pointwise 0.05 and 0.95 quantiles of temperature
variability estimates. Because the confidence intervals
are quite tight, we deem the 100 new estimates (or
bootstraps) sufficient to indicate that the results we describe in section 4 are not due to random variation.
Larger numbers of bootstrap replicates might give
slightly more accurate intervals but would not change
our conclusions. One might also consider fewer simulations as a compromise between computation time and
quality of the estimates. For n simulations, we would
pﬃﬃﬃ
expect the standard error to scale as 1/ n. Thus, if one is
willing to widen the confidence intervals by a factor of 2,
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(approximately) only 12 simulations would suffice.
However, one could compensate for this greater variability by using fewer basis functions at a cost, of course,
of obtaining less-resolved estimates of seasonal patterns
and long-term trends in the quantiles.
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