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ABSTRACT
Seasonal forecasts of Arctic sea ice using dynamical models are inherently uncertain and so are best
communicated in terms of probabilities. Here, we describe novel statistical postprocessing methodologies
intended to improve ensemble-based probabilistic forecasts of local sea ice concentration (SIC). The first of
these improvements is the application of the parametric zero- and one-inflated beta (BEINF) probability
distribution, suitable for doubly bounded variables such as SIC, for obtaining a smoothed forecast probability
distribution. The second improvement is the introduction of a novel calibration technique, termed trendadjusted quantile mapping (TAQM), that explicitly takes into account SIC trends and is applied using the
BEINF distribution. We demonstrate these methods using a set of 10-member ensemble SIC hindcasts from
the Third Generation Canadian Climate Coupled Global Climate Model (CanCM3) over the period 1981–
2017. Though fitting ensemble SIC hindcasts to the BEINF distribution consistently improves probabilistic
hindcast skill relative to a simpler ‘‘count based’’ probability approach in perfect model experiments, it does
not itself correct model biases that may reduce this improvement when verifying against observations. The
TAQM calibration technique is effective at removing SIC biases present in CanCM3 and improving forecast
reliability. Over the recent 2000–17 period, TAQM-calibrated SIC hindcasts show improved skill relative to
uncalibrated hindcasts. Compared against a climatological reference forecast adjusted for the trend, TAQMcalibrated hindcasts show widespread skill, particularly in September, even at 3–4-month lead times.

1. Introduction
Changes in Arctic sea ice conditions observed over
the past four decades are widely documented. Substantial reductions in total Arctic sea ice extent (SIE)
of 213.0% 6 2.4% decade21 in September (Fetterer
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et al. 2017), an overall thinning (Kwok and Rothrock 2009;
Rothrock et al. 1999) and youthening (e.g., Maslanik et al.
2011) of the ice pack, and coincident openings of panArctic marine routes in certain summers (Melia et al. 2016)
have led to a surge of interest in Arctic sea ice forecasts
on seasonal time scales. Such forecasts are anticipated to
benefit those parties involved in Arctic activities that
require long lead time planning and are affected by sea
ice conditions (Ellis and Brigham 2009).
As with other climate system components, forecasts of
Arctic sea ice are inherently uncertain on seasonal time
scales, and are therefore best communicated probabilistically. This uncertainty arises from the chaotic nature
of the climate system, which causes minute differences
in initial conditions to amplify over time (e.g., Reynolds
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et al. 1994), and from model errors that stem from the
incomplete representation and numerical approximation of the physical laws that drive climate variability.
A simple way of sampling initial condition uncertainty
in a seasonal forecast using an atmosphere–ocean global
climate model (AOGCM) is to generate an ensemble
of deterministic forecasts from slightly different initial
conditions. Because these ensembles include a finite,
and typically small, number of members, postprocessing
is needed to infer a continuous forecast distribution
(Richardson 2001). One means of doing this is by fitting a
continuous probability distribution to the forecast ensemble (Wilks 2002).
Model errors have the effect of degrading forecast
reliability (Palmer et al. 2004), so that forecast probabilities for categorical events disagree with their observed frequencies. Further, ensemble forecasts are often
underdispersive (i.e., overconfident), so that the meansquare error of the ensemble mean grows faster than the
ensemble spread (Gneiting et al. 2005). Model errors
and underdispersion are ongoing challenges in seasonal
forecasting, but advances in reducing their effects have
been made through calibration (e.g., Gneiting et al. 2005;
Wilks 2011; Kharin et al. 2017b), the use of multiple
models (e.g., Krishnamurti et al. 1999; Weigel et al. 2008;
Merryfield et al. 2013a), the calibration of multimodel
ensembles (e.g., Kharin et al. 2009), and stochastic parameterization of unresolved processes (e.g., Palmer
et al. 2009).
Ensemble forecasts can be used to make probabilistic
forecasts of categorical events. One such event related
to sea ice coverage, known as sea ice probability (SIP),
describes the probability that local sea ice concentration
(SIC)—the fractional area of a grid cell covered by sea
ice—will exceed 15% coverage. The definition of SIP
was introduced for the annual Sea Ice Outlook (SIO;
Stroeve et al. 2015; Blanchard-Wrigglesworth et al.
2017). While the 15% SIC threshold is commonly used
to delineate the sea ice edge when estimating SIC from
passive microwave satellites, other event thresholds may
be relevant for different forecast end users.
One recent approach to account for errors in seasonal
sea ice forecasts includes a novel nonstationary bias
correction method that aims to correct the position of
the forecast ensemble-mean ice edge (Director et al.
2017); this methodology has yet to be extended to a
probabilistic framework. Krikken et al. (2016) used extended logistic regression (ELR; Wilks 2009) and heteroscedastic ELR (HELR; Messner et al. 2014) to
calibrate probabilistic forecasts of pan-Arctic and regional sea ice area; however, their methodology describes integrated measures of sea ice, which do not
characterize sea ice coverage at the local gridcell level.
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Extending these approaches to gridcell SIC would require accounting for the bounded nature of the SIC
variable, which is not represented in the ELR and
HELR formulations. To reduce errors in decadal forecasts of pan-Arctic SIE, Fuckar et al. (2014) developed a
regression method that conditions the posterior adjustment of the forecast on the initial conditions.
This study introduces a new methodology for improving seasonal probability forecasts of local SIC from
ensemble forecasts generated with an AOGCM. Its
aim is to improve the approximation of the underlying
forecast SIC probability distribution, which can then be
used to forecast not only SIP but any function of the SIC
distribution. The first of these improvements is the application of a suitable parametric probability distribution for fitting SIC ensemble forecasts. The second is the
introduction of a novel calibration method based on the
well-known quantile mapping technique that explicitly
accounts for the observed trends in SIC.
In section 2, we briefly describe the model and hindcast experiments used to test this methodology, as well
as the metrics used to evaluate probabilistic hindcast
skill. Two methods for computing SIC forecast event
probabilities are described in section 3: the discrete
counting approach and a parametric approach. A skill
comparison of these two methods applied to SIC hindcasts is presented in section 4. The calibration technique
is introduced in section 5, and in section 6, we evaluate
attributes of the probabilistic hindcasts, including skill,
after calibration. Conclusions are presented in section 7.

2. Data and skill scores
a. Hindcasts
The methods introduced here are tested on a set of
hindcasts from the Canadian Centre for Climate Modelling and Analysis (CCCma) Third Generation Canadian
Coupled Global Climate Model (CanCM3; Merryfield
et al. 2013a). The atmosphere in CanCM3 is simulated
using the Third Generation Canadian Atmospheric
General Circulation Model (CanAM3), which has a
horizontal grid spacing of approximately 2.88 and 31
vertical levels. CanCM3 simulates the ocean using the
CCCma Fourth Generation Ocean Model (CanOM4)
with 100-km nominal horizontal grid spacing and 40
vertical levels spaced at 10 m near the surface. Sea ice is
modeled as a cavitating fluid with a single layer thickness
category (Flato and Hibler 1992).
The hindcast experiments considered here are initialized at the start of March, May, June, and September,
extend 6 months, and cover the 37-yr period 1981–2017.
Each hindcast has 10 ensemble members, initialized

Unauthenticated | Downloaded 01/09/23 05:01 AM UTC

15 FEBRUARY 2019

1253

DIRKSON ET AL.

from slightly different initial conditions obtained from
separate assimilation runs. As described in detail in
Merryfield et al. (2013a), each assimilation run is nudged
toward the same observation-based values but starts
from a different initial state, resulting in ensemble
spread in the assimilation run states and hence in the
forecast initial conditions. Atmospheric variables are
nudged with a 1-day time constant and sea surface
temperatures and SIC with a 3-day time constant. Over
the period 1981–2012, SIC is nudged toward a blend of
SIC values from the Hadley Centre Sea Ice and Sea
Surface Temperature dataset, version 2 (HadISST2;
Titchner and Rayner 2014) and from digitized Canadian
Ice Service (CIS) charts (Tivy et al. 2011). The purpose
of using this blended product is to improve consistency
between 1981 and 2012 sea ice initial conditions and
those in 2013–17, when SIC is initialized by nudging
toward the analysis employed for real-time predictions,
which assimilates various data sources including CIS
charts (Buehner et al. 2013a,b, 2015). Over the entire
period 1981–2017, mean gridcell sea ice thickness (SIT)
values are obtained from the ‘‘SMv3’’ statistical model
described in Dirkson et al. (2017). The HadISST2
that employs ice-chart-based bias corrections to SIC
values derived from passive microwave measurements
is used to assess probabilistic hindcast skill. To show
how the results presented might depend on the observational product used, we repeat relevant analyses
using a second observational dataset, specifically the
NOAA/NSIDC Climate Data Record of Passive Microwave Sea Ice Concentration, version 3 (NOAA/
NSIDC CDRv3; Meier et al. 2017; Peng et al. 2013),
the results of which are highlighted in the conclusions
(section 7).

b. Skill scores
We use two metrics to assess the skill of probabilistic
hindcasts: the Brier score (BS; Brier 1950) and the
continuous rank probability score (CRPS; e.g., Hersbach
2000). The BS is appropriate for assessing the skill of
probabilistic forecasts of a binary event (e.g., SIP), whereas
the CRPS compares the entire forecast probability distribution against the observed outcome.
Let Pf , jk (V) and Po, jk (V) be the respective forecast
probability and observed probability for the event V
for a given year j and gridcell k. The observed probability is defined such that Po, jk (V) 5 1 if the event is
observed and Po, jk (V) 5 0 if it is not. To simplify notation, it is always implied that we are considering a particular initialization month/forecast month pair (e.g., a
July forecast initialized in March), without denoting it
explicitly. The BS for a particular year and grid cell is
defined by

h
i2
BSjk (V) 5 Pf , jk (V) 2 Po, jk (V) .

(1)

Similarly, let Ff , jk (x) and Fo, jk (x) be the respective
cumulative distribution functions (cdfs) for forecast and
observed SIC. When applied to a variable that takes
values on the interval [0, 1], such as SIC, the CRPS can
be written
ð1h
i2
Ff , jk (x) 2 Fo, jk (x) dx,
(2)
CRPSjk 5
0

where Fo, jk (x) 5 H(x 2 yo, jk ) is the Heaviside function,
increasing discontinuously from zero to one at the observed SIC value yo, jk .
The BS and CRPS are here defined on the unit interval and are negatively oriented. Perfect skill is
achieved when BS 5 0 or CRPS 5 0. The only way for
the BS to be zero is when the forecast probability is
100% and the event occurs, or the forecast probability is
0% and the event does not occur, whereas the only way
for the CRPS to be zero is if the forecast distribution is
perfectly sharp and accurate. This is only likely to occur
for seasonal ensemble forecasts of SIC if a grid cell is
completely ice covered or ice free.
To compare the probabilistic forecast skill of two
forecasting methods, we consider the skill score (SS)
metric SS 5 1 2 Sfcst /Sref , where SS represents either the
Brier skill score (BSS) or the continuous rank probability skill score (CRPSS). The subscript ‘‘fcst’’ refers
to the forecast being evaluated relative to a reference
forecast (e.g., a climatology), denoted by the subscript
‘‘ref.’’ The reference forecasts used will be defined in
subsequent sections. The SS is defined on the interval
(2‘, 1] and is positive when the forecast being evaluated is more skillful than the reference forecast. In the
case that Sfcst 5 Sref 5 0, the SS is set to zero rather than
the undefined value 1 2 0/0. In the case that Sref 5 0 but
Sfcst 6¼ 0, the SS is set to 2‘ (as it is represented in the
NumPy library of Python).
Throughout this study, we will consider averages of
SS over both time and space. Because the SS is asymmetric, all averaging is performed on the individual
skill metrics Sfcst and Sref prior to computing the SS. We
denote averaging by expressing the subscript(s) being
averaged over in bold. The temporal average of the
skill metric Sjk (representing either BSjk or CRPSjk ) is
defined Sjk 5 1/Mj åj51j Sjk , j 5 1, . . . , Mj . The spatiotemporal average, weighted by the gridcell area, is
defined
!
M
M
1 j 1 k
(3)
Sjk 5
å
åw S ,
Mj j51 W k51 k jk
M
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k
where W 5 åk51
wk , k 5 1, . . . , Mk , is the sum of the
individual ocean gridcell areas poleward of the maximum ice extent for either CanCM3 or the observations
over the analysis period (per longitude, per initialization
month, per target month). When S represents the BS,
the quantity inside the parentheses of (3) is proportional
to the discrete approximation of the ‘‘spatial probability
score’’ described in Goessling and Jung (2018), only
differing by a factor W 21 .

M

3. Probability estimates
This section compares two approaches for computing
SIC probabilities from raw ensemble model output of
SIC. The count method obtains forecast event probabilities from raw forecast values, whereas the parametric
method fits a suitable probability distribution to the
forecast ensemble, from which forecast event probabilities can be computed.
The aim of the parametric method is to improve the
representation of the underlying forecast distribution
and to mitigate the effects of sampling on the estimates
of event probabilities computed using the count method.
Even if ensemble forecasts are perfectly calibrated,
sampling may result in unreliable probability estimates
(Richardson 2001). The parametric method offers a
means by which forecast event probability estimates
can be improved by interpolating probability density
over the range of the undersampled variable within the
bounds of the lowest and highest ensemble member
and extrapolating density outside of the ensemble range
(e.g., Wilks 2011). This in turn can produce more accurate estimates of quantiles, particularly extremes (Wilks
2002; Roy et al. 2016). Most importantly from a practical
perspective, the parametric method is expected to result
in enhanced forecast skill relative to the count method,
with larger improvements expected for smaller-sized
ensembles (Wilks 2002; Kharin and Zwiers 2003). Of
course, these advantages assume that the parametric
distribution is suitable for modeling the underlying
forecast distribution and that the fit to the discrete forecast ensemble is satisfactory.
Throughout the following, we use P(V) to denote
the probability for the event V, defined as the random
variable X (in this case representing forecast SIC)
exceeding a threshold value g. For instance, by choosing
the particular SIC threshold g 5 0:15, P(V) is equivalent
to the SIP quantity described above.

a. Count method
The probability of the event V can be computed very
simply using the count method. This method does not
assume a distribution for X; rather, it consists of counting
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the number of ensemble members that satisfy the event
criterion and reporting this relative frequency as the
event probability. The P(V) computed by the count
method is thus
P(X . g) 5 1 2 Fn (g) ,

(4)

where Fn (x) is the empirical cumulative distribution
function (ecdf) defined by
8
< 0,
Fn (x) 5 i/n ,
:
1

x , x1
xi # x , xi11 ,
xn # x

i 5 1, . . . , n 2 1 , (5)

computed from the forecast ensemble members x i
(i 5 1, . . . , n) in ascending order.
While the count method suffers from large sampling
errors, particularly for small ensemble sizes, it continues
to be used in some probabilistic forecasting applications.
For example, it is the method contributors have been
advised to use when submitting SIP forecasts to the annual SIO (https://www.arcus.org/sipn/sea-ice-outlook).

b. Parametric method
SIC event probabilities can alternatively be computed
by fitting an appropriate parametric distribution to the
forecast ensemble. For the statistical modeling of doubly
bounded random variables such as SIC, the beta distribution stands out as a natural candidate.
The probability density function (pdf) for the beta
distribution is given by
1
xa21 (1 2 x)b21 , 0 # x # 1, (6)
B(a, b)
Ð1
where B(a, b) 5 0 ta21 (1 2 t)b21 dt is the beta function,
and a . 0 and b . 0 describe the shape of the distribution. Increasing a has the effect of shifting fbeta toward
zero, whereas increasing b shifts the distribution toward
one. When a , 1 (b , 1), (6) is not defined at x 5 0
(x 5 1). A detailed description of the properties of the
beta distribution is presented in Johnson et al. (1995).
The beta distribution has been used in various applications within the fields of hydrology (e.g., Gottschalk
and Weingartner 1998), meteorology (e.g., Yao 1974;
Tompkins 2002), and climatology (e.g., HendersonSellers 1978; Li and Avissar 1994). The distribution is
particularly appealing because it can take a wide variety
of shapes (e.g., exponential, skewed unimodal, U shaped), and because it can support variables bounded by
zero and one. However, the beta distribution cannot
account for finite probability of a variable equaling exactly zero or one, as is often the case for ensemble SIC
forecasts.
fbeta (x; a, b) 5
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An attempt was made to apply the beta distribution to
ensemble SIC forecasts despite this limitation. To fit the
beta distribution using maximum likelihood (ML) estimation to SIC data that contain zeros or ones, the data
were transformed from the interval [0, 1] to [«, 1 2 «] by
adding « to zeros and subtracting « from ones, where
« was tested on a range of small values. Following this
transformation, there were numerous cases in which
the ML algorithm failed to converge, particularly for
smaller « values. Additionally, for those cases when
convergence did occur, the resultant fits were often unsatisfactory. Consequently, these practical issues restrict the applicability of the beta distribution for SIC
forecasts.
As an alternative, we use a modified version of the
beta distribution, the zero- and one-inflated beta distribution (BEINF; Ospina and Ferrari 2010), that allows
for finite probability at the endpoints zero and one. The
four-parameter BEINF distribution combines the continuous beta distribution with the degenerate Bernoulli
distribution.
The random variable X ; BEINF(a, b, p, q) has the
pdf
f (x; a, b, p, q) 5 p(1 2 q)d(x) 1 (1 2 p)fbeta (x; a, b)
1 pqd(x 2 1),

(7)

where d(x) is the Dirac delta function, and the parameter 0 # p # 1 corresponds to the probability of X falling
exactly at the end points of 0 or 1. Probability density at
the endpoints is modeled by a Bernoulli distribution
(scaled by p), defined by a single parameter 0 # q # 1,
such that the random variable takes an end-point value
X 5 1 with probability q and X 5 0 with probability
1 2 q. On the open interval (0, 1), the probability density is modeled by the beta distribution, as defined by
(6), scaled by 1 2 p.
The cdf for the BEINF distribution is
F(x; a, b, p, q) 5 pFbern (x; q)
1 (1 2 p)Fbeta (x; a, b),

(8)

where
8
< 0,
Fbern (x; q) 5 1 2 q ,
:
1,

x,0
0#x,1
x$1

(9)

is the cdf for
Ð x the Bernoulli distribution, and
Fbeta (x; a, b) 5 0 fbeta (x0 ; a, b)dx0 is the cdf for the beta
distribution. For the BEINF distribution, the probability of equaling exactly zero is P(x 5 0) 5 p(1 2 q),
the probability of being between zero and one is
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FIG. 1. The cdf for the BEINF distribution. The jump discontinuities (circles) at x 5 0 and x 5 1 are expressed in terms of the
parameters p and q for an example where p, q . 0. The beta portion of the BEINF distribution (black line) is shown simply for
illustrative purposes, with parameter values a 5 1:5 and b 5 2:5.

P(0 , x , 1) 5 1 2 p, and the probability of equaling
exactly one is P(x 5 1) 5 pq. These probabilities are illustrated graphically in Fig. 1 for an example where
p, q . 0.
The four parameters that describe the shape of the
BEINF distribution are estimated for each SIC ensemble hindcast, made up of members x1 , x2 , . . . , xn (not
necessarily ordered), using ML estimation. As described
in the appendix, the ML estimates of parameters p and
q, denoted p^ and q^, are computed analytically from the
complete ensemble of size n (and fit the data perfectly).
The ML estimates of parameters a and b, denoted a
^
^ must be computed numerically from those n 2 m
and b,
ensemble members x1 , . . . , xn2m (where the value m
denotes the number of zeros and ones in the complete
sample) that lie on the interval (0, 1), denoted xsub . Note
that if the true population has p 6¼ 0, but no zeros or ones
exist in the finite sample, then the estimates of p and q
will be biased. Similarly, if p 6¼ 1 for the true population,
but the sample contains no values on the interval (0, 1),
estimates of a and b will be biased.
In the infrequent instances where the ML estimation
algorithm does not converge, the method of moments
(MOM) is used to estimate a and b (see the appendix).
The MOM for the beta distribution requires that
var(xsub ) , xsub (1 2 xsub ), where xsub is the geometric
mean of xsub , and var(xsub ) is the unbiased estimator of
sample variance, since var(xsub ) $ xsub (1 2 xsub ) would
result in a, b , 0.
There are special cases to consider when a and
b cannot be estimated by either ML estimation or by
MOM. These cases are as follows:
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FIG. 2. SIC ensemble hindcasts for six model grid cells spanning the Arctic Ocean from regions indicated in August at a lead time of two
months. (top) Normalized histogram for the hindcast ensemble and corresponding fitted BEINF pdf; the probability masses at the
endpoints are scaled by 10 for the purposes of visual comparison. (bottom) The ecdf for the hindcast ensemble and corresponding fitted
BEINF cdf.

Case 1: n 2 m 5 0 (all ensemble members take the value
of 0 or 1)
Case 2: n 2 m 5 1 (only one ensemble member takes a
value other than 0 or 1)
Case 3: n 2 m . 1, but var(xsub ) 5 0
Case 4: the ML estimation algorithm does not converge,
and the MOM condition that var(xsub ) , xsub (1 2 xsub )
is not met
Of 741 924 instances considered (37 years 3 4 initialization months 3 6 forecast months 3 number of relevant grid cells), case 1 occurs 21.6% of the time (either
because the grid cell is completely ice covered or is
completely ice free). In the remaining 581 826 instances
considered, case 2 occurs 8.9% of the time, case 3 occurs
0.003% of the time, and case 4 occurs 0.024% of the
time. The 529 788 instances that remain can be fit to the
BEINF distribution. When cases 1–4 are encountered,
we simply revert to the count method for computing SIC
probabilities.
To illustrate the properties of the BEINF distribution,
Fig. 2 shows count-based distributions and corresponding fitted BEINF distributions for six ensemble hindcasts in August 2002, at a lead time of two months. These
examples have been chosen to illustrate the wide range
of distribution shapes that SIC ensemble forecasts can
take and to provide an indication of the suitability of the
BEINF distribution for modeling SIC ensemble forecasts.
Figure 2 demonstrates how the BEINF distribution fills
in probability density across the gaps of the empirical

distribution. Furthermore, because the BEINF distribution models zeros and ones separately from the SIC
values on the interval (0, 1), the parametric distribution is
also able to capture the bimodality in the Beaufort and
Laptev Seas examples.
A visual comparison of the BEINF cdf and the ecdf
for each of the six cases in Fig. 2 provides further evidence that the BEINF distribution is suitable for SIC
ensemble forecasts. To quantify the suitability of the
BEINF distribution for modeling SIC, we perform
goodness-of-fit tests on each of the instances for which it
is applicable (i.e., excluding cases 1–4 described above).
We test the null hypothesis H0, at significance level as ,
that each SIC ensemble hindcast made up of the ensemble members x1 , x2 , . . . , xn is drawn from the pop^ p^, q^). Because ML estimates p^ and
ulation BEINF(^
a, b,
q^ are exact, we do not include these parameters in the
goodness-of-fit tests, and H0 reduces to the statement
that the subsample xsub 5 x1 , . . . , xn2m , comes from
^ The alternative hypothesis H1 is
population beta(^
a, b).
simply that H0 is false.
The Anderson–Darling (AD) test, an empirical distribution function (EDF) test (Stephens 1986) that measures the error between the ecdf of the sample and cdf
of the best-fit beta distribution, is applied to each SIC
ensemble hindcast to test H0 at significance level as . To
apply this test to the beta distribution, we follow the
approach recommended in Raschke (2009, 2011). While
the sample size of each hindcast ensemble (#10) can
decrease the statistical power of the AD test, the AD
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FIG. 3. The CRPSSjk values showing the percent increase (positive values) or percent decrease (negative values)
in skill of the parametric method (forecast being evaluated) relative to the count method (reference forecast); blue
circles: PPM experiments, orange circles: OV experiments. Vertical lines are the 5th–95th percent confidence
intervals of the CRPSSjk values. Each panel is for a different initialization month (as labeled).

test has been shown to be the most powerful of several
EDF tests for assessing the goodness of fit of the beta
distribution (Raschke 2011).
Based on the AD test, we conclude that H0 can be
rejected for 19% of the SIC ensemble hindcasts at the
significance level as 5 0:05. This percentage of rejections indicates that while we can conclude that SIC
hindcast values are not strictly drawn from the BEINF
distribution, the agreement is sufficiently good that this
distribution might be useful in practice.

4. Probabilistic hindcast skill: Count versus
parametric
Probabilistic hindcast skill for the count method and
parametric method is compared using both pseudoperfect model (PPM) experiments and observationverified (OV) experiments. In the PPM experiments, the
initialized hindcasts described in section 2a are validated
against a single ensemble member randomly drawn from
the 10-member forecast ensemble. The hindcast probabilities estimated by both the count and parametric
methods are then computed from the remaining nine ensemble members. In the OV experiments, hindcast probabilities estimated by the count and parametric methods
are computed from nine randomly drawn ensemble
members (as in the PPM experiments), but are verified
against observed SIC. Unlike the OV experiments, the
PPM experiments provide a means to compare the count

and parametric methods in the absence of model errors
and observational uncertainty, either from the initial
conditions or from the model itself, and including no
direct knowledge of true forecast uncertainty (Wilks 2002).

a. CRPSS evaluation
The comparison of probabilistic hindcast skill using
the count and parametric methods is first assessed by the
CRPSSjk , with the parametric method as the forecast
being evaluated and the count method as the reference
forecast. We compute (2) via the trapezoidal approximation for both CRPSfcst and CRPSref , as the cdf for the
BEINF distribution cannot be computed exactly.
In both the PPM and OV experiments, the parametric
method outperforms the count method, as indicated by
the consistently positive CRPSSjk values in Fig. 3. The
improvement in forecast skill using the parametric
method is evident in each of the four initialization
months and is approximately constant with increasing
lead time in both experiments. In general, CRPSSjk
values are larger for the PPM experiments than the OV
experiments, although the values remain consistently
positive for the latter. This result implies that while
model and observational errors can degrade the potential skill improvement indicated by the PPM experiments, skill is nonetheless improved by fitting to the
BEINF distribution in both cases.
Uncertainty in CRPSSjk values is indicated by the
5th and 95th percent confidence intervals in Fig. 3,
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FIG. 4. The BSSjk values showing the percent increase (positive values) or percent decrease (negative values) in skill of the parametric
method (forecast being evaluated) relative to the count method (reference forecast) for the (a) PPM experiments and the (b) OV experiments. Each panel in (a) and (b) is for a different initialization month (as labeled).

computed by the bootstrapping method (Wilks 2011).
Despite uncertainties in these CRPSS values being relatively large, the improvement in skill is statistically
significant (5th percentile greater than zero) for some
late spring and summer forecast months in the PPM
experiments. The improvement in skill is not statistically significant for other individual months in the PPM
experiments or for any individual months in the OV
experiments. Nonetheless, the consistently positive
CRPSSjk values in both the PPM and OV experiments
provide evidence for the robustness of the improvement
using the parametric method.

b. BSS evaluation
As probabilistic forecasts of specific SIC events are
of greatest practical interest, we now use the BSSjk
to compare probabilistic hindcast skill between the
count and parametric methods. The BSSjk values are

computed for several different SIC threshold events V,
in which the SIC threshold g is varied from 0.1 to 0.9 in
increments of 0.1. Note that because V is binary, inspection of (1) reveals that BS(V) 5 BS(Vc ), where Vc is
the complement of the event V; thus, the BS for the
event that X . g is the same as that for the event X # g.
The BSSjk values for the PPM and OV experiments are
shown in Fig. 4.
Like the CRPSS results described above, the BSSjk
values for the PPM experiments are nearly always positive, which demonstrates that greater skill is achieved
using the parametric method over the count method
(Fig. 4a). Improvements in probabilistic forecast skill
are generally higher for mid-SIC and high-SIC event
thresholds than for low-SIC event thresholds.
Comparison of probabilistic forecast skill between the
count and parametric methods in the OV experiments
indicates an overall improvement in forecast skill using
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the parametric method relative to the count method
(Fig. 4b). However, for some low-SIC and high-SIC
event thresholds in the initialization months of March,
May, and June, the parametric method shows slightly
lower forecast skill than the count method. For forecasts
of fall and winter sea ice conditions initialized in September, such a reduction in skill occurs for low- to
midrange-SIC event thresholds. The largest improvement using the parametric method in the OV experiments is seen for midrange event thresholds during the
summer forecast months of July–September for initializations in March, May, and June.
The dependence of skill improvement using the
parametric method on the SIC event threshold was examined in the PPM experiments, as described in
Dirkson (2017). Of particular interest is the question of
why low-SIC event thresholds show a more modest skill
improvement compared to mid- and high-SIC event
thresholds. This result was found to occur because the
parametric method particularly outperforms the count
method in the estimation of extreme quantiles of the
underlying forecast distribution (Wilks 2002), which are
sampled more frequently for high-SIC events (as events
are defined in terms of a threshold exceedance).
Differences in hindcast skill between the PPM and
OV experiments seen in Fig. 4 are almost entirely due to
the influence of model biases. For example, in the central Arctic in July and August, the parametric method
estimates forecast probabilities P(X . g) for g 5 0:9
that are systematically lower than count method estimates (not shown). However, because SIC is already
biased slightly low in CanCM3 in this region in these
months, the systematically lower forecast probabilities
for SIC exceeding 0.9 degrades the skill of the parametric method relative to the count method. Since
model biases are by construction absent in the PPM
experiments, the parametric method outperforms the
count method for this particular case.

5. Calibration
In both initialized hindcasts and freely running (i.e.,
uninitialized) historical experiments, CanCM3 overestimates pan-Arctic SIE in all calendar months, contains widespread (mainly positive) SIC biases, and
underestimates the magnitude of the negative trend in
pan-Arctic SIE (Merryfield et al. 2013a; Sigmond et al.
2013; Dirkson et al. 2017). To account for model errors
in probabilistic SIC forecasts, we employ a novel type of
quantile mapping (QM) specifically designed for the
SIC variable and the BEINF distribution. We refer to
this calibration technique as trend-adjusted quantile mapping (TAQM).

Before describing TAQM, we first introduce the
standard QM technique as would be applied in a forecasting framework. QM can be used to calibrate a
forecast value xt (where t denotes the forecast year of
interest), by mapping between quantiles of a historical
model (MH) probability distribution and an observed
historical (OH) probability distribution (oftentimes referred to as the climatological distribution), according to


x^t 5 Fo21 Fm (xt ) .

(10)

In (10), x^t denotes the quantile mapped forecast value,
Fo21 is the inverse of the cdf for the OH probability
distribution, and Fm is the cdf for the MH probability
distribution. When Fm and Fo are represented parametrically, (10) can be evaluated either analytically or
numerically depending on whether Fm and Fo21 are
known exactly. When Fm and Fo are only known as
ecdfs, (10) can be approximated, for example, by interpolating between values on a quantile–quantile plot.
In practice, individual forecast ensemble members xt are
used as inputs to (10).
When Fo and Fm are the cdfs of normally distributed
random variables, QM corrects the mean and standard
deviation of the forecast random variable Xt through a
shifting and rescaling, according to the bias in mean and
standard deviation in the historical model distribution.
When Fo and Fm are non-Gaussian, (10) is effective at
correcting for higher-order moments as well. For comparison, this forecast distribution mapping method differs from the ELR/HELR techniques used to calibrate
SIA in Krikken et al. (2016) in that the latter are regression methods that predict the forecast distribution
using the forecast ensemble mean and/or standard deviation as predictors. Furthermore, the training data for
ELR/HELR are pairs of these forecast statistical moments and corresponding observations, whereas for QM
the training data are full MH and OH distributions.
In its standard form, QM is not a suitable calibration
method for seasonal ensemble hindcasts of SIC from
1981 to the present for the following reasons. First, QM
assumes that the statistics of the MH distribution and
OH distribution are stationary and therefore consistent
with the statistics of the respective distributions for the
forecast variables Xt and X^ t . This assumption is violated
for SIC forecasts, however, because of the pronounced
negative trends in the historical period, particularly in
more recent years. Second, QM is not well suited when
Fm and Fo are modeled as a discontinuous distribution
(such as the BEINF distribution), since mapping to or
from values of zero or one can result in spurious SIC
values such as numerous identical SIC values that are
neither zero nor one. The TAQM method described
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FIG. 5. Illustration of the trend-adjustment technique employed as a first step in TAQM. Solid black lines are the
(left) MH and OH time series and (right) MH and OH histograms and BEINF pdfs. The gray and red shaded region
in the upper-left panel shows ensemble spread. Dashed black lines are least squares fits to the MH and OH time
series over the 1981–2011 period, and the solid black circles denote these trend values extrapolated to the hindcast
year 2012. The red and blue solid lines are, respectively, the TAMH and TAOH time series in the left panels and
TAMH and TAOH histograms and BEINF-fitted pdfs in the right panels. The mass points at zero and one for the
BEINF pdfs have been multiplied by 10 for comparison with the histogram distributions.

here addresses both of these issues, enabling SIC ensemble forecasts to be calibrated.

a. Trend adjustment
As a first step in TAQM, MH and OH data are adjusted to account for nonstationarity in the mean SIC
state. Nonstationarity in higher-SIC moments such as
interannual variance is not considered in this study;
however, this is likely an important topic for future research since sea ice variability can depend on its mean
state, as has been shown for pan-Arctic SIE (Goosse
et al. 2009) and volume (Massonnet et al. 2018).
Although a simple piecewise variance rescaling procedure was attempted, the results were similar to
applying the trend adjustment alone; a more sophisticated approach is likely needed to yield the desired
effect.
Consider MH SIC time series xi (t t ) and OH SIC value
y(t t ), where t t denotes all years in the hindcast period
preceding the forecast year t. When the linear trend over
t t is statistically significant (p , 0:05), we compute the
trend-adjusted values based on a particular forecast
year t as


(11a)
x0i (t t ) 5 xi (t t ) 2 x~i (t t ) 1 x~i (t), and



y0 (t t ) 5 y(t t ) 2 y~(t t ) 1 y~(t) ,

(11b)

where x~i and y~ denote linear regressions of xi and y onto
t t , respectively.
Equations (11a) and (11b) have the effect of removing
the linear trends in the OH and the MH data, and recentering the respective time series about their nonstationary means, which we define as their linear trends
extrapolated to the forecast year t. Equations (11a) and
(11b) do not constrain the trend-adjusted values to [0, 1],
so we set values that fall below zero or above one to the
appropriate lower or upper bound.
The trend-adjustment technique for a June-initialized
hindcast of September 2012 SIC for a grid cell in the
Laptev Sea is illustrated in Fig. 5. Both the MH and OH
time series in the left-hand panels show marked negative
trends over t t ( p , 0:05) prior to trend adjustment.
Following trend adjustment by (11a) and (11b), the respective means of the trend-adjusted historical model
(TAMH) and trend-adjusted observed historical
(TAOH) time series are centered about the nonstationary means of the MH and OH time series evaluated
at t 5 2012.
The BEINF distributions for these data are shown in
the right-hand panels of Fig. 5. Relative to the MH
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distribution, the TAMH distribution is less skewed with
density shifted from high to midrange SIC values. Similarly, the TAOH distribution has density shifted toward
midrange SIC values compared to the OH distribution
and has changed from quasi exponential to unimodal.
Further, the TAOH distribution no longer shows a
probability mass at one and instead shows an increased
probability mass at zero.

We calibrate parameters pxt and qxt by adding to the
forecast probability of SIC 5 0 [given by pxt (1 2 qxt )],
and to the forecast probability of SIC 5 1 (given by
pxt qxt ), the bias in these quantities for the TAMH distribution relative to the TAOH distribution:
px^ (1 2 qx^ ) 5 px (1 2 qx ) 1 [py0 (1 2 qy0 )
t

t

t

2 px (1 2 qx )],

b. Parametric fitting
Following the trend adjustment described above, the
parametric BEINF distribution is fit to each of the
TAMH time series (number of years in t t 3 10 ensemble
members), the TAOH time series (number of years
in t t ), and the forecast ensemble to be calibrated (10 ensemble members). Throughout the following, we use the
notation X 0 ; BEINF(ax0 , bx0 , px0 , qx0 ) for the TAHM
random variable, Y 0 ; BEINF(ay0 , by0 , py0 , qy0 ) for the
TAOH random variable, and Xt ; BEINF(axt , bxt , pxt , qxt )
for the hindcast random variable for year t. The reader is
reminded that the TAMH and TAOH distributions are
dependent on the forecast year t and thus must be fit for
each individual year.
As described earlier in section 3b, the parameters
a and b cannot be fit for the cases 1–4 outlined therein.
How to proceed in these cases will be addressed in the
following section.

c. Calibrating BEINF parameters
The final step in TAQM is to calibrate the parameters
of the forecast distribution BEINF(axt , bxt , pxt , qxt ). QM
should not be applied to the BEINF distribution as a
whole for calibration, as it is a discontinuous distribution
with no true inverse. However, QM may be applied to
the beta portion, assuming nonstationarities have been
accounted for. The parameters axt and bxt are thus calibrated through QM, whereas parameters pxt and qxt are
calibrated using a simple mean bias correction.
To calibrate axt and bxt , we input those n 2 m ensemble members xt,1 , . . . , xt,n2m into
h
i
0 , xt , 1,
(12)
x^t 5 Fo21
,beta Fm,beta (xt ) ,
to be quantile mapped to values x^t,1 , . . . , x^t,n2m . In (12),
Fo21
,beta is the inverse cdf of the beta portion of the BEINF
distribution fit to the TAOH data, and Fm,beta is the beta
portion of the BEINF cdf fit to the TAMH data. Parameters ax^t and bx^t are then obtained from the quantile
mapped values x^t using ML estimation as described in
the appendix. When cases 2–4 are encountered for any
of the TAOH, TAMH, or the raw forecast values,
Fm,beta (xt ) is approximated using (5), and the quantile
function Fo21
,beta is approximated by linear interpolation.

t

and

px^ qx^ 5 px qx 1 ( py0 qy0 2 px qx ) .
t

t

t

t

(13a)
(13b)

Solving for the calibrated parameters px^t and qx^t yields
px^ 5 px 1 py0 2 px0 ,
t

qx^ 5
t

t

and

px qx 1 py0 qy0 2 px0 qx0
t

t

px^

(14a)
,

(14b)

t

where qx^t is set to zero when qx^t 5 0/0.
Case 1 of section 3b occurs when any of pxt 5 1, px0 5 1,
or py0 5 1, corresponding to the location considered being completely ice free or completely ice covered. In
such situations, (12) cannot be evaluated because the
beta portion of the BEINF distribution cannot be defined. Two options for how to proceed are to not calibrate or to use the TAOH distribution. We find that for
CanCM3 the latter is nearly always preferred, so for
simplicity we set ax^t 5 ay0 , bx^t 5 by0 , px^t 5 py0 , qx^t 5 qy0
when any of pxt 5 1, px0 5 1, or py0 5 1 (i.e., we revert to
the TAOH distribution).
We illustrate this calibration procedure in Fig. 6 for
the same case used to illustrate trend adjustment in
Fig. 5. The left-hand panel represents the TAOH and
TAMH distributions used to obtain the calibration, and
the right-hand panel shows the uncalibrated and calibrated forecast distributions. Because (12) only involves
the beta portion of the BEINF distribution (not scaled
by 1 2 p), and (14a) and (14b) are based on the probability masses of the Bernoulli distribution, we show the
beta distribution and probability masses separately
on the same panels in Fig. 6 (rather than the BEINF
distributions).
As an example, we consider the ensemble member
xt 5 0:40, marked by the dashed orange line in the righthand panel of Fig. 6. The TAMH beta cdf evaluated at this forecast value is given by the quantile
Fm,beta (0:40) 5 0:45, marked where the dashed red lines
intersect in the left-hand panel of Fig. 6. The inverse of
the TAOH beta cdf evaluated at this same quantile
corresponds to an observed SIC value Fo21
,beta (0:45) 5 0:14,
marked where the dashed blue lines intersect. The corresponding calibrated forecast value for xt 5 0:40 is thus
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FIG. 6. Illustration of the BEINF parameter calibration using TAQM for the same hindcast used to illustrate the
trend adjustment in Fig. 5. (left) TAMH and TAOH. (right) Uncalibrated hindcast and calibrated hindcast distributions for the year 2012. Solid lines are the beta portion of the BEINF CDF (not scaled by p) for the TAMH
(red), TAOH (blue), uncalibrated hindcast (orange), and TAQM-calibrated hindcast (green). Circles are the
probabilities of SIC equaling zero [ p(1 2 q)] and one (pq). Dashed lines and black arrows are described in the
main text.

x^t 5 0:14. This procedure is repeated for the remaining
ensemble members, and the calibrated forecast parameters ax^t and bx^t are then computed from the calibrated
forecast values x^t . The resulting best-fit beta portion of
the BEINF cdf is shown by the green curve in Fig. 6.
For the Bernoulli portion of the BEINF distribution,
described by pxt and qxt , the calibrated parameters are
found by solving (14a) and (14b). This yields an increase
in the forecast probability from 60% to 78% for SIC 5 0,
indicated by the amount given by the length of the black
arrow in the left-hand panel of Fig. 6. The forecast
probability of 0% for SIC 5 1 remains unchanged.

6. TAQM-calibrated hindcasts
Probabilistic skill assessments and postprocessing
methods for seasonal forecasts normally undertake statistical estimation using the entire hindcast sample,
employing cross validation to assess out-of-sample performance (e.g., Becker and van den Dool 2016; Kharin
et al. 2017a). In doing so, it is assumed that the sample of
hindcast years is homogeneous, with no account taken of
their temporal ordering so years occurring after the
target year can be considered as additional draws from a
fixed sample.
In the present case where temporal trends are accounted for explicitly in the postprocessing, the temporal
ordering of the hindcast years does enter. Therefore, in
TAQM as described above (referred to as TAQMPAST), the choice to use only that part of the historical record that precedes the hindcast year of interest was
made so that the data used to train TAQM are fully out
of sample. However, this effectively reduces the size of

the historical sample that is available for training the
calibration and hence may lead to underestimation of
skill of real-time forecasts, for which the entire hindcast
sample is available. Furthermore, estimation of the nonstationary mean in the trend-adjustment step of TAQM
may be compromised by the shorter record used to estimate the linear trend.
For these reasons, we consider also for comparative
purposes hindcast skill when the full historical record
(1981–2017) is employed to train TAQM (referred to as
TAQM-FULL), with leave-one-out cross validation
applied. Such considerations have guided similar
choices in other contexts. For example, Kharin et al.
(2012) applied trend corrections to multiannual predictions of temperature that take into account the whole
hindcast record. This was justified by applying the same
trend-adjustment methodology for the initialized decadal hindcasts to the uninitialized climate simulations
that serve as reference forecasts for skill assessment.
Krikken et al. (2016) applied similar considerations to
seasonal forecasts of regional Arctic sea ice area, noting
that model errors in representing the reduction of Arctic
sea ice in recent decades will introduce a dependence on
forecast year to the model drift and hence to the optimal
drift correction. Like Kharin et al. (2012), they applied
trend corrections based on the entire hindcast period
both to the initialized hindcasts and to a reference
forecast consisting of the trend-adjusted climatological
distribution.
We now assess bias, reliability, and skill for the calibrated probabilistic hindcasts (TAQM-PAST and TAQMFULL) over the recent 18-yr period 2000–17. We
choose this shorter record on the basis that the results
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FIG. 7. Scatterplots of the observed September SIC climatologies as a function of (a) uncalibrated hindcast, (b) TAQM-PAST calibrated
hindcast, and (c) TAQM-FULL calibrated hindcast climatologies (for hindcasts initialized on 1 June). Unbiased hindcasts show points
along the 1:1 line. Normalized histograms of the PIT values for the same (d) uncalibrated, (e) TAQM-PAST calibrated, and (f) TAQMFULL calibrated hindcasts.

are representative for the current epoch of reduced and
declining Arctic sea ice. To assess bias and reliability, we
focus on September hindcasts initialized on 1 June, whereas
skill is assessed for all four initialization months and six
target months considered.

a. Bias and reliability
Bias is the climatological ensemble-mean hindcast
SIC (uncalibrated or TAQM calibrated) minus the observed SIC climatology over the 2000–17 period. If
a forecast is reliable, then the observed outcome
should behave like a random draw from the forecast
distribution—that is, the uncertainty characterized in
the forecast distribution should describe the ‘‘true’’ forecast uncertainty that would be obtained in the absence of
model errors.
First, we quantify the reliability of each full hindcast
distribution (uncalibrated and TAQM calibrated) through
the probability integral transform (PIT) adapted for the
BEINF distribution,
8
< r0 ,
PIT 5 F(yt ) ,
:
r1 .

yt 5 0
0 , yt , 1 .
yt 5 1

(15)

In (15), yt is the observed SIC value at time t, F is
the BEINF hindcast cdf for time t, r0 is a random

probability value drawn from the uniform distribution
U[0, p(1 2 q)], and r1 is a random probability drawn
from U(1 2 pq, 1). If the probabilistic hindcasts are reliable (i.e., yt has distribution F in the aggregate across
all hindcasts) then PIT ;U(0, 1) (Dawid 1984; Gneiting
et al. 2007).
Second, we assess reliability of hindcast binary events.
In order for probabilistic forecasts of specific events
(e.g., exceeding a particular SIC threshold) to be reliable, forecast probabilities should agree (in the aggregate) with the observed relative frequency of that event.
For instance, in all cases where a forecast probability of
60% is issued for SIC exceeding 0.15, SIC should be
observed to be greater than 0.15 in 60% of those cases.
Reliability is illustrated using the reliability diagram.
As noted earlier, uncalibrated hindcasts of September
SIC suffer from large biases (Fig. 7a) consistent with an
overestimation of mean SIC in regions of low and intermediate SIC and an underestimation of mean SIC
in the high-SIC central Arctic. Biases are substantially
reduced in the TAQM-calibrated hindcasts (Figs. 7b,c).
While low and midrange SIC values tend to remain
positively biased for both TAQM-PAST and TAQMFULL, and high SIC values become slightly positively
biased for TAQM-PAST, the overall reduction in bias
for both is evident. The greatest reduction in bias seen
for the TAQM-FULL calibrated hindcasts.
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FIG. 8. Reliability diagrams for September hindcasts initialized on 1 June. (top) Uncalibrated hindcasts and (bottom) TAQM-calibrated
hindcasts (black squares 5 TAQM-PAST, white triangles 5 TAQM-FULL) of the probability of exceeding three threshold SIC values,
0.15, 0.5, and 0.9, as labeled. The horizontal dashed line is the observed relative frequency of the event.

The assessment of reliability according to the PIT
histograms shows a substantial improvement in the
representation of forecast uncertainty for the TAQMcalibrated hindcasts (Figs. 7e,f) relative to the uncalibrated hindcasts (Fig. 7d). The peak in PIT values
between 0 and 0.1 for the TAQM-PAST and TAQMFULL calibrated hindcasts and the peak in PIT values
between 0.9 and 1 for the TAQM-FULL calibrated
hindcasts indicates that the hindcasts are too often
overconfident. This finding has also been found when
using QM to calibrate seasonal precipitation forecasts
(Zhao et al. 2017) and is partly because, while QM takes
into account spread differences between the modeled
and observed historical distributions, QM does not explicitly account for relationships between the ensemble
spread of individual forecasts and observed outcomes.
In Fig. 8, we assess the reliability of hindcasts for three
separate binary events, specifically the probability of
exceeding the SIC thresholds 0.15, 0.50, and 0.90. Here,
forecast probabilities have been rounded to the nearest
10%. Uncalibrated probabilistic hindcasts of the event
that SIC exceeds 0.15 are underforecast when a 0%
chance is forecast, but overforecast for all other forecast
probabilities. Similarly, for the event that SIC exceeds
0.5 uncalibrated hindcasts are overforecast, whereas for
the event that SIC exceeds 0.9, they are underforecast.
These results are consistent with the high bias in SIC in

areas of low coverage and low bias in SIC in areas of high
coverage seen in Fig. 7. The TAQM-calibrated hindcasts
are substantially more reliable than the uncalibrated
hindcasts for all three events; however, the tendency to
overforecast (underforecast) the event that SIC exceeds
15% (50%) remains. Calibrated forecasts of exceeding 90% are slightly underforecast for TAQM-FULL
but become overforecast for TAQM-PAST. Overall,
hindcasts calibrated using TAQM-FULL are the most
reliable.

b. Skill
To assess TAQM impacts on hindcast skill, we make
use of spatial maps of the CRPSSjk to compare the skill
of TAQM-PAST calibrated hindcasts against that of
two reference hindcasts: the uncalibrated probabilistic
hindcasts and the TAOH distribution (computed as
described in section 5a). Additionally, we compare the
skill of TAQM-FULL against TAQM-PAST. The assessment of skill against the uncalibrated hindcasts determines the degree to which TAQM-PAST is able to
mitigate skill degradation due to model errors. The
comparison of TAQM-PAST with the TAOH distribution benchmarks hindcast skill against the probabilistic
analog to a linear trend extrapolation forecast, a common reference forecast used to assess the skill of deterministic forecasts of sea ice. Finally, comparison of
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FIG. 9. Spatial maps of CRPSSjk comparing the TAQM-PAST calibrated hindcasts (forecast being evaluated) against the uncalibrated
BEINF-fitted forecast distribution (reference forecast). Each row is for a different initialization month, and each column is for a different
lead time increasing from left to right (as labeled). Improvement using the calibration method is indicated by positive (red) CRPSS values.
Locations where SIC standard deviation , 0.025 are masked to white (as described in the text). The percentage of improvement and the
CRPSSjk values are given in the top-right corner of each map.

TAQM-FULL with TAQM-PAST gives an indication
of the importance of using the full validation period to
train TAQM.
Pan-Arctic quantification of skill is provided by computing the total area of grid cells for which CRPSSjk . 0,
among the total area of all grid cells for which CRPSSjk 6¼ 0,
referred to as percentage of improvement. We also consider CRPSSjk values, since the percentage improvement
is insensitive to the magnitude of skill at individual
locations.

1) TAQM-PAST VS UNCALIBRATED
Skill is compared between the TAQM-PAST calibrated hindcasts and the uncalibrated parametric method
hindcasts in spatial maps of the CRPSSjk (Fig. 9). In these
maps, we have masked out regions where SIC standard deviation is less than 0.025 in either the model or

observations, corresponding to regions where SIC typically varies by 5%. Overall, there is a large improvement
in hindcast skill for the TAQM-calibrated hindcasts, as
seen by the generally positive CRPSSjk values in most
target months. The few areas showing lower skill in the
TAQM-calibrated hindcasts than in the uncalibrated
hindcasts tend to occur when skill is already high for the
uncalibrated hindcasts, such as during the first hindcast
month (lead zero).
The TAQM-PAST hindcasts can be less skillful than
the uncalibrated hindcasts in locations that have experienced a rare event at some point in the hindcast record.
For instance, the region of negative CRPSSjk values in
the western central Arctic in October corresponds to a
region where observed SIC is nearly always close to
100%, but in 2007 fell to only 30%. This single extreme
case results in a TAOH distribution with probability
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FIG. 10. As in Fig. 9, but comparing the TAQM-PAST calibrated hindcasts (forecast being evaluated) against the TAOH distribution
(reference forecast).

density concentrated between approximately 30% and
100%, effectively shifting the forecast distribution toward
low SIC values and degrading skill for the remaining
years (2008–17) when SIC is near 100%. Notably,
TAQM-PAST hindcasts of September SIC initialized on
1 September are much less skillful than the raw hindcasts. In skill maps comparing TAQM-FULL and the
uncalibrated hindcasts (not shown), this degradation in
skill is no longer present.
As indicated by the percentage of improvement and
CRPSSjk values, the improvement in hindcast skill for
the TAQM-PAST hindcasts generally increases in spatial coverage and magnitude after the first or second
hindcast month, consistent with the growth of biases in
the uncalibrated hindcasts with increasing lead time as
the model drifts toward its own biased climatology.
After which, the improvement in skill differs depending
on the metric considered and is generally uniform. In
particular, skill in July and August are similar for all
three spring initialization months, reflecting the fact that

biases in the uncalibrated hindcasts are large in these
months. Generally, skill improves more for the TAQMPAST hindcasts relative to the uncalibrated hindcasts
during the spring and fall transition seasons.

2) TAQM-PAST VS TREND-ADJUSTED
CLIMATOLOGY

A comparison of probabilistic hindcast skill between
the TAQM-PAST calibrated hindcasts and the TAOH
distribution is shown in Fig. 10. As in the previous section, we have masked out regions where SIC standard
deviation less than 0.025 in either the model or observations. Large areas of hindcast skill relative to the
trend-adjusted climatology are seen over much of the
Arctic, even for long lead times.
For hindcasts initialized in March, skill throughout the
melt season is mainly confined to the Barents Sea and
Baffin Bay. However, predictions initialized in May and
June show considerably greater skill throughout the
melt season. In particular, the Barents and Kara Seas
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FIG. 11. As in Fig. 9, but comparing the TAQM-FULL calibrated hindcasts (forecast being evaluated) against the TAQM-PAST
calibrated hindcasts (reference forecast).

show high skill relative to the TAOH reference forecast
throughout the 6-month hindcast period. While skill in
the western Arctic is mainly only present in the Beaufort
Sea for hindcasts initialized in May, skill is generally
more widespread for hindcasts initialized in June. For
hindcasts initialized in September, skill is seen over most
of the Arctic through October, but becomes limited to
the eastern Arctic in the winter.

June, and September. This is a region where TAQMPAST consistently performs worse than the TAOH
distribution (Fig. 10). Additionally, areas where TAQMPAST was shown to have lower skill than the uncalibrated hindcasts (Fig. 9), such as in September at a lead
time of zero months, correspond to areas where TAQMFULL hindcasts are more skillful than the TAQMPAST hindcasts.

3) TAQM-FULL VS TAQM-PAST
Calibrated hindcast skill for TAQM-FULL is compared against TAQM-PAST in Fig. 11, which shows that
greater skill is achieved using the full historical record
(with cross validation) to train TAQM compared to
using only past information. Widespread improvement
in skill is evident for TAQM-FULL relative to TAQMPAST for nearly all forecast months. Notably, greater
skill is seen in the East Siberian Sea near the Siberian
coastline in September for hindcasts initialized in May,

7. Conclusions
In this study, we introduced a methodology to improve seasonal probability hindcasts of Arctic SIC. This
methodology has been tested in a set of CanCM3 ensemble hindcasts.
The first component of the methodology improves
the representation of the forecast distribution by fitting
the BEINF parametric distribution to ensembles of
SIC values. The BEINF distribution was shown to be a
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reasonable model for this application based on quality
of fit. Generally, fitting SIC ensemble hindcasts to the
BEINF distribution improves probabilistic skill relative
to the simpler count method; however, model biases can
degrade the skill improvement relative to the potential
improvement suggested by pseudoperfect model experiments. Furthermore, we find these results to be only
slightly sensitive to the observational dataset used to
verify. In particular, there are minimal differences seen
for categorical predictions when verifying against NOAA/
NSIDC CDRv3 compared with HadISST2, with slightly
lower skill predicting the low-SIC event thresholds
(Fig. S1 in the online supplemental material), whereas
there is little discernible difference in skill for predictions of the complete forecast distribution (not
shown).
The second component is a novel calibration technique specifically designed for seasonal hindcasts and
real-time forecasts of SIC. This TAQM calibration
method explicitly accounts for nonstationarity in the
mean SIC state, can be used with the BEINF distribution, and is implemented through the following steps
applied to each grid location, initialization month, and
lead time:
1) Linear trends are removed from observed historical
and model (hindcast) historical time series, recentering the historical time series on a nonstationary mean
defined by the trend fit evaluated at year t.
2) BEINF fits are applied to the forecast and trendadjusted observed historical and model historical
SIC distributions. In instances when the BEINF
distribution(s) cannot be fit, we revert to the empirical distribution(s).
3) The forecast SIC values on the open interval (0, 1)
are quantile mapped from the trend-adjusted model
historical distribution to the beta portion of the
trend-adjusted observed historical distribution. Parameters axt and bxt are then fit to these quantile
mapped values, except when they cannot be estimated, in which case we revert to the count method.
4) The parameters pxt and qxt representing the endpoints of the forecast BEINF distribution are adjusted according to a simple bias correction based
on the trend-adjusted model historical and trendadjusted observed historical distributions.
The TAQM calibration method applied to hindcasts
over 2000–17 was shown to substantially reduce biases,
which can be quite large in CanCM3. The calibrated
probabilistic hindcasts also show a substantial improvement in forecast reliability in the summer, particularly for probabilities that SIC exceeds 15% and 50%
coverage; however, based on the probability integral
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transform, calibrated hindcasts remained slightly overconfident. Very similar results are obtained when verifying against NOAA/NSIDC CDRv3 (not shown).
Substantial improvement in TAQM-calibrated hindcast
skill is seen relative to uncalibrated hindcasts, particularly at lead times . 1 month, as model biases intensify.
Compared against a trend-adjusted climatological distribution reference hindcast, SIC in specific regions is
forecast with relatively high levels of skill even at long
lead times. Hindcasts are particularly skillful in September for initializations in May and June. As before,
these conclusions are the same using NOAA/NSIDC
CDRv3 for calibration and verification; however, we see
generally smaller improvements relative to those seen
using HadISST2 for spring, fall, and winter target
months, whereas we see generally larger improvements
for summer target months (Figs. S2, S3). Finally, calibration using the full historical record to train TAQM
was shown to result in enhanced and widespread skill
relative to when only data preceding the hindcast year of
interest are used.
Although the TAQM-calibrated CanCM3 hindcasts
do not always outperform a trend-adjusted climatology, much room for improvement of sea ice dynamical
forecasts remains, including improvements in spatial
resolution, initialization, model biases, and multimodel
forecasting methodologies. The methods presented
here provide a path toward maximizing the value of
such forecasts in a probabilistic framework. Additional
postprocessing methods remain to be explored, including the adaptation of other calibration methods to SIC
and multimodel calibration. Techniques developed for
calibrating precipitation forecasts (e.g., Li et al. 2017)
could be particularly relevant, as precipitation exhibits
similar statistical characteristics as SIC (e.g., boundedness). As noted in section 5, more sophisticated methods
for accounting for nonstationarity in higher-order statistical moments in the SIC data used in calibration
might be needed (e.g., time-dependent regression-based
estimation of the BEINF parameters). Finally, accounting for errors in the calibrated forecast distribution resulting from parameter estimation (Siegert et al. 2016)
and a more formal representation of observational uncertainty (Massonnet et al. 2016) could lead to further
improvements.
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APPENDIX
Maximum Likelihood Estimates of BEINF
Parameters
The derivation of the ML estimates p^ and q^ for the
BEINF distribution can be found in Ospina and Ferrari
(2010). The ML estimate p^ is the fraction of zeros and
ones in the sample, and of those values in the sample
that are either zero or one, q^ is the fraction of ones. Their
analytical solutions are given by p^ 5 åi 1f0,1g (xi )/n and
q^ 5 åi xi 1f0,1g (xi )/m, where n is the size of the entire
sample, m 5 åi 1f0,1g (xi ) is the number of zeros and ones
in the sample, and q^ 5 0/0 is set to zero by convention.
The expression 1f0,1g (xi ) 5 1 when either xi 5 0 or xi 5 1,
and 1f0,1g (xi ) 5 0 when xi 2 (0, 1).
^ for the BEINF distribution
The ML estimates a
^ and b
are computed from the n 2 m sized subsample xsub . ML
estimation is carried out on xsub using the ‘‘beta.fit’’
function of Python’s ‘‘scipy.stats’’ module. In this fitting
algorithm, the roots of the gradient of the log-likelihood
function for the beta distribution are solved for numerically, with starting values obtained by the MOM:
"
#
xsub (1 2 xsub )
a
^ 5 xsub
21 ,
var(xsub )

and

#
"
xsub (1 2 xsub )
^
21 .
b 5 (1 2 xsub )
var(xsub )

(A1)

(A2)

^ are
When the ML algorithm does not converge, a
^ and b
set to those obtained by the MOM.
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