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ABSTRACT
A Bayesian hidden Markov model (HMM) for climate downscaling of multisite daily precipitation is
presented. A generalized linear model (GLM) component allows exogenous variables to directly influence
the distributional characteristics of precipitation at each site over time, while the Markovian transitions between discrete states represent seasonality and subseasonal weather variability. Model performance is
evaluated for station networks of summer rainfall over the Punjab region in northern India and Pakistan and
the upper Yangtze River basin in south-central China. The model captures seasonality and the marginal daily
distributions well in both regions. Extremes are reproduced relatively well in the Punjab region, but underestimated for the Yangtze. In terms of interannual variability, the combined GLM–HMM with spatiotemporal averages of observed rainfall as a predictor is shown to exhibit skill (in terms of reduced RMSE) at the
station level, particularly for the Punjab region. The skill is largest for dry-day counts, moderate for seasonal
rainfall totals, and very small for the number of extreme wet days.

1. Introduction

discrete-state HMMs, each day is assumed to be associated with one of a finite number of hidden states,
where the distributional characteristics of the states are
estimated from historical data. The state-based nature
of the HMM is well suited to representing large-scale
weather control on the local rainfall processes, where
the control is manifested across a region and influences
individual locations according to local surface conditions such as topography and land use. An important
goal of climate downscaling research is to better understand this cross-scale linkage, in order to obtain estimates of climate variability and change at local scale
that better represent the physical relationships between
large and small scales.
In a nonhomogeneous HMM (NHMM), the state
transition probabilities are conditioned by one or more
exogenous input variables. This formulation combines
the Markov chain, to model the weather element as a
stochastic process, with the influence of large-scale

Statistical downscaling is a class of methods used for
modeling the impact of regional climate variations and
change on daily rainfall at local scale, for example, in
agricultural applications of climate forecasts (e.g.,
Hansen et al. 2006). Hidden Markov models (HMMs)
have been applied quite extensively to simulate daily
rainfall variability across multiple weather stations,
based on rain gauge observations and exogenous meteorological variables (Hay et al. 1991; Hughes and
Guttorp 1994a; Charles et al. 1999; Bellone et al.
2000; Robertson et al. 2004; Greene et al. 2008). In
these multisite stochastic weather generators based on
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exogenous meteorological or climatic variables, such as
spatially averaged geopotential height fields (Hughes
et al. 1999) or general circulation model (GCM) output
(Robertson et al. 2004, 2006, 2009). However, the
NHMM presents a limitation for downscaling of climate
change simulations because the rainfall characteristics
of the modeled states may evolve as the climate warms
(Timbal et al. 2008; Greene et al. 2011).
Furrer and Katz (2007), Ambrosino et al. (2014), and
Kenabatho et al. (2012) have taken an alternative approach to stochastic weather generation, based on a
generalized linear model (GLM) that allows statedependent model parameters to be influenced directly by exogenous variables such as seasonal effects
or climate indices. The GLM framework can be viewed
as a generalization of classic least squares linear regression modeling (see McCullagh and Nelder 1989),
allowing the conditional mean of a variable of interest
to be modeled as a function of predictor variables,
with noise characteristics that are non-Gaussian, the
latter feature being particularly useful for modeling
precipitation data.
In this paper we take a combined GLM–HMM approach that uses a GLM to incorporate the impact of
exogenous variables (here seasonality and interannual
regional climate variability), while exploiting an HMM
for the stochastic spatiotemporal variability of daily
rainfall across a regional network of stations. Thus,
rather than encode the climatic influence on weather in
terms of a set of fixed states as in an NHMM, the characteristics of the rainfall states themselves are assumed
to be modulated in time by climate. In this way, the
model emphasizes the regression between local rainfall
parameters and the exogenous controls. The states enable more realistic modeling of spatiotemporal structures than would a stateless model, while allowing for a
hierarchical structure of the climatic influence that can,
for instance, be made to act on all stations equally. A
discussion of the pros and cons of this approach is presented in section 6.
Two contrasting monsoonal regions, each characterized by increasing societal water demand, are taken here
as case studies: the Punjab region of northern India and
Pakistan and the upper Yangtze River basin in southcentral China. The southwest monsoon over northern
India is characterized by intense rainfall over a relatively short (July–August) peak season, with pronounced intraseasonal active and break phases and
year-to-year variability (Greene et al. 2008). The summer monsoon over western China lasts longer (May–
August peak season) with less prominent seasonality.
These two regions provide much of the inflow to the
Indus River in Pakistan and India and the Yangtze
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River above the Three Gorges Dam in China, respectively, and are thus of great importance for water
resources, agriculture, and hydropower generation for
these countries (Immerzeel et al. 2010). For each region,
we evaluate the model in terms of its ability to represent
seasonality of rainfall and the marginal (i.e., climatological) distributions of daily rainfall. We also evaluate
its ability to capture interannual variability at the station
level in daily rainfall characteristics, including rainfall
frequency and extremes, when forced with regionalscale spatiotemporal averages of observed rainfall as the
exogenous variable, and use the HMM’s states to interpret the multiscale nature of the rainfall variability in
the two regions.
The paper proceeds as follows. The new model, which
combines GLM and HMM approaches, is described
in section 2, and the rainfall and other meteorological
datasets are described in section 3. In section 4, the inferred rainfall states for Punjab and the upper Yangtze
are presented and their meteorological and climatic associations are analyzed. In section 5, we then examine
rainfall simulations generated by the model. Conclusions are presented in section 6.

2. Using GLMs with HMMs for precipitation
modeling
Let Rt,s represent the observed precipitation amount
on day t at station or site s. The index t refers to both the
day of year as well as to the year itself. We will model Rt,s
as a stochastic function of both 1) a hidden Markov state
variable zt and 2) a time series of daily exogenous variables represented by a vector Xt,s .
The HMM approach for modeling daily precipitation
amounts is based on 1) a daily discrete hidden state
variable zt taking values 1, . . . , K (often referred to as a
weather state) and 2) state-dependent emission distributions P(Rt,s j zt 5 k) that characterize the precipitation
distribution at site s when the hidden state variable zt on
day t is in state k. Two key assumptions underlie this
model. First, the hidden states are assumed to be firstorder Markov, that is, P(zt j zt21 , . . . , z1 ) 5 P(zt j zt21 ),
where the resulting K 3 K state-to-state transition
matrix Q can be constant in time (for a homogeneous
HMM), or can vary as a function of time (e.g., seasonally) or in response to exogenous variables (for a
nonhomogeneous HMM). The second key assumption
in an HMM is that the observations on day t,
Rt 5 (Rt,1 , . . . , Rt,S ), are conditionally independent of
observations and states on other days conditioned on
the hidden state variable zt on day t. Both assumptions
lead to the familiar product form for the joint distribution of observations and states as
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P(R, Z) 5

P P(R j z )P(z j z
t51

t

t

t

t21

),

(1)

where P(z1 j z0 ) represents the initial state distribution
(e.g., a uniform distribution).
In precipitation modeling applications, it is common
to make an additional assumption that precipitation
amounts at individual sites on day t (Rt,1 , . . . , Rt,S ) are
conditionally independent of each other given the state
value zt 5 k, that is, P(Rt j zt 5 k) 5 PSs51 P(Rt,s j zt 5 k).
This conditional independence assumption does not
imply that the precipitation amounts are marginally
(unconditionally) independent—the presence of the K
discrete weather states ensures that some degree of
spatial dependence across sites is captured via the latent
states. Indeed, this ability to capture spatial dependence
in a relatively parsimonious manner is one of the
features that makes HMMs attractive for multisite precipitation simulation at daily time scales. The assumption that precipitation amounts are ‘‘locally’’ (in time)
independent given the weather state zt can in practice
lead to underestimation of spatial dependence in simulations from such models; however, if one desires, additional spatial dependence among sites at the daily
level can be added to such models (albeit at the cost of
additional complexity in parameterization and computation), for example, via autologistic or tree-structured
dependence models (Hughes and Guttorp 1994b;
Kirshner et al. 2004; Robertson et al. 2004).
The extension of the homogeneous HMM to the
nonhomogeneous case, by making the transition probabilities in Q dependent on exogenous variables [as
originally proposed by Hughes and Guttorp (1994a)],
allows the model’s outputs to be influenced by largescale spatial phenomena (such as atmospheric circulation; e.g., Hughes et al. 1999) and long-range temporal
effects (such as seasonal and interannual variability; e.g.,
Greene et al. 2011). This approach is limited by the fact
that the exogenous variables can only effect changes in
the simulated daily precipitation indirectly, namely, by
changing the probability of different states being visited
by the model. In other words, this approach allows frequency of occurrence of the different state-dependent
emission distributions P(Rt j zt 5 k) to vary over time,
but it does not allow the underlying distributional
characteristics of precipitation to change for each state.
This may be particularly limiting for simulation scenarios such as climate change, which may require the flexibility to capture changes in the likelihood of extreme
precipitation events over time.
As an alternative, for the single-site case, Furrer and
Katz (2007) proposed a GLM approach that allows the
distributional characteristics of daily precipitation to be

FIG. 1. A hidden Markov chain provides stochastic transitions
between weather states z. The observed rainfall Rt at each site
(with three sites shown here for illustration) depends on both the
Markov state zt and the exogenous variables Xt . The exogenous
inputs X modify the ‘‘wetness’’ of the states over time, thus providing a climatic control on weather.

influenced directly by exogenous variables such as seasonal effects or climate indices. In the approach of
Furrer and Katz, daily precipitation intensity at an individual site was modeled as having a gamma distribution with mean mt , where ln(mt ) 5 m 1 bTt Xt , with Xt
being a vector of time-varying exogenous variables, bt
being a vector of regression weights estimated from the
data, m being an intercept term, and the ln(mt ) parameterization playing the role of the ‘‘link function’’ in the
GLM framework. Kenabatho et al. (2012) use a multistage GLM approach to incorporate multiple stations
and spatial correlation.
The cohesive model we propose in this paper, which
we term GLM–HMM, can be viewed as building on both
the GLM’s ability to allow exogenous variables to influence precipitation distributional characteristics and
the HMM’s ability to simulate multisite daily precipitation characteristics. Figure 1 shows the modeled
dependencies between the precipitation variables R,
hidden states z, and exogenous variables X in graphical
form, omitting for simplicity details such as relationships
between various parameters of the model. The precipitation amount Rt,s at site s on day t, conditioned on
the value of the Markov hidden state variable zt 5 k, is
modeled as a mixture of a point mass at zero and two
gamma distributions:
P(Rt,s j zt 5 k, . . . ) 5 f0,t,s d(Rt,s ) 1 f1,t,s G(Rt,s j a1 , l1,k,s )
1 f2,t,s G(Rt,s j a2 , l2,k,s ) ,
(2)
where
d

ft,s 5 (f0,t,s , f1,t,s , f2,t,s ) are the probabilities (mixing
weights) for the three mixture components, with
2
åj50 fj,t,s 5 1, where (as described below) the
f values in turn are functions of the exogenous variable Xt ;
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TABLE 1. BIC scores for models with different numbers of
mixture distributions. A min BIC score (in boldface) is related to
the best model. The first entry (a) of the gamma distribution is fixed
and the second one (l) is variable for each of the mixture distributions. When the first parameter is set to 1, it is equivalent to an
exponential distribution.
Distribution

Punjab

Yangtze

G(1, l1 )
G(0:5, l1 ) 1 G(6, l2 )
G(1, l1 ) 1 G(1, l2 )
G(1, l1 ) 1 G(2, l2 )
G(1, l1 ) 1 G(4, l2 )
G(3, l1 ) 1 G(6, l2 )
G(5, l1 ) 1 G(10, l2 )
G(1, l1 ) 1 G(1, l2 ) 1 G(1, l3 )

197 928
198 680
196 141
196 123
196 574
204 931
218 573
197 017

881 116
881 883
866 800
868 579
869 834
944 067
106 1032
865 967

d

d

d(Rt,s ) is the first mixture component, a delta function
at Rt,s 5 0 representing zero precipitation;
and G(Rt,s j aj , lj,k,s ) are two gamma densities representing mixture components for light ( j 5 1) and heavy
( j 5 2) rainfall amounts, with parameters aj and lj,k,s
that depend on the component j and (for l) on the state
value k 5 zt and site s.

In this paper we used fixed values for the a parameters,
specifically a1 5 1 and a2 5 2. The choice of a1 means
that the first component is an exponential density (since
the exponential is a special case of the gamma, with
a 5 1). This choice of an exponential and a gamma (with
a2 5 2) provides both flexibility in terms of the ability of
the model to capture amount characteristics as well as
being straightforward to work with in terms of estimation
(see the appendix for further justification). We also used
Bayesian information criterion (BIC; see Table 1) to
evaluate alternative modeling choices in terms of the
number of mixture components and various combinations of exponentials and gammas (a parameters chosen
to allow for various shapes of the distribution) and found
that the choice of one exponential and one gamma
component (as used in this paper) generally produced the
best results (lowest BIC scores).
Other parameterizations for the mixture components
could also be used in principle within the GLM–HMM
framework, such as extreme value distributions (e.g.,
Vrac and Naveau 2007; Johnson et al. 1996).
We allow the mixing weights ft,s to vary as a function
of exogenous variables, which in turn allows the statedependent precipitation distributions at each site s to
change in response to external influences. In particular,
let Xt,s be a vector of observed exogenous variables for
site s on day t. (In practice the exogenous input variables
may not be available at a daily scale, but instead at a
monthly or annual time scale.) We use a GLM approach
to link a linear function of the exogenous variables,
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b0,k,s 1 XTt,s bs , to the mixture weight probabilities, via a
probit link function (described below). Variable bs is a
vector of estimated site-dependent coefficients, with one
site-dependent coefficient for each component of the
exogenous variable vector Xt,s , and b0,k,s is an estimated
intercept term, one for each site s and each state k.
More specifically, we use an ordered multinomial
probit GLM (Albert and Chib 1993; Cox 1971;
McCullagh and Nelder 1989) that allows the mixture
weight probabilities fj,t,s ( j 5 0, . . . , J 2 1) to vary as a
function of the exogenous vector Xt,s at station s at time
t. The multinomial probit model operates as follows:
with J 5 3 mixture components (and mixture probabilities), we define J 1 1 5 4 bin boundaries gh (h 5 0, 1, 2, 3),
where g0 5 2‘, g 3 5 ‘, and g1 5 0 for identifiability.
The boundary value g2 (.g1 ) is estimated from the
data as described in the appendix (we can assume it
is fixed in the context of the discussion below). Let
N(b0,k,s 1 XTt,s bs , 1) be a normal distribution with unit
variance and with a mean value that is a linear function
of Xt,s and where b0,k,s is an intercept term assuming that
day t is in state k. The mixture probabilities fj,t,s are
defined as the amount of probability mass under this
normal PDF that lies between the different bin boundaries. More specifically, let y 1 5 F(g1 ) and y 2 5 F(g2 ),
where F is the cumulative density function (CDF) for
the PDF defined by N[h(X), 1], where the mean function is h(X) 5 b0,k,s 1 XTt,s bs . In turn, we have
f0,t,s 5 y 1 5 F[g1 2 h(X)],
f1,t,s 5 y 2 2 y 1 5 F[g2 2 h(X)] 2 F[g1 2 h(X)],

and

f2,t,s 5 1 2 y2 5 1 2 F[g2 2 h(X)].
Thus, changes in the exogenous variable Xt,s linearly
influence the mean of the normal PDF, which in turn
affects the mixture probabilities fj,t,s . By using the socalled probit link function, defined as the inverse CDF of
the normal distribution, the continuous-valued inner
product XTt,s bs can be mapped to a set of multinomial
probabilities. In particular, for our problem, the exogenous variable Xt,s influences precipitation by modulating
the weights for the different precipitation components
[no rain ( j 5 0), light rain ( j 5 1), and heavy rain ( j 5 2)].
Figure 2 provides a simple illustration of the approach. Figure 2 (top left) shows the normal distribution
N(b0,k,s 1 XT1 bs , 1) for some particular value of
Xt,s 5 X1 . The fixed boundaries g1 and g2 are shown as
vertical lines, with the resulting y 1 and y 2 values and the
corresponding mixture weights fj,t,s ( j 5 0, 1, 2).
Figure 2 (top right) shows a similar picture, but where a
different exogenous input X2 has caused the inner
product XT2 bs to become more negative and to shift the
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FIG. 2. A simple example illustrating how the mixing weights fj respond to changes in a 1D
exogenous X variable using an ordered multinomial probit model. Shown are the normal (top)
PDF and (bottom) CDF as a function of XT b for two values of X (left and right). The mixing
weights fj are the areas under the normal PDF, which are given by the values of the CDF at the
bin boundaries (y1 and y2 ) delineating no rain, light rain, and heavy rain. The probability of
heavy rain is increased in the left compared to the right. See text for details.

normal PDF to the left. This changes the values of y 1 and
y 2 , in turn changing the mixture weights fj,t,s . For example, with this input X2 , the probability of no rain f0,t,s
is now much larger than it was for X1 , and correspondingly the probability of the heavy rain component f2,t,s
has decreased significantly.
We also allow the transition matrix for the hidden
states Q to change as a function of time of year, to allow
for seasonal variation in the frequency of weather states.
For example, a relatively dry state (whose probability of
zero rain is high for many sites) should have lower
probability of occurrence during the rainy season. For
modeling of summer seasons we use six different transition matrices (Q1 , . . . , Q6 ), each covering a window of
approximately 20 days per summer. We selected 20 days
to be sufficiently long to estimate a K 3 K matrix of
transitions, while being short enough to resolve the
strong seasonality (especially for Punjab) within the
short June–September (JJAS) season.
Letting u be the set of all of the unknown parameters
in the GLM–HMM described above, we use Bayesian
estimation techniques to estimate u, conditioned on the
observed data D (multisite daily time series of observed
rainfall and exogenous variables) and parameter priors
P(u). In particular we use Markov chain Monte Carlo
(MCMC) techniques (specifically, Gibbs sampling) to
generate samples in parameter space for the posterior
distribution P(u j D) and then use these samples in
downscaling and prediction. Full details are provided in
the appendix. A feature of the Bayesian approach is that
it provides a flexible mechanism for handling uncertainty in our parameter estimates, allowing (for example) averaging over possible parameter values to
provide a full characterization of uncertainty in precipitation simulations. In addition, missing precipitation
observations in the observed record can be handled

straightforwardly via the MCMC estimation technique,
simply by treating the missing information as unknown
random quantities in a manner similar to that of the
hidden Markov states and the unknown parameters. In
the Gibbs sampler, for each day we first draw one of the
three mixture components (no, light, or heavy rain)
based on information from the Xt,s inputs; we then
simulate rainfall from that component.

3. Rainfall data
Figure 3 shows the weather station locations for the
Punjab and upper Yangtze River regions, situated
between about 258 and 358N. Rainfall station data were
obtained from the National Centers for Environmental Prediction (NCEP) Climate Prediction Center
(CPC) Global Summary of the Day (GSOD) observations for 1980–2010 (CPC/NCEP 1987). We selected
the 22 stations in the Punjab region and the 52 over the

FIG. 3. Station locations for two regions analyzed in the paper:
Punjab and the upper Yangtze basin.
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FIG. 4. Three summary metrics of the rainfall data. Stations in (a)–(c) Punjab and (d)–(f) the Yangtze basin.
Mean rainfall is of comparable magnitude in the two regions, with large spatial gradients in the two regions. Note
that season length is reflected in rain probability.

upper Yangtze that have fewer than 20% missing daily
readings for the JJAS season.
The JJAS season was selected to approximately span
the summer monsoon in both cases, accounting for the
greater part of annual precipitation totals (73% in the
Punjab region and 64% in Yangtze). The stations are
from approximately 50 to a few hundred kilometers
apart, motivating the structure of the GLM–HMM in
which station rainfall is modeled as spatially independent, given the large-scale weather state.
Figure 4 shows spatial summaries of empirical statistics for both regions, including mean daily rainfall
(Figs. 4a,d), probability of rain (Figs. 4b,e), and mean
daily intensity (Figs. 4c,f). Mean daily intensity is defined as the average rainfall only for days it rained
($0.1 mm day21), while mean daily rainfall includes all
days. Over the Punjab, rainfall probabilities are highest
in north-central India, while mean daily intensities are
largest in northern Pakistan; the desert region to the
west experiences the lowest rainfall amounts. The upper
Yangtze exhibits comparable station amounts to the
Punjab, with larger values toward the north and east
where mean intensities are largest. Rainfall probabilities
over the upper Yangtze, by contrast, are larger in the
western region. Mean JJAS station rainfall ranges from
0.5 to 6.5 mm day21 (station average 3.0 mm day21) for
the Punjab region and from 2.1 to 8.8 mm day21 (station
average 4.8 mm day21) for the Yangtze.

Exogenous variables
We use a two-dimensional exogenous variable X in
our experiments. The first of the two variables accounts
for seasonality in the rainfall data. This seasonal exogenous variable Xt,s is defined as the probability of rain
on a given day of the year, averaged over all years, and is
smoothed using a 10-day sliding window—it is defined
separately for each station s.
The second of the two exogenous variables in X allows
for interannual variability and is taken here to be the
station rainfall averaged first over the season (i.e.,
122 days), and second over the spatial network (i.e., 22
stations for Punjab region and 52 for the Yangtze basin).
The station-level seasonal averages are first standardized by subtracting their mean and dividing by their
interannual standard deviation, so as to form a so-called
standardized anomaly index (SAI; Katz and Glantz
1986). These SAI time series are shown in Fig. 5. This
idealized case is used to illustrate the workings of the
model and to quantify the ability of the model to
downscale the seasonal climate anomalies. On the one
hand, it represents the perfect case because the predictor is an average of the station-level predictands. On
the other hand, the predictands are daily and station
scale so errors will stem from the downscaling aspect of
the model, reflecting intrinsic limitations to downscaling
as well as model deficiencies.
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FIG. 5. The SAI of observed station rainfall for the Punjab and
Yangtze basin networks (dimensionless).

The SAI is not highly correlated (cor) with the Niño3.4 sea surface temperature index of ENSO for either
region [cor(SAI-Punjab, Niño-3.4) 5 0.24, cor(SAIYangtze, Niño-3.4) 5 0.14], and the SAI variables for
the two regions are relatively uncorrelated [cor(SAIPunjab, SAI-Yangtze) 5 0.10]. The variance (var) of the
SAI provides a measure of the spatial coherence of the
rainfall field, ranging from var(SAI) 5 0 for an uncorrelated field to var(SAI) 5 1 for a perfectly correlated field (Moron et al. 2007). The values for the two
networks of stations are var(SAI-Punjab) 5 0.30 and var
(SAI-Yangtze) 5 0.17, indicating low spatial coherence
of interannual rainfall variation in both cases compared
to those found previously for other networks of rainfall
stations (Moron et al. 2007). These values indicate intrinsic limitations to downscaling of interannual rainfall
variability from these regional aggregates, particularly
for the larger Yangtze network.

4. Inferred states and parameters
a. Choosing the number of states
To fit the GLM–HMM, we first selected the number of
hidden states for each of the two regions. We fit the model
with different numbers of states (K 5 1, . . . , 10) and then
selected the value of K that minimized the BIC. We also
experimented with the deviance information criterion
(DIC; Spiegelhalter et al. 2002) for model selection but
found that it consistently preferred the models with the
largest numbers of parameters—this may be because of
nonnormality in the parameter posterior distributions, a
known issue for DIC. For this reason we opted to use BIC
rather than DIC in this work. BIC is defined (for a given
K) as the negative log likelihood of the data plus a penalty
term for model complexity (Schwarz 1978). We use the
approach of Scott (2002), adapted to our model, to
compute the log likelihood in a computationally efficient
and stable method using a recursive algorithm. The

GLM–HMM for the Punjab region has a minimum BIC
score with K 5 4. For the Yangtze basin region, the BIC is
minimized for K 5 7, but the BIC values for K 5 6, K 5 7,
and K 5 8 are not significantly different, so we selected
K 5 6 for parsimony. The larger number of states in the
Yangtze model is consistent with the larger number of
Yangtze stations and their smaller spatial coherence with
respect to interannual anomalies compared to the Punjab.
In practical applications of model selection, it is common to augment quantitative model selection criteria
(such as BIC) with additional assessment of other attributes of the model (e.g., Shirley et al. 2010). In this spirit,
we use the BIC to inform our decision but also investigate
(below) various aspects of the model and its interpretation.

b. Estimated GLM parameters
As described in the appendix, we use a Bayesian approach to generate samples of the unknown parameters
and the hidden states from their posterior distributions
conditioned on the data. Each iteration of the sampling
algorithm generates a single sample for each of the parameters and states. In the results in this paper, we used
N 5 2000 iterations (or samples).
Figure 6 shows the mean estimated coefficient values
for each station and their 95% probability intervals for
the seasonality and SAI inputs. The mean values and
95% intervals are computed from the N 5 2000 parameter samples. With one exception, the probability
intervals do not include zero (indicated as a horizontal
line), indicating that the b coefficients associated with
the exogenous inputs of both seasonality and interannual variability are statistically significant from a
Bayesian perspective.

c. Punjab rainfall states
The rainfall states encode the seasonality of stationscale rainfall, as well as the patterns of subseasonal
weather variability. After running the sampling algorithm on the GLM–HMM with 30 years of data, for each
day t in the data we have N 5 2000 different samples of
the hidden states znt (n 5 1, . . . , N). In generating the
figures in this and the next subsection, we assign each
day t to the most frequently occurring state for that day
across the N samples, providing state assignments in a
manner similar to that computed via the Viterbi algorithm (Forney 1973) under a maximum likelihood
framework as used in previous rainfall modeling studies
with HMMs (e.g., Robertson et al. 2004). This
maximum a posteriori probability (MAP) estimate of
the state sequence is used to gain an interpretation of the
states as an important biproduct of the HMM, while the
full posterior draws are used in analyzing the rainfall
simulations in section 5 below.
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FIG. 6. Coefficient values for seasonality and the SAI inputs, for both the (a),(b) Punjab and
(c),(d) Yangtze regions, with the mean coefficient values (circles) and 95% probability intervals. The stations are ordered arbitrarily. Note that the seasonality input was not normalized,
so that the amplitude values are not directly comparable between the left and right.

Figure 7 shows the probability of rainfall (Figs. 7a–d)
and mean daily intensity (Figs. 7e–h) for each of the four
states in the model for the Punjab region. The states are
loosely ordered from wettest to driest. As found in
Greene et al. (2008), who used a four-state HMM for
rainfall over a similar region, there is a state that is
generally wet at all stations (state 1) and one that is dry
at all stations (state 4), together with two intermediate
states with a somewhat north–south gradient. There is a
general correspondence between high rainfall probability and high mean intensity for the wetter states, as
found in Greene et al. (2008).
Figure 8 shows the estimated state sequence, together
with its seasonality averaged across the 30 years. Again,
each day t is assigned to the state that occurs most frequently for that day across the N samples. The dry state
occurs more frequently in June and September at the
expense of the wetter states, though not exclusively so,
and there are rapid fluctuations in time between the
states. These rapid fluctuations are more pronounced
than for a similar HMM analysis of northern India by
Greene et al. (2008), and seasonality is less prominent.
This is consistent with the greater aridity of the Punjab
region. As seen in Greene et al. (2008), extended
monsoon-break episodes of the dry state occur in some
years. There is no obvious trend in the year-to-year occurrence of the states.

d. Upper Yangtze basin rainfall states
Figure 9 shows the same types of plots as in Fig. 7 for
the upper Yangtze basin, showing the probability of

rainfall (Figs. 9a–f) and mean daily intensity (Figs. 9g–l)
for each of the K 5 6 states. The states are again loosely
ordered from heavy to light rain. As with the Punjab
region, there is a general correspondence between high
rainfall probability and high mean intensity for the
wetter states. Compared to the spatial variation in the
states for the Punjab region (Fig. 7), there is considerably more spatial variation within each state over the
larger Yangtze basin network. State 3 is characterized by
high rainfall probabilities over the western part of the
domain with low mean intensities indicative of drizzle,
for example.
Figure 10 shows the estimated state sequence and its
seasonality for the Yangtze basin network, analogous to
Fig. 8. The sequence is much noisier than for Punjab and
average seasonality is less easy to discern. This is partly
a function of the total number of states (six vs four for
Punjab) and illustrates the larger complexity of the
region’s subseasonal rainfall variability. The monsoon in
the Yangtze begins earlier in the calendar year than the
Punjab region and is more homogenous throughout the
season. There is again no obvious trend in the year-toyear occurrence frequencies of the states.

5. Rainfall simulations
a. Seasonality
In Fig. 11, we assess the quality of the model in terms of
reproducing the seasonal cycle. The black line shows the
seasonal cycle of the observed and mean simulated
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FIG. 7. Punjab region with SAI as an input and K 5 4 states. (a)–(d) Probability of rain; (e)–(h) mean daily
intensity. The relative frequencies of the four states are 20%, 18%, 28%, and 34% for states 1–4 (from wet to dry),
respectively.

rainfall amount for the Punjab (Fig. 11a) and the
Yangtze basin (Fig. 11b), obtained by averaging rainfall
amount over each station for each calendar day over 31
years. The mean simulated amount per day and 95%
confidence bands are also shown in gray, as computed
from 500 simulated 31-yr datasets (as described in the
appendix) conditioned on the observed SAI and seasonal probability of occurrence as exogenous variables.
The 500 3 31 simulated daily time series are then averaged over each calendar day (and over stations) to
produce the mean and probability bands in Fig. 11. The
model captures the seasonality of rainfall amount in
both regions, with the simpler monsoon seasonality in
the Punjab region more accurately represented. This
may be because of greater spatial heterogeneity in seasonality across the larger Yangtze region where some
stations have early seasonal peaks, while others may be
multimodal or have seasonal peaks later in the season
(not shown).

b. Comparisons of distributions and extremes
1) MODELING THE RAINFALL DISTRIBUTION
Figure 12 shows the observed rainfall distributions
for selected wet and dry stations from each region
(results for other stations were found to be generally

similar). The observed log frequencies of rainfall (histogram) are compared to 500 simulated datasets of 30
years of data generated via conditional simulation from
the model, represented by 95% confidence intervals
plotted on the histogram. The model is seen to capture
the distributions well in both regions, for both the
wetter and drier stations. There is a slight bias in the
Yangtze heavy rain station between 30 and 50 mm,
where the model is overestimating days in this range,
but otherwise the emission distributions are generally
a good fit to the observed distributional nature of
the data.

2) EXTREME RAINFALL EVENTS
We investigated the model’s ability to capture extreme behavior in terms of daily amounts. The model
was not specifically designed to model extreme events
and relies solely on the tail behavior of the gamma distribution to model the extremes (we are not suggesting
to replace extreme value theory models when the extremes are the primary interest, but rather here we
evaluate one of our model’s attributes, which is its ability
to capture extreme behavior). The estimation of the
parameters of the gamma distribution tends to be dominated by the more frequent low rainfall values rather
than the much rarer extremes. We fit a generalized
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FIG. 8. (top) Estimated state sequence and (bottom) seasonality
for the Punjab network. For seasonality, the average number of
days per calendar date that fall into each state is summed over the
30-yr period.

extreme value (GEV) model to the annual maximum
rainfall at each station, using the extremes library in R,
and report the return levels of 50-yr return period
events (Furrer and Katz 2007). Figure 13 shows summaries of 500 simulations from the model as box plots,
one per station. Despite its simplicity, the model captures the extremes relatively well in the Punjab region,
although it tends to underestimate them in the upper
Yangtze basin.

c. Interannual variability
As mentioned above, the exogenous variables in the
model include 1) a station-scale, seasonal-cycle component and 2) a regional-scale, seasonal-average variable, the SAI. In this section, we evaluate the
interannual predictive skill of the model in response to
the SAI variable. In the results below, models are built
both with and without the SAI variable (for comparison
purposes), and all models include the seasonal-cycle
exogenous variable. The evaluation is carried out via
sixfold cross validation, where six different consecutive
5-yr blocks of data are held out in turn (except for the
year 1980), and the model is fit to the other 26 years of
data. For each fitted model we generate 1000 predictive
runs for each of the 5 held-out years, conditioned on
the SAI value for that year (the appendix provides a
more detailed description of how predictive runs are
generated).

VOLUME 17

Figure 14 shows the results of these conditional
predictions for the Punjab (Figs. 14a,c,e,g) and Yangtze
(Figs. 14b,d,f,h). Various predictive statistics of interest
(y axis) are shown per year (x axis) from 1981 onward,
where all statistics are computed by spatially averaging
the simulated rainfall across all stations. Figures 14a
and 14b are shown for calibration purposes and show
the annual-average rainfall when predictive simulations are generated without using the SAI input variable. The boxplots reflect the variability (from the
model) over the 1000 simulated years, where the median (50% percentile) is shown as a horizontal black
line and the 25th and 75th percentile are the lower and
upper bounds of the shaded box, respectively. The
black dots show the actual observed average rainfall
per year. The observed rainfall varies significantly from
year to year, while the model simulations (without any
interannual input) remain relatively constant in their
distribution (as one would expect, since any variation
from year to year is entirely due to sampling variability
in the simulations).
Figures 14c–h show the same type of plots, now with
the SAI variable included in the model, for three specific
metrics of interest (Hughes et al. 1999; Joshi and
Rajeevan 2006): mean daily rainfall (averaged over the
JJAS season), the count of rainfall days over 70 mm
(0.6% of Punjab days and 0.5% of Yangtze days), and
the count of dry days (77% of Punjab days and 45% of
Yangtze days). For the average rainfall metric (Figs. 14c,d)
the model’s simulations fairly accurately bracket the
observed rainfall for both the Punjab and the Yangtze,
which is anticipated given that the input is the SAI. The
model also performs fairly well for the annual number of
simulated dry days (Figs. 14g,h), for both regions. For
the 70-mm rainfall extremes (Figs. 14e,f), the model
captures some of the observed interannual variation
over the Punjab but not for the Yangtze.
Figure 15 shows results from the same simulations as
scatterplots. Each point in each plot represents the rootmean-square error (RMSE) for a particular year (again
for the rainfall averaged over stations), where for each
such year the RMSE is computed between the 1000
simulated years and observed statistic for that year. The
dots are shaded, with darker shading corresponding to
wetter years (according to the respective statistic), and
the RMSE values averaged over all years are given in
the top left of each panel. The x axis corresponds to not
using the SAI variables as an exogenous input and the y
axis corresponds to including SAI. In the case of dry-day
counts (Figs. 15e,f), including the SAI leads to a significant reduction in RMSE for most years (i.e., many of
the yearly points are well below the diagonal), particularly over Punjab. This occurs to a lesser extent for
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FIG. 9. The Yangtze basin network of stations with SAI as an input and K 5 6 states. (a)–(f) Probability of rain;
(g)–(l) mean daily intensity. The relative frequencies of the six states are 18%, 18%, 16%, 19%, 15%, and 14% for
states 1–6, respectively.

seasonal rainfall amount, and only marginally for heavy
rain days, and then for only 6 years over Punjab (cf.
Fig. 14). There is no clear correspondence between the
size of the RMSE and wetter or dryer years (dot
shading).
Figure 16 shows analogous RMSE plots, but where
each point now represents an individual station and the
averaging is performed over years to show the impact of

the SAI at each location, thus depicting the model’s
downscaling skill. For each station, the rainfall statistic is
first computed for each year of the 1000 simulations and
the observations; the ensemble mean of the simulations
is then computed, and the square of the differences is
computed for each year. The mean over years is then
taken and the square root plotted in Fig. 16. Again, the
largest impact of the SAI is seen for dry-day count, and
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FIG. 10. As in Fig. 8, but for the Yangtze basin network.

for the Punjab region, with less impact of the other
variables, especially 70-mm rain days.
In summary, Figs. 14–16 demonstrate that the GLM–
HMM with SAI of seasonal regionally averaged rainfall
does exhibit skill (in terms of reduced RMSE) at the
station level and for individual years, but that this skill is
largely limited to dry-day counts, though with some skill
for seasonal rainfall total over the Punjab. These findings are discussed further in the conclusions section.

d. Comparison to the NHMM
In this subsection we compare the model’s performance with that of an equivalent NHMM, similar to
those used by Hughes et al. (1999) and Robertson et al.
(2006). Here the NHMM estimation is Bayesian as in
the current case, but with the same two-dimensional
exogenous input used to modulate the NHMM’s transition probabilities. Here, we use the station-average

VOLUME 17

seasonality in place of the station-scale one used in the
GLM. The same number of states were used in
each case.
Figure 17 shows the NHMM’s simulation of the seasonality (Figs. 17a,b), and interannual performance of
dry-day counts (Figs. 17c,d). The seasonal cycle for the
GLM–HMM (Fig. 11) and the NHMM (Figs. 17a,b) are
quite similar for the Punjab region, but the GLM–HMM
clearly outperforms the NHMM over the Yangtze basin.
The interannual performance of the two models is very
close, with the RMSE of dry-day counts of the two
models plotted against each other stationwise in
Figs. 17c and 17d. The station averages of the RMSEs
are also given in the caption of Fig. 17 for dry-day
counts, average rainfall, and number of 701 mm days.
These again show very similar numbers for the two
models, though the GLM–HMM has a slight edge
(smaller RMSE) overall.
Table 2 shows the Markov conditional transition
probabilities of dry–dry, dry–wet, wet–dry, and wet–wet
day transitions at the station level for the NHMM and
GLM–HMM. The first row for each region gives the
probabilities from the observed data (missing observations are not included). Both the NHMM and GLM–
NHMM capture these transition probabilities reasonably well. Values for the GLM–NHMM are marginally
closer to observed than those from the NHMM, although differences are small.

e. Meteorological associations with rainfall states
The HMM is designed to represent synoptic-scale
subseasonal rainfall variability and seasonality across
the rainfall network, with interannual variability and
additional seasonality encoded via the GLM. To gain
insight into the synoptic-scale rainfall patterns associated with the states, we plot composites of horizontal
fluxes of moisture and vertical air motions, averaged
over the days assigned to each state. These diagnostics
are calculated based on NCEP–NCAR (version 1)

FIG. 11. Observed daily rainfall PDF (black), showing the seasonal cycle for (a) Punjab and
(b) the Yangtze basin. The mean fit and 95% confidence bands (gray) for 500 simulated
datasets generated from the model are shown.
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FIG. 12. Histograms of log frequency of precipitation and error bars from 500 simulated
datasets from the model.

reanalyses data (Kalnay et al. 1996) and presented in
terms of deviations (anomalies) from the JJAS climatological time averages displayed in Fig. 18. The moisture flux is integrated vertically from the surface to
200 hPa. This seasonal-average climatology exhibits a

broad moist monsoon southwesterly flux with maxima
over the Arabian Sea and Bay of Bengal, located upstream and to the south of the Punjab and Yangtze regions, respectively, together with a weaker southerly
flux from the South China Sea into China. A region of

FIG. 13. The 50-yr return levels for annual block max, from GEV model fits. There is one box
plot for each station: round markers represent observed values, box plots show the simulated
data. The middle horizontal black line is the median, the lower and upper bounds of the box
plot are the 25th and 75th percentiles, respectively.
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FIG. 14. Punjab and the Yangtze basin with observed station-average values (black dots) and
box plots for 1000 predicted station-average values from the model. (a),(b) Average annual
rainfall amount with no input; (c),(d) average annual rainfall amount with SAI as an input;
(e),(f) number of days annually with a rainfall event over 70 mm with SAI as an input; and
(g),(h) number of dry days annually with SAI as an input.

maximum climatological ascent at 500 hPa (negative
omega) is located over the Bay of Bengal, with our
rainfall networks situated on its northwest and northeast
margins.
Figure 19 shows the composite atmospheric anomalies
for the Punjab states. State 1 (wettest) shows an enhanced southwesterly moisture flux from the Arabian
Sea with a cyclonic anomaly to the north and strong
convergence and anomalous ascent over Punjab. The
main moisture source is over the Arabian Sea, even
though the path of moisture advection crosses the
northern Bay of Bengal. State 1 is most frequent
from late June to mid-September (Fig. 8) and is

representative of active monsoon conditions; Fig. 19a
can thus be interpreted as the difference between active
monsoon conditions and the JJAS seasonal average,
reflecting both seasonality as well as subseasonal phenomena (Greene et al. 2008). State 3 exhibits a rather
similar pattern, though weaker, and with less extension
to the north, consistent with the more southerly location of the largest rainfall probabilities in Fig. 7. State 2
presents a different pattern indicating a northward
displacement of the mean moisture current, while the
dry state 4 is almost a mirror image of state 1, with an
anticyclonic circulation anomaly. The emergent
mechanistic picture is that of a monsoon trough
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FIG. 15. RMSE values per year, averaging over all stations, with
(y axis) or without (x axis) the SAI input, for (a),(e),(e) Punjab and
(b),(d),(f) the Yangtze basin. The values in the top-left corner are
the RMSEs averaged over all years. Light gray to dark gray indicates light to heavy rain stations.

anomaly—either strong (state 1) or weak (state 3)—or a
northward displacement of the mean moisture current
toward the Himalayan foothills (state 2), consistent with
the HMM of Greene et al. (2008) over a region slightly
farther south.
Figure 20 shows composite atmospheric anomalies for
the Yangtze states. State 1, the wettest, is characterized
by a northward displacement of the westerly monsoonal
moisture current near 258N and broad anomalous ascent
over the Yangtze basin. States 2–4 are characterized by
regionally limited Rossby-wave-like circulation anomalies. States 2 and 4 exhibit an anticyclonic wave centered over eastern China with a southerly flux of
moisture on its westward flank, in both cases with

FIG. 16. As in Fig. 15, but for RMSE values per station, averaging
over all years.

dipolar vertical motion anomalies and ascent on the
northern flank. State 3 is a ‘‘drizzle’’ state with very
small rainfall intensity, small ascent yet relatively large
northerly moisture fluxes. State 5 is relatively wet in the
south, associated with southerly moisture flux. In summary, the state rainfall distributions in Fig. 9 are consistent with the composite moisture flux and vertical
velocity anomalies, while Rossby waves play a larger
role in explaining the rainfall anomalies in this region,
consistent with its location downstream of the Tibetan
plateau. Seasonality is weaker and the HMM component of the GLM–HMM thus largely represents this
Rossby-wave-like subseasonal variability.

6. Summary and conclusions
We have presented a new approach to multisite precipitation downscaling that differs from previous
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FIG. 17. NHMM (comparable to Figs. 11 and 16) for (a),(c) Punjab and (b),(d) the Yangtze
basin. Station-averaged seasonal cycle from the NHMM (top; details as in Fig. 11). Interannual performance of NHMM vs GLM–HMM per station, averaging over all years,
RMSE for the number of dry days with SAI as an input (bottom; details as in Fig. 16). The
station-averaged RMSEs for Punjab for the NHMM (GLM–HMM) are 5.91 (5.93), 1.13
(1.11), and 0.84 (0.81) for dry-day counts, average rainfall, and number of 701 mm days,
respectively. For the upper Yangtze the numbers are 8.31 (8.28), 1.17 (1.13), and 0.68 (0.65),
respectively.

nonhomogeneous HMMs through its incorporation of
exogenous variables as direct modifiers of the mixture of
the emission distribution at each station, rather than
using logistic regression to influence the transition
probabilities of the Markov chain. The new model
combines a weather state model (via an HMM) to capture spatial station dependencies, and generalized linear
model (GLM) to incorporate exogenous variables at a
station level (independent of the HMM state) to
downscale precipitation. Parameter estimation for the
model is performed using a Bayesian framework,
allowing (for example) the ability to average over parameter uncertainty when generating simulations from
the model.
Two illustrative applications of the model were presented for regions of monsoonal Asia, the Punjab and
upper Yangtze River basin. For each region we used two
exogenous variables as input: the seasonal-cycledependent likelihood of precipitation occurrence at
each station, and a standardized seasonal-average

rainfall amount averaged over all stations (the SAI).
The first variable provides a simple way of incorporating
seasonality at the station level, while the second allows
us to test the model’s ability to disaggregate or ‘‘downscale’’ seasonally and regionally averaged rainfall
amounts to daily sequences at the station level. These
choices are meant as simple illustrations, and the
TABLE 2. Markov conditional rainfall occurrence probabilities
pooled over stations for the observed data and for two models for
Punjab and the Yangtze basin.
Dry–dry
Punjab, India
Observed
0.676
NHMM
0.650
GLM–HMM
0.645
Yangtze basin, China
Observed
0.333
NHMM
0.272
GLM–HMM
0.272

Dry–wet

Wet–dry

Wet–wet

0.109
0.135
0.134

0.111
0.135
0.134

0.104
0.080
0.087

0.172
0.221
0.213

0.173
0.221
0.213

0.322
0.286
0.302
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FIG. 18. Climatological average vertically integrated moisture fluxes (kg m21 s21; vectors)
and pressure ‘‘omega’’ vertical velocity (mb h21; contours with an interval of 0.5 mb h21,
negative dashed) for JJAS.

predictors could be chosen separately for each station,
and vary daily if desired.
The model performance is evaluated using a large
ensemble of cross-validated daily rainfall simulations, in
terms of seasonality, daily rainfall distributions, 50-yr
return levels, and interannual variability of daily
rainfall characteristics. The model captures the marginal daily distributions well in both regions, for both
the wetter and drier stations (Fig. 12). Despite its
simplicity, the model captures the extremes relatively well in the Punjab region, although it tends
to underestimate them in the upper Yangtze basin

(Fig. 13). In terms of interannual variability, the
GLM–HMM with SAI of seasonally and regionally
averaged rainfall as a predictor is shown to exhibit
skill (in terms of reduced RMSE) at the station level
and for individual years at the regional level, particularly for the Punjab region. The skill is largest for
dry-day counts, with less skill in the seasonal rainfall
totals, and almost none in the number of extreme wet
days (Figs. 14–16).
The model’s GLM component relates the exogenous
variables to each station’s rainfall distribution expressed
as a mixture of dry-day, light rain, and heavy rain

FIG. 19. Composite anomalies of vertically integrated moisture fluxes (kg m21 s21; vectors)
and pressure ‘‘omega’’ vertical velocity (mb h21; contours with an interval of 0.5 mb h21,
negative dashed) for the Punjab states. The magnitude of the largest moisture flux anomaly for
each state is given in the top-left corner (kg m21 s21). The number of days contained in each
composite is given in the case.
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FIG. 20. As in Fig. 19, but for the upper Yangtze basin states.

component distributions via a mixture model (Figs. 1, 6).
Previous studies have found dry-day counts to be more
seasonally predictable than seasonal rainfall totals in
monsoonal climates (Robertson et al. 2009), and this is
confirmed by our results (Figs. 14–16) for the two summer monsoonal regions considered here, in the sense
that interannual variations of dry-day counts at local
scale are more closely tied to the regional SAI of seasonal total rainfall than are the station totals themselves
(Fig. 16).
The higher model skill in downscaling of rainfall frequency at local scale compared to seasonal rainfall total
can be interpreted via the higher spatial coherence of
seasonal anomalies of rainfall frequency compared to
mean daily intensity (Moron et al. 2007). The spatial
coherence given by the variance of the SAI computed
from the Punjab network is 0.30, 0.47, and 0.10 for seasonal rainfall total, dry-day count, and 70-mm wet-day
count, respectively. The numbers for the Yangtze network are 0.17, 0.38, and 0.09. Both sets of numbers are
consistent with the RMSE results in Figs. 15 and 16,
highlighting that the spatial coherence of the field dictates the ability of the model to downscale rainfall from
the regional average.
The HMM’s states represent spatial patterns of
regional-scale rainfall variability (Figs. 7a, 9a) inferred

from the daily rainfall data, while the estimated state
sequence shows their temporal evolution over the
historical period of the data (Figs. 8, 10). Over the
Punjab, the heavy rainfall state (Fig. 7a) is associated
with a pronounced monsoon trough that draws moisture primarily from the Arabian Sea (Fig. 19). Our
results provide additional confirmation of this source
region. Over the upper Yangtze, the heaviest rainfall
state (Fig. 9a) is associated with an extension to the
north and east of the monsoon current emanating over
northern South Asia, rather than the Bay of Bengal
that dominates in the climatological moisture flux
picture (Fig. 20). Other wet states over the Yangtze
highlight the role of transient Rossby wave patterns
that may be excited downstream of the Tibetan
plateau.
The estimated state sequences (Figs. 8, 10) express
synoptic-scale variability across time scales from subseasonal to interdecadal, as well as the seasonality of
rainfall within the JJAS season. In simulation mode,
however, the HMM contains no exogenous variables,
and its seasonally dependent Markov transition matrix
can only generate variability on the daily time scale. The
cases presented here encode interannual variability
solely through the regional-scale SAI variable, while
subseasonal variability is generated by the HMM. This
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distinction is used for simplicity here and could be relaxed in future work, both by allowing the exogenous
variables to encode subseasonal variability, such as associated with intraseasonal oscillations that contain
predictability, as well as allowing a nonhomogeneous
HMM component.
One of the motivations for constructing a GLM–
HMM in which the exogenous variables act only via the
GLM component (and not via modulating state transition as in the NHMM) was to test the validity of this
alternative approach. A truly surprising result of this
work is just how similar the interannual performances of
these two approaches turned out to be for the rainfall
statistics considered (Fig. 17). There are physical arguments for both paradigms of interannual climate variability. In the (loosely speaking) ‘‘linear’’ paradigm, a
separation of times scales is made between fast
‘‘weather noise’’ and slower climatic influences such as
ENSO; observed interannual variability is then assumed
to be the sum of a stationary daily stochastic process and
interannual forcing (e.g., Charney and Shukla 1981;
DelSole and Feng 2013). This directly motivates the
GLM–HMM approach. The alternative ‘‘nonlinear’’
paradigm argues that there is no separation of scales and
that interannual variability at local scale results from a
modulation of nonlinear weather regimes that form the
chaotic attractor of weather and climate variability (e.g.,
Ghil and Childress 1987; Palmer 1998). This physical
model has motivated the use of the NHMM in climate
studies of daily rainfall sequences (Robertson et al.
2004). There is indeed evidence that drought years over
India are associated with more monsoon breaks and that
these are well captured by an NHMM (Greene et al.
2008). However, for climate change downscaling, the
fixed nature of the NHMM states was found to be a
limitation (Greene et al. 2008). Thus, a combined GLM–
NHMM is advocated and this is the subject of our
current work.
There are a variety of other extensions of the model
that could be pursued. For example, the exogenous
variables in the GLM–HMM could be station specific in
order to encode additional spatial information, unlike in
the NHMM approach; as in the case of the NHMM, they
can also have higher frequency in time. The poorer results for the upper Yangtze basin may be due to the
larger size of the region or to the more complex nature
of the circulation patterns there (Fig. 9a). The ability of
the GLM–HMM to encode GLM predictors at the station scale provides the potential to include smaller
spatial (or temporal) scale information from a highresolution GCM if the latter are shown to be reliable.
Thus, there is considerable flexibility in how the GLM–
HMM approach can be used for GCM downscaling. The

model could also be extended to include an NHMM in
place of the HMM, thus allowing exogenous variables to
modulate the state transitions as well. Finally, while
gamma distributions are shown to yield quite reasonable
50-yr return levels for the Punjab case, extremes in
the upper Yangtze are less well captured, for which
heavy-tailed distributions could be included in the
mixture model.
In conclusion, the Bayesian GLM–HMM developed
and tested here shows promise as a downscaling methodology for station rainfall and has several potential
advantages compared to existing non-Bayesian NHMMs,
through explicit estimates of parameter uncertainty and
the model’s ability to modulate simulated rainfall distributions as a direct function of exogenous predictors. This
latter feature may be particularly useful in climate change
downscaling studies, where state stationarity assumptions
pose an impediment for NHMMs.
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APPENDIX
Bayesian Sampling of the GLM–HMM
In this appendix, we provide mathematical details
for constructing the GLM–HMM in a Bayesian framework. The simplest form of MCMC is Gibbs sampling
because they are simple to sample from and do
not require tuning. But Gibbs sampling requires
all posterior full conditionals to be well-known distributions. To do this type of sampling for the GLM–
HMM, we must introduce two sets of latent parameters: one set for the mixing weights of the emission
distributions Lt,s and one set for the generalized linear
modeling connecting the linear term with the probabilities Mt,s .
Precipitation amount Rt,s is modeled with a point mass
at zero d0 and a mixture of gamma distributions. We set
the first parameter of both gamma distributions, a1 5 1
and a2 5 2 (thus, the first gamma distribution is an exponential and the second is very similar to an exponential but shifted slightly away from zero to indicate
heavier rainfall). A mixture of two exponential distributions (three-parameter distribution) is claimed to be
better than a single gamma distribution (two-parameter
distribution) when modeling rainfall (Wilks 1999a,b).
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Using the BIC as a metric, we tested different numbers
of mixtures of exponential distributions and found
two to be the best for the Punjab region and two or
three to be the best for the Yangtze basin (we chose
two mixtures for our models, so as not to overparameterize). Thus, the emission distribution for
precipitation amount has a mixture of probability
density functions as follows:
Rt,s j f, a, l ; f0,t,s d0 1 f1,t,s G(a1 5 1, l1,k,s )
1 f2,t,s G(a2 5 2, l2,k,s ) ,
where f 5 ffj,t,s g ( j 5 0, 1, 2), a 5 fa1 , a2 g, and l 5
fl1,k,s , l2,k,s g. As described in section 2, the probabilities
are related to the exogenous variables and coefficients
through a link function g21 : fzt 5k,s 5 g21 (XTzt 5k,s b). For
sampling reasons, we choose g21 5 F to be a probit link
function that has properties that allow for a data augmentation approach (Albert and Chib 1993). In the
Bayesian framework, the Gibbs sampling algorithm relies on the probit form of the ordered multinomial;
however, the probit is quite similar to the logit link
function (Paap and Frances 2000).
The sampling algorithm employs two sets of latent
variables: the Lt,s 5 f0, 1, 2g categories in the GLM–
HMM are ordered no rain, light rain, and heavy rain,
respectively. Thus, the latent parameters Lt,s are the
outcome categories of the multinomial distribution
of the GLM. A second set of latent variables
Mt,s ; N[ f (x), 1] are introduced for Gibbs sampling of
the coefficients b where the mean function is linear
f (x) 5 b0,k,s 1 b1,s X1,t,s 1 b2,s X2,t,s (Albert and Chib
1993). In our model, X1,t,s is the variable for probability
of rainfall occurrence on each calendar day; it is defined
for each day of the year, which is the same for each year
and station specific. The SAI variable X2,t,s describes
annual rain and is the same for all stations. There is an
additional variable g that is used to determine the break
points between the normally distributed Mt,s variables
giving rise to the bins of the multinomial distributed Lt,s
variables. Here, the three bins denote no rain, light rain,
and heavy rain. The first break point is fixed; it can arbitrarily be set to g1 5 0 without loss of generality. For
identifiability, the model only has one unknown break
point g2 . As a note, if more bins are added, then more
unknown break point variables would be needed.
Equation (A1) shows the relationship between the latent variables Lt,s and Mt,s :
8
>
<0
Lt,s 5 1
>
:2

Mt,s , 0
0 , Mt,s , g2 .
g2 , Mt,s

(A1)
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The GLM–HMM has a conditional independence
assumption as the previous day informs the current day
through this set of equations:
T

z 5 (z1 , . . . , zT )jQ ;

P Pr(z
t51

T

t11

j zt ; Q) 5

Pq
t51

zt ,zt11

,

where qij 5 P(zt11 5 j j zt 5 i) are the transition probabilities and zt is the hidden state on a given day t. The
transition probabilities q can best be described as a
matrix where Qk 5 (qk,1 , . . . , qk,K ) is the kth row of the
transition matrix:
3 2
q1,1
q1
6 q 7 6
q2,1
6 2 7 6
7 6 .
Q56
6 .. 7 5 6
.
4 . 5 6
4 .
qK,1
qK21
2

q1,2
q2,2
..
.
qK,2

...
...
..
.
...

3
q1,K
q2,K 7
7
7
.
.. 7
. 7
5
qK,K

There is one restriction: all rows sum to one,
K
åj51 qij 5 1.
Additionally, a few parameters need prior distributions; we choose them such that the posterior full conditional distributions are conjugate, which allows for
Gibbs sampling. Noninformative or flat priors cause
improper posterior distributions in some cases. Our
priors were chosen to be somewhat informative (but
allow the data to carry most of the weight in the posterior distribution):
p(b0,k,s ) ; N(0, b0,k,s 5 9),
p(b1,s ) ; N(0, b1,s 5 3),
p(b2,s ) ; N(0, b2,s 5 3),
p(l1,k,s ) ; G(c1 5 2, d1 5 4),
p(l2,k,s ) ; G(c2 5 2, d2 5 4), and
ind

p(qk ) ; Dirichlet(ak,1 5 1, ak,2 5 1, . . . , ak,K 5 1).
Because Lt,s , Mt,s , and g2 are latent variables, they are
not given priors; their full conditional posterior distributions will be given to show their dependence on the
other parameters of the model.

Algorithm considerations
Here we present the posterior full conditional
distributions for all parameters and latent variables.
The algorithm can be implemented with a Gibbs
sampler. The algorithm is run for n 5 1, . . . , N iterations. The posterior full conditional distributions are
as follows:
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3

2

7
6qzn ,0 q0,zn Pz50 (Rt, jaz50 , lz50 ) qzn ,1 q1,zn P1 (Rt, jaz51 , lz51 )
7
6
t11
t11
, Kt21
, . . . 7;
znt j . . . ; Multi6 t21
K
5
4
å qzn ,k qk,zn Pk (Rt, jak , lk ) å qzn ,k qk,zn Pk (Rt, jak , lk )
k51

qz

t21 ,zt

t21

t11

t21

k51

t11

j . . . ; Dirichlet(ak,1 1 nk,1 , ak,2 1 nk,2 , . . . , ak,K 1 nk,K ),


T
l1,k,s j . . . ; (Iz 5k,s )G c1,k,s 1 a1 å Iz 5k IL51 , d1,k,s 1
t

t51



t

T

l2,k,s j . . . ; (Iz 5k,s )G c2,k,s 1 a2 å Iz 5k IL52 , d2,k,s 1
t

t51

t

where nk,j 5

T

å Rt,s Iz 5k IL51

t51
T

t21 5k,zt 5j

;

and

t

å Rt,s Iz 5k IL52

t51



å Iz

t2T



t

;

Mt,s j . . . ; TN(b0,z 5k,s 1 b1,s X1,t,s 1 b2,s X2,t,s , 1);
t

if Lt,s 5 0 then truncated to the left by zero,
if Lt,s 5 1 then truncated to the right by zero and left by g2 ,

and

if Lt,s 5 2 then truncated to the right g 2 ;
0

1

C
B T
M 2 b X 2 b2,s X2,t,s
1
C
B
b0,k,s j . . . ; N B å Iz 5k t,s T 1,s 1,t,s
, T
C,
A
@ t51 t
å Izt 5k 1 b0,k,s
å Izt 5k 1 1/b0,k,s
t51
t51
2
3
6 T X (M 2 b
7
2 b2,s X2,t,s )
1
6
7
1,t,s
t ,s
0,k,s
b1,s j . . . ; N 6 å
, T
7, and
T
4 t51
5
2
2
å X1,t,s 1 1/b1,s
å X1,t,s 1 1/b1,s
t51
t51
3
2
7
6 T X (M 2 b
2 b1,s X1,t,s )
1
7
6
0,k,s
, T
b2,s j . . . ; N 6 å 2,t,s Tt,s
7;
5
4 t51
2
2
å X2,t,s 1 1/b2,s
å X2,t,s 1 1/b2,s
t51

t51

g2 j . . . ; Unif(maxf0, max[M(IL51 )]g, min[M(IL52 )]) ;
f0,t,s j . . . 5 F[g1 2 (b0,z 5k,s 1 b1,s X1,t,s 1 b2,s X2,t,s )] and
t

f1,t,s j . . . 5 F[g2 2 (b0,z 5k,s 1 b1,s X1,t,s 1 b2,s X2,t,s )] 2 F(g1 2 Xt bs,k ); and
t


f0 d0
f1 G1
f2 G2
.
Lt,s j . . . ; (Iz 5k,s )Multi
,
,
t
f0 d0 1 f1 G1 1 f2 G2 f0 d0 1 f1 G1 1 f2 G2 f0 d0 1 f1 G1 1 f2 G2

1) MCMC ALGORITHM DETAILS
The algorithm implemented here is a blocked Gibbs
sampler. The MCMC chain can be started in multiple
locations to ensure that convergence is not to a local
mode. Two hundred iterations are treated as burn in and
not used to calculate posterior means; we use 2000
samples for all of the plots. However, most of the parameters’ posterior full conditional distribution become
stationary after just a few iterations.

2) MISSING DATA
It can be important to impute missing data RNA in a
time series analysis; removal of these points affects
the autoregressive nature of the model. The missing

precipitation values are treated as unknown parameters
and imputed. In the Bayesian framework, each point of
missing data is assumed to have a conditional distribution.
This creates a straightforward analysis of the temporal
dependence since during the algorithm the missing values
are imputed and updated. The posterior full conditionals
for the parameters of the model and missing values that
can be used in an MCMC algorithm are given as follows:
RNA j . . . ; (Iz*5k,s )[f0 d0 1 f1 G(a1 , l1 ) 1 f2 G(a2 , l2 )].
t

The known data are fit along with the model parameters
in the algorithm. As we learn about the unknown parameters of the distribution, the missing data are also
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learned. The result is a set of draws from the conditional
posterior distribution for each missing data point. This
way of modeling missing data accounts for our uncertainty in the true value of the missing data points,
whereas other forms of missing data imputations tend to
impute the missing data through smoothing or a single
point estimate and use that imputed value as the truth
without quantifying the uncertainty.

3) REPLICATES
We need to produce replicates (simulated years of
data) from the model (to calculate metrics like average
rainfall per state and RMSE values to assess model fit).
We can do this as one of the steps of the algorithm. First,
we calculate a new sequence of hidden states z* and draw
of all of the parameters from their posterior distributions,
and then we can draw a new set of predictive rainfall R*.
Then these replicates can be used to assess the model fit:
z*t j . . . ; Multi(qz*

t21,1

, . . . , qz*

t21,K

)

and

R* j . . . ; (Iz*5k,s )[f0 d0 1 f1 G(a1 , l1 ) 1 f2 G(a2 , l2 )].
t

We can also calculate predictive runs R~ for time periods
of the model that are not observed. This is particularly
important for cross validation; we may want to hold out a
set of observed years and compare them to the predictive
distribution. Variable X~ corresponds to the exogenous
variables for the years that are held out. We start by
drawing a sequence of states z~ for this predictive region,
and we calculate the probabilities of no rain, light rain, and
~ associated with the held-out years. Finally, we
heavy rain f
~ These
draw the predictive rainfall for the held-out years R.
draws of predictive rainfall can be compared to the actual
observed amounts for cross validation (this calculates
metrics like RMSE values for the model prediction):
z~t j . . . ; Multi(qz~

t21 ,1

, . . . , qz~

t21 ,K

),

~ T b ),
~ j . . . 5 F(g 2 b
2X
f
t,s s
0,t,s
1
0,k,s
~T b )
~ j . . . 5 F(g 2 b
2X
f
t,s s
1,t,s
2
0,k,s
~ T b ),
2 F(g1 2 b0,k,s 2 X
t,s s
~T b )
~ j . . . 5 1 2 F(g 2 b
2X
f
t,s s
2,t,s
2
0,k,s
~ T b ),
2 F(g1 2 b0,k,s 2 X
t,s s

and

~ d 1f
~ G(a , l ) 1 f
~ G(a , l )].
R~t,s j . . . ; Iz~ 5k,s [f
0 0
1
1
1
2
2
2
t
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