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ABSTRACT
In practical applications of the ensemble Kalman filter (EnKF) for ocean data assimilation, the computational burden and memory limitations usually require a trade-off between ensemble size and model
resolution. This is certainly true for the NASA Global Modeling and Assimilation Office (GMAO) ocean
EnKF used for ocean climate analyses. The importance of resolution for the adequate representation of the
dominant current systems means that small ensembles, with their concomitant sampling biases, have to be
used. Hence, strategies have been sought to address sampling problems and to improve the performance of
the EnKF for a given ensemble size. Approaches assessed herein consist of spatiotemporal filtering of
background-error covariances, improving the system-noise representation, imposing a steady-state error
covariance model, and speeding up the analysis by performing the most expensive operation of the analysis
on a coarser computational grid. A judicious combination of these approaches leads to significant performance improvements, especially with very small ensembles.

1. Introduction
Since the introduction of the ensemble Kalman filter
(EnKF) to the ocean and atmospheric modeling communities (Evensen 1994), ensemble filters have become
a very active area of data assimilation research. Their
main attractiveness stems from their accounting for the
temporal evolution of background-error covariances at
a small fraction of the computational cost and resource
requirements that a straight Kalman filter (Kalman
1960) implementation would involve. While recent
years have seen the introduction of several promising
new algorithms, especially in the realm of ensemble
square root and reduced-state filters (Pham 2001; Tippett et al. 2003; Ott et al. 2004), ensemble data assim-
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ilation applications involving the assimilation of actual
observations into production ocean or atmospheric
models are still a minority (Houtekamer and Mitchell
2005; Keppenne and Rienecker 2003; Keppenne et al.
2005).
The issues faced by production applications differ
vastly from those addressed in proof-of-concept studies
introducing novel ensemble methods. At the forefront
of these issues is the need to improve upon the performance of operational data assimilation systems while
maintaining balance relationships and estimating error
covariance distributions from a sample that is smaller
than the size of the model-state vector by a factor of
106–107. Other issues include assimilating data in the
presence of model biases, performing multivariate
analysis updating, assimilating measurements of variables that are not model prognostic variables, and accounting for model imperfections and observation errors.
This paper describes how some of the above issues
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are addressed in the National Aeronautics and Space
Administration (NASA) Global Modeling and Assimilation Office (GMAO) ocean EnKF. This EnKF applies a massively parallel multivariate analysis (Keppenne and Rienecker 2003; Keppenne et al. 2005) to
assimilate in situ and remotely sensed measurements of
the global ocean into the Poseidon, version 4 (Poseidon
V4), ocean general circulation model. It was developed
to replace the first-generation production ocean data
assimilation system (ODAS-1) in the initialization of
the GMAO production coupled seasonal forecasts. In
ODAS-1, the ocean analyses are made with a conventional temperature optimal interpolation procedure followed by a salinity adjustment to preserve the density
of water masses.
The objective of this study is the development of an
EnKF implementation that performs satisfactorily with
very small ensemble sizes. The issue of the performance
of the multivariate, time-dependent, error covariance
model used by the EnKF relative to that of a steadystate covariance model is also addressed. The impact of
initializing the ocean component of the GMAO’s
coupled forecast model with the EnKF on the coupled
system’s seasonal prediction skill will be examined in a
follow-up article.

2. Model
The Poseidon model (Schopf and Loughe 1995; Konchady et al. 1998; Yang et al. 1999) is a finite-difference,
reduced-gravity ocean model, which uses a generalized
vertical coordinate designed to represent a turbulent,
well-mixed surface layer and nearly isopycnal deeper
layers. The prognostic variables are layer thickness h(,
, , t), temperature T(, , , t), salinity S(, , , t), and
the zonal and meridional current components u(, , ,
t) and (, , , t), where  is longitude,  is latitude, t is
time, and  is an isopycnal vertical coordinate. In Poseidon V4, the sea surface height (SSH) field is diagnostic.
Vertical mixing is parameterized through a Richardson number–dependent mixing scheme (Pacanowski
and Philander 1981) that has been implemented implicitly. An explicit mixed layer is embedded within the
surface layers following Sterl and Kattenberg (1994).
For layers within the mixed layer, the vertical mixing
and diffusion are enhanced to mix the layer properties
through the depth of the diagnosed mixed layer. A
time-splitting integration scheme is used, whereby the
hydrodynamics are done with a short time step (15
min), but the vertical diffusion, convective adjustment,
and filtering are done with a coarser time resolution
(twice a day).
The model’s parallel implementation, described in
Konchady et al. (1998), uses a message passing protocol

(MPI) and a 2D horizontal domain decomposition in
which each CPU is responsible for approximately the
same number of grid cells.
The 27-layer configuration of the OGCM used here
is the oceanic component of the GMAO’s coupled
ocean–atmosphere–land seasonal prediction system.
Uniform 5⁄8° zonal and 1⁄3° meridional resolutions are
used, resulting in 576  538  27 grid boxes, of which
28% are situated over land. Thus, there are about 3.0 
107 individual prognostic variables.

3. EnKF summary
a. Algorithm
It is helpful to draw an analogy between the EnKF
and the extended Kalman filter (e.g., Analytical Sciences Corporation Technical Staff 1974), which relates
the forecast x fk and analysis x ak at time tk to the true
state at the previous analysis time, x tk1, by
T
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In Eq. (1a), M is the model operator, fk1 is the forcing
between tk1 and tk and the system noise k1, with
covariance matrix Qk1 representing the effect of
model imperfections and forcing errors between tk1
and tk. The linearization [Eq. (1b)] relates the background-error covariance matrix at tk, P fk to the analysis
error covariance matrix at tk1, P ak1. The observations
assimilated at tk, yk are related to the true state by Eq.
(1c), where Hk is the observation operator and k, with
covariance matrix Rk, is the observational error. The
Kalman gain matrix Kk in Eqs. (1d)–(1f) dictates how
the innovation vector yk  Hk(x fk) and x fk are weighted
in the analysis computation [Eq. (1e)]. The posterior P ak
is related to P fk by Eq. (1f).
The EnKF replaces the forecast error covariance step
[Eq. (1b)] with the integration [Eq. (2a)] of an ensemble of n model-state vectors x fi,k, i  1, . . . , n, which
are subject to an ensemble of system-noise representations, Ni,k1, and represent the combined effect of
model errors and forcing errors. Dropping the k subscripts, the projection HPfHT of P f onto observation
space is given by Eqs. (2b) and (2c). The operator in
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Eq. (2b) is a spatiotemporal filter applied to correct the
effect of estimating the background covariances from a
small ensemble (section 3c). Covariance localization is
crucial to proper filter behavior. A common way to
achieve it is the Schur (element by element) product (•)
of HPfHT with a compactly supported correlation matrix, C (Houtekamer and Mitchell 2001). Compact support is imposed in the representer function amplitude
calculation [Eq. (2d)] and in the analysis updates [Eq.
(2f)]. The latter step is the most expensive part of the
algorithm because the analysis update for each ensemble member i in each grid cell p requires the Schur
product of two vectors cp • ai. The qth element of the
vector cp is given by Eq. (2e), where , , and z are
compactly supported one-dimensional correlation functions [Eq. (4.10) of Gaspari and Cohn (1999)], each
associated with a specific cutoff distance, and ␦pq 
(pq, pq, zpq) contains the coordinate differences
between grid cell p and observation q. The elements of
C result from the application of the same function to
pairs of observation coordinates. It will be shown that
the cost of imposing compact support in Eq. (2f) can be
greatly reduced while minimally degrading the analysis.
The equations composing Eq. (2) are
f
a
x i,k
 Mx i,k1
, fk1
T
ENi,k1Ni,k1
 Qk1,

let the layer thicknesses adjust gradually between
analyses in response to the T, S, u, and  increments and
to the time tendencies from the model dynamics.
While Eq. (2) describes how the EnKF is used to
process in situ temperature, salinity, or current observations, the assimilation of SSH altimetry anomalies
requires that model biases (in this instance, the difference between the geoid and the slowly evolving longterm-mean model SSH field, where “long term” refers
to time scales larger than those of the assimilation experiment) be accounted for. Altimeter anomalies are
thus processed according to Eq. (3) with a biasestimation technique inspired from Dee and da Silva
(1998):
a
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Note that because multivariate covariance functions are
used, x in Eq. (2) contains the T, S, u, and  fields. Even
though h is also a model prognostic, it is related to T
and S by the equation of state which takes the form h 
f[T, S, density(T, S)]. Hence, updating h, T, and S together would likely violate the equation of state unless
the latter is included as a strong constraint. Instead, we
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In Eq. (3),
and
are the prior and posterior bias
estimates, respectively; P fb is the prior bias-error covariance matrix; and Cb is a compactly supported correlation matrix, similar to C except that the cutoff radii of
the , , and z correlation functions used to compute
it are not the same as those used to compute C. The
minus sign preceding the bias gain L in Eq. (3c) is consistent with the fact that systematic positive (negative)
innovations are indicative of a negative (positive)
model bias. After some tuning, we made the radii 3
times larger in Cb than in C. Effectively, this allows for
the presence of longer-range correlations in the bias
update [Eq. (3c)] than in the forecast update [Eq. (3d);
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TABLE 1. Wall clock time and RMS OMA difference for one analysis cycle assimilating SSH observations with 17 ensemble members
using 128 processors on a SGI Altix system. The parenthesized times include the 2-day, 17-member ensemble integration preceding the
analysis.
Coarsening ratio

1 (no coarsening)

4

16

64

Wallclock time (s)
RMS OMA (m)
Performance loss (%)

544 (1185)
0.0563
—

152 (793)
0.0563
0.153

43 (684)
0.0564
0.417

16 (657)
0.0565
0.835

Keppenne et al. (2005)]. Also, it is important that the
cutoff radii used with Cb and in Eq. (3f) be large
enough to allow the bias estimate to accumulate at every ocean grid point. Otherwise, the unbiased state estimate x f  b f would contain large unphysical gradients. Only the unbiased part of the innovation vector y
 H(x f  b) plays a role in the updates. Efficiency
considerations lead us to use the same ensemble to represent both Pf and P fb. Hence, we assume P fb  Pf,
where  is an adjustable proportionality factor. Thus, in
Eq. (3e), the vector ab of representer amplitudes used
in the bias update [Eq. (3f)] is obtained with the same
procedure [Eq. (3g)] used to calculate the ai used in the
forecast update [Eq. (3h)].
The analysis increments x ai  x fi obtained with Eq.
(2f) or Eq. (3h) are applied gradually to each ensemble
member using incremental analysis updating (IAU;
Bloom et al. 1996). While the original IAU procedure
calls for rewinding the model clock to the time of the
previous analysis before gradually inserting the increments, the cost of doing so would be prohibitive with
the EnKF. Rather, (x ai  x fi )/(tk 1  tk) is added to the
model tendencies until the time tk 1 of the next analysis. Although the application of an increment resulting
from the assimilation of past observations is suboptimal, any concerns can be easily remedied by assimilating more frequently, widening the data window, or applying the IAU over a shorter time period.

b. Analysis speedup
To speed up the analysis substantially, the n  1
vectors sTj (cp • ai) in Eqs. (2f) and (3h) and sTj (cb, p • ab)
in Eq. (3f) can be calculated on a coarse subsampled
grid and interpolated to each grid cell of the fine grid.
Table 1 lists, for various coarsening ratios, the wall
clock time requirements and RMS observation minus
analysis (OMA) difference at the observation locations
[i.e., RMS of y  H(x a)] for one analysis with a 17member EnKF on 128 Intel Altix CPUs.
A coarsening ratio of k means that the sTj (cp • ai) and
T
sj (cb, p • ab) calculations occur at every kth grid point.
All other operations take place on the fine grid. The
analysis cycle consists of a 2-day ensemble integration

taking 641 s followed by one assimilation of Ocean Topography Experiment (TOPEX)/Poiseidon (T/P) altimeter observations. Biquadratic interpolation is used to
interpolate from the coarse grid to the fine grid. The
performance loss listed in Table 1 is
a
RMS y  Hx a  RMS y  Hx fine
f
a
RMS y  Hx fine
 RMS y  Hx fine

,

where x ffine and x afine are the ensemble mean forecast
and analysis without any coarsening. Given that only
one analysis cycle is involved, x f  x ffine.

c. Background covariance conditioning
The
operator is a spatiotemporal filter. Like the
Schur product with a compactly supported correlation
function, the spatial component of attempts to compensate for the fact that the required elements of Pf are
estimated from a low-order ensemble. While the Schur
product effectively removes spurious long-range covariances, it does not effectively damp the high-frequency
short-scale oscillations that are present in low-rank error covariance estimates. The spatial component of
works similarly to a Gaussian filter to blur away these
high-frequency oscillations. Gaussian filters are commonly used in image processing to remove noise by
convolving the signal with a Gaussian. They are preferable to other forms of spatial averaging because the
filter kernel weighs nearby pixels more heavily than
remote ones. Also, they do not introduce spurious features in the power spectra of the filtered fields because
the filter response function itself is a Gaussian (Gonzalez and Woods 2002). The difference is that we base the
filter kernel on the (approximately Gaussian) compactly supported  and  functions [Eq. (4.10) in Gaspari and Cohn 1999] but use shorter spatial scales than
in Eqs. (2d)–(2f) or Eqs. (3e)–(3h). Its effect will be
shown in Fig. 4, described below.
The temporal component of is similar to the digital
filtering applied by Houtekamer and Mitchell (2005) to
remove short-time-scale synoptic noise from the background covariances. Without it, high-frequency gravity
waves can contaminate the covariances causing insta-
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bilities to be excited when successive assimilations alternately steer the model fields in opposite directions.
While the spatial component of
already attenuates
the signature of gravity waves, the performance of the
EnKF is further enhanced by the simple application of
an exponential moving average in time to the model
state vectors,
⌽
⌽
x i,k
 1  ␤ x i,k1

f
␤x i,k
, i  1, . . . , n,

4

where x i,k is the time-filtered version of x fi at model
time step k. The drawback is that while the temporal
filter is trivial to apply, it significantly raises the
memory requirements because x fi and x i are kept in
memory for each ensemble member.

d. System-noise representation
The representation of forcing errors is as first described in Keppenne et al. (2005) and is reproduced
here for completeness. The zonal, x, and meridional,
y, wind stress fields are perturbed such that the wind
stresses applied to ensemble member i at time tk are
given by
i
i
x,y
tk  x,y
tk

i
␦x,y
tk , and

i
i
␦x,y
tk  ␦x,y
tk1

␥x,y tk1i  x,y tk2i ,

5a
5b

(i)
where t (i)
k1 and t k2 are two randomly chosen dates,  
0.1 determines the amplitude of the perturbation, and
  0.2 determines its temporal autocorrelation. Basing
the perturbations on differences between actual wind
stress fields ensures their spatial coherence. The effect
of these perturbations is felt mainly in the shallowest
ocean layers.
Model errors are parameterized by perturbing each
ensemble member’s representation of vertical diffusion
of temperature and salinity, and horizontal diffusion/
friction for temperature, salinity, and currents. These
perturbations are intended to partly account for errors
in the representation of subgrid-scale processes. The
calculated contributions of these effects to the appropriate tendency equation bi(tk) for ensemble member i
at time tk are simply replaced with

b pi tk  1

␥ bitk ,

6

where  is a uniformly distributed random scalar in
[0.5, 0.5]. The application of a similar technique to
ensemble forecasting was first suggested by Buizza et
al. (1999).
Finally, a complementary perturbation term,

␦i tk 

 ␥ t

ij k

j

j,

7
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is computed daily as a linear combination of scaled
model-based empirical orthogonal functions (EOFs),
j, j  1, . . . , 32, and applied gradually to ensemble
member i using the IAU procedure. The perturbations
are applied incrementally in order not to repeatedly
introduce initialization shocks. The ij are normally distributed random numbers with variance 0.25. The j
are the leading EOFs from an ensemble of ocean model
runs forced with atmospheric forcing datasets perturbed so as to represent internal atmospheric noise
(Borovikov et al. 2005). This last component of the
system-noise model is meant to represent both forcing
and model errors. Unlike the analysis update, which
doesn’t modify the h field, this perturbation is applied
to the T, S, u, , and h fields. Because it is applied in
every model layer, this term is effective in maintaining
ensemble spread deep below the mixed layer where the
effect of the local forcing perturbations [Eq. (5)] is reduced.

4. Experimental setup
The experiments discussed in sections 5 and 6 consist
of a 65-member run performed on 400 CPUs (hereafter
EnKF-65) and of 33-, 17-, and 9-member ensemble runs
(EnKF-33, EnKF-17, and EnKF-9, respectively) on 256,
128, and 64 CPUs, respectively. All integrations span
from 1 January to 31 December 2001. In every run, the
background-error covariances are compactly supported
with zonal, meridional, and vertical cutoff distances of
30° cos, 10° cos, and 100 m, respectively, when temperature profile data are processed. When SSH data
are assimilated, the vertical cutoff distance at which
background covariances vanish is changed to 500 m.
While it seems sensible to use shorter localization scales
for cutoff radii with the smaller ensembles, in practice,
the localization scales cannot be varied much. Indeed,
the cutoff radii must be kept above a lower limit dictated by the scarcity of the in situ observations.
T/P altimeter anomaly data and in situ temperature
observations from the Tropical Atmosphere–Ocean
(TAO) array and from expendable bathythermographs
(XBTs) are assimilated in each run. Figure 1 shows the
data distribution for a typical analysis cycle (in this example the temperature assimilation corresponding to
30 June 2001 and the altimeter anomaly assimilation on
2 July 2001). The T/P data are along-track averages
processed as in Adamec (1998) and subsampled to one
measurement approximately every 70 km. The observation-error covariance matrices are approximately
Gaussian and compactly supported. For the T/P data,
an observational-error variance of 2 cm2 is assumed,
and the data error covariances are forced to vanish at a
horizontal distance of 10°. For the temperature obser-
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FIG. 1. Typical distribution of the observations processed in one analysis cycle showing (a)
the horizontal location of the TAO moorings (blue) and XBT profilers (red) assimilated on 30
Jun 2001 and (b) the location of the SSH data assimilated on 2 Jul 2001.

vations, the assumed error variance is 0.25°C2, and the
covariances are spatially white in the horizontal. Vertically, the temperature data-error covariances vanish at
a vertical spacing of 500 m, reflecting the expectation
that errors are strongly correlated within each temperature profile.
Except for EnKF-65 where the assimilation interval
is 2 days, the assimilation intervals are 4 days, but the T
and SSH assimilations are staggered, resulting in one
assimilation every other day (every day in EnKF-65).
Each time, observations from a window centered about
the analysis time are processed. The window width is 4
days in EnKF-65 and 6 days in the other experiments.
The window width limits the number of observations
assimilated on each processor and is dictated by
memory limitations.
The observational-error variance associated with
each observation is amplified by a factor exp{[(to 
ta)/10]2}, where to and ta are the observation and analysis times in days. The observational-error covariance
terms between pairs of observations are adjusted accordingly. Whenever either T or SSH is assimilated, the
other data type is processed passively for validation
purposes.

Because the T and S variability within an isopycnal
model layer is typically much less than the corresponding variability on an isobath, the ensemble is vertically
interpolated to a set of 27 isobaths at 1, 5, 10, 20, 30, 40,
50, 60, 70, 80, 90, 100, 125, 150, 175, 200, 250, 300, 350,
400, 450, 500, 600, 700, 800, 900, and 1000 m. The analyses are performed in the framework of these isobaths,
following which the assimilation increments are
remapped to the model layers where the IAU procedure is applied.
A 31 December 2000 ocean restart from a Poseidon
V4 run forced with observed winds, heat fluxes, and
SSTs, but with no data assimilation, serves as the initial
condition in each experiment. The initial ensemble is
constructed around this restart, which is also included
in the ensemble as ensemble member 0. Every ensemble member but this one is perturbed continuously
during the run. The ensemble spread grows rapidly for
about a month and then stabilizes in subsequent
months. The reason for keeping ensemble member 0
unperturbed is to have one unperturbed ocean history
for reference.
Multivariate (cross field) covariances of the observables with the T, S, u, and  model prognostics are used
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TABLE 2. RMS OMF difference for T as a function of the background-covariance time-filtering parameter  in the last 30 days of
several 17-member EnKF runs assimilating T observations.



1 (no time
filter)

0.01

0.005

0.0025

0.001 25

RMS OMF (K)

1.174

1.163

1.157

1.162

1.178

to update the prognostic variables in each grid box. The
layer thicknesses are not updated and adjust freely between successive assimilations in response to the IAU.
Bias correction [Eq. (3)] is used in the altimetry assimilation to continuously adjust the SSH climatology, but
the T, S, u, and  fields are not bias corrected.

5. Background-error covariance representation
a. Effect of preconditioning
The effect of the simple time filter [Eq. (4)] on the
observation minus forecast (OMF) statistics is shown in
Table 2 for various values of . The RMS OMF differences listed there are from the last 30 days of each of
the five 60-day 17-member EnKF runs starting 1 January 2001 and assimilating the TAO and XBT T data.
Among the different values of  tried,   0.005
(which results in the smallest RMS OMF differences) is
centered t ln(2)/ln(1  )  2.8 days in the past. As
Table 2 shows, the effect of the time filter on the OMF
statistics is irrelevant. Yet, we still apply it in EnKF-9,
EnKF-17, and EnKF-33 with the expectation that it will
lessen the contamination of the background covariances by inertial gravity waves. Because of memory
limitations, the time filter is not applied in EnKF-65.
An example of unfiltered globally supported (UGS)
background covariance from EnKF-9 is shown in Fig. 2,
where zonal and horizontal sections through the marginal Kalman gain for T corresponding to a hypothetical unit T innovation at 156°E, 0°N, 150 m on 31 December 2001 are plotted. The term marginal gain refers
to the contribution to the assimilation increment of
a unit innovation. Both long-range and high-wavenumber features are present in the covariance. While
the positive correlation with grid cells to the west of the
observation and the negative correlation with cells to
the east might be valid in a neighborhood surrounding
the data, it is unlikely that the other features have real
significance. The corresponding sections through the
globally supported marginal Kalman gain for T corresponding to a unit T innovation at the same time and
location in EnKF-33 are shown in Fig. 3a. These two
sections are compared in Fig. 3b to corresponding cuts
through the compactly supported form of the globally
supported covariance pattern shown in Fig. 2. The posi-
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tive correlation with the west and the negative correlation with the east that was already present in Fig. 2 are
apparent in the covariance from EnKF-33. Moreover,
the compactly supported covariance from EnKF-9 exhibits a significant degree of correlation with the latter.
[The correlation coefficient r is 0.613 (0.668) for the
horizontal (zonal) sections over the area shown in the
picture versus 0.509 (0.472) between the horizontal
(zonal) sections of Figs. 2 and 3a.] Hence, as intended,
the application of compact support to the background
covariances partly compensates for the fact that they
are estimated from a very small ensemble.
While the marginal gains shown in Figs. 2 and 3 already reflect the effect of the continuous application of
the time filter [Eq. (4)] in the EnKF-9 and EnKF-33
experiments, they do not involve the spatial component
of the operator. Figure 4 further illustrates the effect
of the background-error covariance preprocessing by
showing horizontal sections at 150 m through the UGS,
unfiltered compactly supported (UCS), and filtered
compactly supported (FCS) marginal T gain, which corresponds to the same hypothetical unit T innovation at
(0°, 156°E, 150 m) in EnKF-9, EnKF-17, EnKF-33, and
Enkf-65. It shows how effective the horizontal filtering
is in removing small-scale noise from the covariance
function (cf. EnKF-9 UCS with EnKF-9 FCS or EnKF17 UCS with EnKF-17 FCS) and how combining the
filter with the imposition of compact support results in
background covariances that bear similarities to those
that one would estimate from a larger ensemble.
Table 3 lists the correlations of the horizontal sections shown in Fig. 4 for EnKF-9, EnKF-17, and EnKF33 with the corresponding section through the UGS
marginal gain from EnKF-65. As expected, it illustrates
that the effect of the covariance conditioning is most
dramatic in EnKF-9.
It seems reasonable to assume that if the FCS conditioning causes background covariances from the
EnKF-9 or EnKF-17 experiments to correlate highly
with unconditioned covariances from EnKF-65, it will
have similar benefits for larger ensemble sizes. Hence,
the FCS conditioning is applied in each experiment,
regardless of ensemble size.

b. Spatiotemporal variations
Figure 5 shows equatorial Pacific zonal sections and
meridional sections at 156°E and at 155°W through the
March, June, September, and December 2001 monthly
mean temperature field from ensemble member 0 of
EnKF-33. The open circles correspond to the observation locations discussed below.
Figure 6 illustrates the spatiotemporal dependence of
the marginal gain for T for two hypothetical unit T
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FIG. 2. (a) Zonal and (b) horizontal sections at 150-m depth through the T field of the marginal
Kalman gain corresponding to a hypothetical unit T innovation at (0°, 156°E, 150 m) on 31 Dec 2001 in
the EnKF-9 run without imposing compact support. The cross mark shows the observation location. The
white area to the lower left in (b) corresponds to New Guinea.

innovations in the western (0°, 156°E, 150 m) and central (0°, 155°W, 150 m) equatorial Pacific by showing
horizontal and meridional sections at the depth and
longitude of the observation through the FCS marginal
gain from EnKF-33 on 31 March, 30 June, 30–31 September, and 31 December 2001. Temporal variations in
the zonal, meridional, and vertical elongation of the
covariance pattern are noticeable. Variations according
to observation location are noticeable, too, as the zonal
axis of the covariance pattern is more elongated in the
case of the central Pacific observation where the zonal
T gradient is more pronounced than in the western Pacific. Comparison of Figs. 5a and 5b shows that the
covariance pattern changes can be related to changes in
the ocean state. Note that the temporal evolution

shown in Fig. 5 can be confirmed by the TAO moorings. The zonal and vertical scales at both locations
lengthen as the chosen point moves from the top of the
thermocline or base of the isothermal mixed layer to
the center of the thermocline. At the top of the thermocline, the covariance scales are shorter toward the
surface. The scales lengthen as the thermocline flattens
either zonally (March–September) or meridionally
(March–June and September–December at 155°W).
Figure 7 is similar to Fig. 6a, except that it shows how
the marginal gain for S corresponding to the hypothetical unit T innovation at the western Pacific location
varies with time. Temporal changes are more important
than in the case of the marginal T gain. In each snapshot, the T datum is minimally correlated with salinity
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FIG. 3. (top) Zonal and (bottom) horizontal sections at 150-m depth through the T field of the marginal Kalman gain corresponding
to a hypothetical unit T innovation at (0°, 156°E, 150 m) on 31 Dec 2001 in (a) the EnKF-33 run without imposing compact support
and (b) the EnKF-9 run after imposition of compact support.

at observation location but positively correlated with
the S field below the observation and negatively correlated with S above it. Horizontally, the correlations are
weakest on 31 March and strongest on 31 December.
A comparison of the 31 December 2001 marginal
gains for T and S corresponding to the unit T innovation at (0°, 156°E, 150 m) in EnKF-33 and EnKF-65
(not shown) reveals that the gains from the two runs
show similar features, such as a tendency for the observation to affect the T field at depths below the observation more than above it and a tendency for the S
increments to be positive below the observation, negative above it. Multivariate (i.e., cross field) covariances
are subject to more sampling errors than univariate
(single field) covariances. Hence, the EnKF-65 and
EnKF-33 T gains, which only involve T , T  covariances, are more highly correlated than the corresponding S gains, which involve T , S covariance (r  0.908
versus r  0.724 over the area shown in Fig. 6a).

c. Sea surface height observations
Figure 8 shows how the marginal gains for T and S
corresponding to a hypothetical unit SSH innovation at
0°, 156°E vary with time in EnKF-33. Horizontal sections at 150 m and meridional sections at 156°E are
shown on 31 March, 30 June, 30 September, and 31
December 2001. The temporal variations in the T gain
are more pronounced than the corresponding varia-

tions for the T innovation at 156°E, 0°N, 150 m (cf. Fig.
8a with Fig. 6a or Fig. 8b with Fig. 7). Like the marginal
gain corresponding to the T innovation, the covariance
pattern is positively skewed toward the east on 30 September. Because compact support is not imposed along
the vertical dimension when SSH observations are processed, the marginal gains extend all the way through
the water column. Overall and with the exception of the
top 50 m on 31 December 2001, the positive SSH innovation warms the water column in a neighborhood surrounding the observation, but the skewness of the T
gain along the zonal direction changes significantly over
time. Such changes are also visible in the horizontal
sections through the S gain, but the meridional sections
through the S gain consistently show a freshening effect
above 100 m and a salting effect below.
A comparison of the marginal T and S gains on 31
December 2001 corresponding to a unit SSH innovation at 0°, 156°E in EnKF-33 and EnKF-65 shows many
similarities (r  0.903 and r  0.788, respectively, between horizontal and vertical sections through T gains).
The EnKF-65 T gain shows the same cooling effect in
the top 50 m and warming effect below 50 m that is
apparent in Fig. 8. Both horizontal sections through the
T gains also exhibit an eastward-skewed positive pattern. Both meridional sections through the S gain show
a freshening in the upper 100 m and a salting below 100
m. The correlations among the S gains over the areas
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FIG. 4. Effect of background covariance conditioning on the marginal Kalman gain for T corresponding to a hypothetical unit T innovation at (0°, 156°E, 150 m) on 31 Dec
2001 in the (top to bottom) EnKF-9, EnKF-17, EnKF-33, and EnKF-65 showing horizontal sections at 150-m depth through (left to right) unconditioned covariances, compactly
supported covariances, and horizontally filtered, compactly supported covariances.
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TABLE 3. Correlation of the horizontal section at 150-m depth
through the UGS marginal gain for T corresponding to a unit T
innovation at (0°, 156°E, 150 m) in EnKF-65 with the corresponding UGS, UCS, and FCS horizontal sections through the corresponding marginal gain in the EnKF-33, EnKF-9, and EnKF-17
experiments.

UGS
UCS
FCS

EnKF-33

EnKF-9

EnKF-17

0.364
0.515
0.632

0.458
0.583
0.698

0.673
0.749
0.770

VOLUME 136

unit SSH innovation, r  0.231 (0.108) between the
horizontal sections through the FCS T (S) gain of
MvOI-32 (not shown) and the corresponding 31 December gain from EnKF-33 (bottom of Fig. 8).
The low correlations between the steady-state marginal gain obtained when the background covariances
are estimated with the 32 EOFs used in the systemnoise representation and the flow-dependent marginal
gain obtained with the EnKF confirms that, as assumed,
the EnKF is capable of using flow-dependent information to adaptively estimate error covariances. The results of Table 4 strengthen this assumption.

shown in Fig. 8a are 0.664 for the horizontal sections
and 0.849 for the meridional sections.

6. Assimilation performance
d. Steady-state error covariance model
The steady-state variant of the EnKF to be considered in section 6 consists of replacing the deviations
x fi  x f in Eq. (2) with the ith leading EOF i already
used to generate perturbations in the system-noise
model. The T, S, u, , and SSH fields of the EOFs are
used. Only one ocean state is time stepped from one
analysis to the next. The algorithm below is referred to
as MvOI-32 because it works like a multivariate form of
optimal interpolation. As with the EnKF, the analysis is
computed along isobaths rather than in the framework
of the model layers. The i are interpolated to these
isobaths using the h field of the background state. The
procedure differs from that of Borovikov et al. (2005),
in which the ensemble of ocean states represented by
the set of EOFs is mapped to the horizontal analysis
levels before the EOF calculation. Because a large part
of the model variability along a given isobath comes
from the h field, the T, S, u, and  fields of the EOFs
used here do not provide as good a representation of
the error on a horizontal surface. Hence, MvOI-32 is
not expected to perform better than the EnKF. Still, it
is interesting to compare the two approaches because
the i are the main source of intraensemble variability
through the system-noise term [Eq. (7)].
Figure 9 shows horizontal and meridional sections
through the marginal gains for T and S on 31 December
2001 corresponding to a unit T innovation at 156°E,
0°N, 150 m when the 32 leading EOFs replace the x fi 
x f deviations. As in the EnKF, the i are horizontally
prefiltered and the background covariances are compactly supported. The sections from Fig. 9 have little in
common with the corresponding sections from EnKF33 shown at the bottom of Fig. 6. For example, over the
pictured areas, r  0.314 (0.263) between the horizontal
sections through the FCS T (S) gains corresponding to
a unit T innovation from ENKF-33 and MvOI-32. For a

In this section, the impact of the background-error
covariance representation on the assimilation performance is assessed. Results obtained with the steadystate multivariate statistics of MvOI-32 and with the
state-dependent multivariate statistics of the EnKF experiments are compared to corresponding results from
the application of steady-state univariate, Gaussian
temperature-error statistics (temperature optimal interpolation: TOI) complemented by a salinity adjustment
(Troccoli et al. 2003). Results from a control experiment without data assimilation are also shown.
All runs use the same forcing and initial condition,
but the EnKF’s system-noise representation adds forcing perturbations [Eq. (5)]. Online bias correction is
used when assimilating SSH data in the MvOI-32 and
EnKF experiments. The SSH data are referred to as
active when T/P data are assimilated and as passive
when only T is assimilated. Note that for the EnKF and
MVOI-32, the T assimilations (passive SSH) and the
SSH assimilations occur in the same run (see section 4).
The SSH climatology field of each run is initialized
with the 1993–98 time mean SSH field from a model
run without assimilation. When SSH is not assimilated
(i.e., at analysis times when T is assimilated), this climatology is used to calculate the passive OMF differences. Because data assimilation changes the model
time mean from that of the control, RMS SSH OMF
differences in the runs with assimilation are likely to be
larger than in the control unless SSH observations are
actively assimilated, and online bias correction is used
to continuously update the SSH climatology.
Because it is a diagnostic, SSH is not updated directly. Hence, SSH is only affected by the assimilation
through the effect of the T, S, u, and  increments on
the layer densities and through the subsequent layer
thickness adjustments taking place between successive
analyses as the IAU procedure is applied. Because the
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FIG. 5. (a) Zonal equatorial Pacific section, and near-equatorial meridional section at (b) 156°E, and (c) 155°W showing the monthly-mean temperature field from ensemble
member 0 of the EnKF-33 run. (top to bottom) March, September, and December 2001. The circles indicate the positions of hypothetical observations at (0°, 156°E, 150 m) and
at (0°, 155°W, 150 m).
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FIG. 6. Horizontal and meridional sections at the depth and longitude of the observation illustrating the temporal changes in the
marginal Kalman gain for T corresponding to a hypothetical unit T innovation at locations in (a) the western (0°, 156°E, 150 m) and
(b) the eastern (0°, 155°W, 150 m) equatorial Pacific. This example corresponds to the EnKF-33 run for (top to bottom) 31 Mar, 30 Jun,
30 Sep, and 31 Dec 2001.

analyses do not directly update h, for a given SSH observation, o(0, 0), | OMA |  | OMF | implies
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where all the quantities are taken at the observation
location (0, 0); K is the number of layers; b fk and bak
are the prior and posterior buoyancies, respectively, for
layer k; and  fc(ac) is the prior (posterior) estimate of
the model climatology, which includes the prior (posterior) SSH bias estimate. Note, however, that if Eq. (8)
is not satisfied, this does not necessarily imply that the
T ak and Sak are less accurate than the corresponding priors.
Table 4 shows the mean (over space and time) and

RMS OMF and OMA statistics for SSH for the control,
TOI, MvOI-32, and EnKF experiments. Because the
control processes all observations passively, its OMF
and OMA statistics are the same. Like the control, TOI
only processes SSH data passively. Yet, its OMF and
OMA statistics differ because the layer interface buoyancies change as it updates T and S when assimilating T
observations.
The mean SSH OMF of the control reflects its bias.
While this bias is apparently partly corrected in TOI
(reduction in the absolute value of the mean OMF and
OMA statistics), the correction occurs at the expense of
an increase of the RMS OMF and OMA statistics. Note
also that RMS OMA for SSH in TOI is slightly more
than the corresponding RMS OMF, meaning that Eq.
(8) (with  fc   fa) is not satisfied in this experiment.
The same goes for the T analyses in EnKF-9 and EnKF17. The fact that the RMS OMA calculation involves hf,
which will only be affected by the assimilation once the
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FIG. 7. Horizontal and meridional sections at the depth and longitude of the observation
through the marginal Kalman gain for S corresponding to a hypothetical unit T innovation at
(0°, 156°E, 150 m) in the EnKF-33 run for (top to bottom) 31 Mar, 30 Jun, 30 Sep, and 31 Dec
2001. Correlation units are used.

IAU procedure is applied following the analysis, is
partly to blame.
All EnKF experiments have more favorable OMF
and OMA statistics than the control and TOI. The
near-zero space–time mean OMF and OMA differences, regardless of whether SSH is treated passively or
actively, results from the bias-correction algorithm.
While the active and passive RMS statistics are more
favorable with each increase in ensemble size, the improvements are very minor. For example, the RMS
OMF for active (passive) SSH data in EnKF-9 is 9.2 cm
(8.9 cm). In EnKF-65, the corresponding RMS OMF

difference is 8.7 cm (7.9 cm). This indicates that the
covariance conditioning described in section 5a is indeed effective in lessening the negative consequences
of working with small ensembles.
The fact that the RMS OMF is less when the data are
treated passively than when they are treated actively is
because of the cycle of active/passive assimilation. Each
SSH assimilation is followed 2 days later (1 day later for
EnKF-65) by a passive SSH treatment (T assimilation)
and 4 days later (2 days for EnKF-65) by the next active
SSH treatment. Hence, the passive RMS OMF has had
the benefit of a more recent SSH assimilation than the
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FIG. 8. Horizontal sections at 150 m and meridional sections at the longitude of the observation through the marginal Kalman gain
for (a) T and (b) S corresponding to a hypothetical unit SSH innovation at 0°, 156°E in the EnKF-33 run for (top to bottom) 31 Mar,
30 Jun, 30 Sep, and 31 Dec 2001. Correlation units are used.

active RMS OMF. The active RMS OMA is less than
the passive RMS OMA, as expected.
Like the TOI experiment, MvOI-32 is ineffective in
improving the SSH OMF statistics over those of the
control, even with online bias estimation. This means
that the T and S corrections in this experiment do not
correct the layer buoyancies sufficiently to compensate
for the drift of the SSH climatology due to the assimilation. It is possible that an alternate set of EOFs computed directly in the framework of the isobathic analysis levels would give better results than the set used in
MvOI-32. This experiment is included to demonstrate
that the EnKF experiments are not governed by the
error-covariance information contained in the EOFs
used for the system-noise model [Eq. (7)].
Figure 10 shows the RMS OMF and RMS OMA statistics corresponding to the T observations for all the
experiments. The statistics are binned by depth and
shown for active and passive T data (SSH assimilation).
The errors (differences from observations) are maximum in the thermocline depth range in all experiments.

The maximum RMS OMF ranges from 1.97°C in the
control to 1.41°C for active T data and 1.37°C for passive T data in EnKF-33. The control is positively biased
(positive space–time mean OMF) in the upper 600 m
and negatively biased below that level. TOI is effective
in correcting the bias in the upper 500 m but ineffective
below it. MvOI-32 is more effective in this respect, but
its RMS OMF statistics show only a minor reduction
over those of the control in the upper 800 m. EnKF-9,
EnKF-17, and EnKF-33 are less biased than the control
and TOI and have more favorable RMS OMF statistics
than MvOI-32. While EnKF-33 has the best performance in terms of OMF statistics, EnKF-17 is almost as
effective. EnKF-65 is hurt by its shorter assimilation
interval and data window, which limit the increase in
ensemble spread between assimilations because of dynamics and the system-noise representation. The magnitude of the Kalman gain is consequently less than
when the forcing and error perturbations have been
applied over a longer period. The RMS OMF statistics
from EnKF-65 corresponding to all observations above

Unauthenticated | Downloaded 01/09/23 09:09 AM UTC

AUGUST 2008

2979

KEPPENNE ET AL.

FIG. 9. Horizontal and meridional sections at the depth and longitude of the observation
through the marginal Kalman gain for (a) T and (b) S corresponding to a hypothetical unit T
innovation at (0°, 156°E, 150 m) when the background covariances are estimated from the 32
leading EOFs of an ensemble integration of the Poseidon OGCM forced with data from an
Atmospheric Model Intercomparison Project ensemble integration of the Aries AGCM. Correlation units are used.

1000 m are roughly equivalent to those of EnKF-17.
Overall, EnKF-65 is also more biased than the other
EnKF experiments.
About 200 independent acoustic Doppler current
profiler (ADCP) measurements are available along the
equator at 156°E, 170°W, and 140°W for December
2001. Figure 11e is obtained by bilinear interpolation
between the monthly-mean measurements at all data
points. Figures 11a–d show equatorial Pacific u sections
from ocean restart files on 31 December 2001 in the
control, TOI, EnKF-17, and EnKF-65. With the double
caveat that Figs. 11a–d do not show monthly averages
and that the ADCP measurements are very sparse, the
TABLE 4. Global time mean (over 2001) OMF and OMA statistics for SSH in centimeters when SSH data are actively assimilated. The numbers in parentheses correspond to passive SSH
observations processed when the T data are actively assimilated.

Control
TOI
MvOI-32
EnKF-9
EnKF-17
EnKF-33
EnKF-65

Mean
OMF

Mean
MA

RMS
OMF

RMS
MA

(2.13)
(0.84)
0.43 (0.42)
0.13 (0.19)
0.09 (0.11)
0.07 (0.12)
0.07 (0.09)

(2.13)
(1.08)
1.27 (0.93)
0.22 (0.18)
0.07 (0.12)
0.06 (0.11)
0.05 (0.09)

(9.82)
(11.31)
10.91 (10.89)
9.23 (8.88)
9.01 (8.74)
8.88 (8.64)
8.72 (7.91)

(9.82)
(11.52)
10.53 (10.84)
7.93 (9.10)
7.47 (8.82)
7.13 (8.58)
6.47 (7.89)

u fields from the four restart files can be compared to
the ADCP data.
The control is fairly similar to the ADCP data except
that the 0.4 m s1 contour extends farther west than in
the data. The current maximum in the TOI is weaker
than in the control and ADCP data. Moreover, its 0.4
m s1 contour extends well below 300 m, much deeper
than in the data. Because TOI does not produce a current correction, a worsening of its currents over those of
the control is not surprising. Indeed, while the control’s
currents are in balance with its T and S fields, TOI does
nothing to maintain a similar balance as it relies on the
model to adjust the currents according to the T and S
increments. The current maximum in EnKF-17 corresponds better to the data than in TOI, but the 0.4 m s1
contour still extends too deep. Overall, although its current maximum is too diffuse vertically, EnKF-65 resembles the data more closely. The zonal current maximum of 1.1 m s1 from EnKF-65 is the same as that
from EnKF-17, but the 0.4 m s1 contour is closer to the
observations than that from EnKF-17.

7. Outlook
Ensemble data assimilation methods are generally
easy to implement, but it takes a lot of tuning to get
them to work with a high-resolution global ocean mod-
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FIG. 10. Time mean (over 2001) OMF and OMA statistics for
T (°C) when T data are actively assimilated and when they are
processed passively while the SSH data are actively assimilated.
The statistics corresponding to observations below 1000 m are
not shown because their count is negligible: (a) control, (b) TOI,
(c) MvOI-32, (d) EnKF-9, (e) EnKF-17, (f) EnKF-33, and (g)
EnKF-65.

eling system. In identical twin experiments with simple
models, generating initial perturbations by adding
white noise and compensating for the lack of ensemble
spread with covariance inflation can be effective. With
a production system, issues such as accounting for
model and observation errors, multivariate analysis updating, maintaining balance relationships between
model variables, and assimilating data in the presence
of model biases have to be addressed. An added complication is that while large ensemble sizes give improved statistical performance, the impediment of
memory and computational burden places practical
limitations on the ensemble size and model resolution.
This paper describes how some of these issues are
addressed in the GMAO ocean EnKF. Its main focus is
on how the spatiotemporal prefiltering of background-

error covariances helps to compensate for ensemble
size limitations. As the results demonstrate, the prefiltering complements the compactly supported error covariance model by removing small-scale noise contaminating compactly supported covariances estimated
from low-order ensembles.
A substantial effort went into tuning the backgrounderror covariances and in implementing an effective system-noise representation, but the observation-error
model is still fairly crude. To complete the validation of
the EnKF as a viable replacement for the conventional
analysis used in the GMAO ODAS-1 production system, a follow-up paper will present a comprehensive
assessment of its use to assimilate T, S, and SSH observations into the ocean model and will examine the impact of the procedure on the skill of coupled-model
seasonal hindcasts.
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FIG. 11. Comparison of depth-longitude u sections in the equatorial Pacific on 31 Dec 2001 in (a) the control, (b) the TOI run, (c)
the EnKF-17 run, and (d) the EnKF-65 run to (e) a December 2001
monthly average analysis obtained by bilinearly interpolating the
monthly-mean data from three ADCP profilers at 0°, 156°E; 0°,
170°W; and 0°, 140°W.
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