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ABSTRACT
This study reports on the progress toward operational weather radar data assimilation in Canada. As a first
step, the latent heat nudging (LHN) technique has been tested for a period of 1 month. It is the first time that
LHN is used across the North American continent, a domain significantly larger than that of other LHN
studies. Other novel aspects of this study include the use of a quality index associated with individual
reflectivity measurements and a discussion on matching the effective resolution of the modeled precipitation
for a reduction of the representation errors. Various verification scores indicate that LHN has a positive
influence on instantaneous precipitation rates for lead times up to 3 h. In comparison, the nowcasting of
precipitation rates by a simple Lagrangian extrapolation method yields improvements that last up to approximately 4 h. Verifications against aircraft measurements indicate small but statistically significant improvements throughout the troposphere for lead times up to 24 h.

1. Introduction
This article reports on the assimilation of reflectivity
measurements from weather radars through the adjustment of latent heating in the model. Weather radars
operate by transmitting pulses of electromagnetic waves
and measuring the characteristics of the signal that is
backscattered to the instrument. The equivalent reflectivity factor, here ‘‘reflectivity’’ for short, is related to
the intensity of the returned signal (Doviak and Zrnić
1993; Fabry 2015). For many practical applications,
reflectivity is considered as a proxy for precipitation
without too much consideration for its quantitative
meaning. Precipitation has such a large influence on
human activities that even this informal interpretation
of reflectivity is of high value. To a forecaster, an animated map of radar reflectivity conveys precious information on the location of precipitation, the presence
of convection, its state of development, and its displacement velocity. This information is valuable enough
that relatively simple extrapolation algorithms (Germann
and Zawadzki 2002; Turner et al. 2004; Ruzanski et al.
2011; among others) are used to predict the occurrence of
precipitation at very short lead times.
For some applications, however, the quantitative nature of reflectivity must be taken into account. One such
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application is data assimilation. In this context, radar
reflectivity is a challenging observation. Errico et al.
(2007) enumerate the factors making this measurement
difficult to assimilate. Chief among them is the highly
nonlinear nature of the equations governing the evolution of clouds and precipitation. In the variational context, these nonlinearities have been addressed by use of
various simplifying assumptions. Some have considered
only warm rain processes (Sun and Crook 1997, 1998;
Chung et al. 2009) or used ‘‘linearized’’ physical parameterizations for the derivation of adjoint equations
[as discussed in section 4c of Errico et al. (2007)]. It must
also be noted that the parameterization of microphysical
processes (explicit or not) are subject to errors, which
can lead to systematic differences between the simulated
and the observed atmosphere.
The statistical distribution of microphysical quantities, usually non-Gaussian and bounded at zero, complicates the assimilation of radar reflectivity. Because of
this, the assimilation is sometimes restricted to the locations where precipitation is both simulated and observed (Lopez 2011).
When the assimilation is performed in an ensemble
context (such as with the ensemble Kalman filter), the
strong nonlinearities manifest themselves as a weakening of the spatial correlations being estimated. Significant reductions of the correlation lengths in the presence
of convection have also been documented (Chung et al.
2013; Jacques and Zawadzki 2015).
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The very nature of reflectivity measurements1 imposes
a high degree of uncertainty to any forward operator
formulation. Yet another factor complicating the assimilation of radar reflectivity is the domination of the
measured signal by high-energy/small-scale phenomena
such as convective plumes/bubbles. These features are
not well captured in background estimates, which make
them somewhat incompatible with the observations.2
Finally, other issues such as beam propagation, calibration, and contamination by nonmeteorological targets
complicate the matter.
Despite all these difficulties, radar reflectivities are
assimilated by a number of operational centers. Of
note is the operational assimilation of accumulated
precipitation over the contiguous United States in
the 4DVAR assimilation system operated by the
European Centre for Medium-Range Weather Forecasts (ECMWF; Lopez 2011). An interesting contribution of this work is the demonstration that long
accumulation periods (6 h) alleviate the problems associated with nonlinearities and improve the validity of the
approximations made in the adjoint model. ECMWF’s
assimilation of reflectivity with 4DVAR followed a
previous effort using a 1D14DVAR approach (Lopez
and Bauer 2007). A similar technique was adopted
at Météo-France (Wattrelot et al. 2014), which
implemented a 1D13DVAR system. In this system,
vertical profiles of moisture are first inferred from reflectivity using a Bayesian approach. The recovered
moisture is then assimilated, along with other measurements, using 3DVAR. Recently, this technique has
been used in a proof-of-concept study toward multinational radar data assimilation in Europe (Ridal and
Dahlbom 2017).
If one is willing to use less formal, indirect techniques, the assimilation of reflectivity becomes much
easier. To this end, a number of ‘‘diabatic initialization methods’’ [listed by Sun et al. (2014)] have been
proposed. In this framework, temperature and/or
moisture is modified for a better match between the
observed and modeled precipitation. For example,

1
In rain, reflectivity is related to the sixth moment of dropsize distributions (Doviak and Zrnić 1993) and can be associated to water content through various Z–R relationships
(e.g., Battan 1973). In the presence of ice crystals, aggregates,
and melting particles, the situation is more complicated, and
relationships with water content become more uncertain
(Fabry 2015).
2
Even at resolutions that allow the representation of convective plumes/bubbles by the models, their low predictability makes it very difficult to obtain background estimates
where the convection is collocated (in time and space) with
radar observations.
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Wang et al. (2014) propose a technique where moisture is adjusted based on reflectivity observations. In
the Rapid Refresh (RAP) and the High-Resolution
Rapid Refresh (HRRR), latent heating is prescribed
by 3D reflectivity observations at the beginning of
forecasts (Weygandt and Benjamin 2007; Weygandt
et al. 2008; Alexander et al. 2017).
Of all diabatic initialization techniques, latent heat
nudging (LHN; Wang and Warner 1988; Manobianco
et al. 1994; Jones and Macpherson 1997) is probably the
most popular method for assimilating radar reflectivity
in operational systems. It has been used operationally
at the Met Office since 1996, and it has been well
documented (Dixon et al. 2009; Ballard et al. 2016;
Simonin et al. 2017). Similarly, LHN has been operational at Deutscher Wetterdienst (DWD) since 2007
(Stephan et al. 2008). LHN has also been used for
research (Davolio and Buzzi 2004; Leuenberger and
Rossa 2007).
While Canada has a long history of research in the
field of radar meteorology (Douglas 1990) and has been
operating a network comprising C-band and S-band
Doppler radars since the 1990s, these measurements
have never been assimilated operationally.
Two reasons motivate the present effort toward the
operational assimilation of radar data. First is the planned transformation of the current Regional Deterministic Prediction System (RDPS; Caron et al. 2015) into a
continuously cycled system operating at the convective
scale. In a continuously cycled system, forecasts are
initialized with previous analyses from the same system.
This allows for short spinup times for precipitation. In
this context, it becomes desirable to assimilate radar
data to improve short-term precipitation forecasts.
Second is the renewal of the Canadian radar network,
where C-band radars are being replaced by polarimetric
S-band radars. The new instruments will allow for
higher-quality data and the measurements of Doppler
velocity at ranges of 240 km (compared to 112 km for the
current C-band radars). The present study lays the
foundation that will allow us to use the new radars to
their maximum potential.
LHN was chosen as a first step toward radar data assimilation in a Canadian system. It is relatively simple to
implement and can be run at low additional cost to the
existing assimilation system. LHN also offers reasonable
performance, compared to other assimilation methods
(Sun 2005; Wilson et al. 2010; Sun et al. 2014; Bick et al.
2016). Irrespective of the approaches that may be tested
in the future, it will be relevant to conduct comparisons
against the LHN system developed here. Finally, the
data infrastructure that is put in place for LHN will also
benefit other radar data assimilation projects.
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While this study reports on the implementation of a
known method in an operational system, it also pursues
the following research objectives:
d

d

d

d

One hypothesis being tested is whether applying LHN
over a large domain could result in improved precipitation forecasts for durations longer than a few hours.
To this end, radar measurements from Canada, the
continental United States, and Alaska have been assimilated. It seems reasonable to suppose that applying
LHN on this continental-scale domain could improve
the large-scale atmospheric flow, which would lead to
longer-lasting improvements to precipitation forecasts.
Two aspects of this hypothesis are investigated:
d First, we verify the skill of precipitation forecast as a
function of lead time. This is done using conventional approaches and scale-decomposition techniques. Such decompositions allow us to assess the
scales upon which LHN act and the rate at which
skill decreases as a function of scale.
d Second, we examine how LHN influences the largescale atmospheric flow. This is done through the
verification of dynamic variables such as wind and
temperature throughout the atmospheric column.
The representation errors associated with radar reflectivity are explicitly acknowledged and accounted
for. These errors are minimized through the processing of radar observations for a better correspondence
between the effective resolution of modeled precipitation and that of the measurements.
A few modifications are made to the original approach
of Jones and Macpherson (1997). These modifications
contribute to the incremental advancement of knowledge related to this technique.
d First is the use of an observation-based qualitative
quality index to modulate the intensity of LHN at
each model grid point.
d Second is the determination of ‘‘initiating profiles’’
whose purpose is to stimulate the model in generating
precipitation where it is observed but not simulated.
Finally, the performance of LHN is compared to that
of simple extrapolation nowcasts.

While not a research objective in itself, another
unique aspect of this work is the application of open
software for the decoding, quality control, and compositing of radar data at the continental scale.
This paper is organized as follows. The observations
are discussed in section 2. The assimilation system
is then portrayed in section 3, followed by a step-bystep description of the LHN algorithm in section 4.
The MAPLE algorithm used to obtain the extrapolation nowcasts is outlined in section 5, while section 6
discusses the verification of forecasts. The results are

FIG. 1. Domains used for the integration of the RDPS, the
2.5-km radar composites, the computation of Haar wavelets, and
the upper-air forecast verifications. The radar coverage is indicated
in light blue shadings.

discussed in section 7, and concluding remarks are found
in section 8.

2. Observations
The product assimilated in this study consists of radarinferred precipitation rates on the 10-km RDPS grid
(shown in Fig. 1). This section describes the process by
which the reflectivity measurements from many radars
(available in spherical coordinates) are transformed into
precipitation rates on a two-dimensional Cartesian grid.
This transformation is performed in two distinct steps.
The first step, described in section 2a, consists of
instrument-based processing where the measurements
from all the available radars are quality controlled and
combined on a continental-scale grid. The outcome of
this step is an intermediate 2.5-km reflectivity composite
where each pixel is assigned a quality index indicating
the level of confidence for this measurement.
The second step, described in section 2b, consists of
model-based processing. During this process, the intermediate 2.5-km reflectivity composites are converted
to precipitation rates on the 10-km model grid. It is these
precipitation rates, along with the associated quality
indexes, that are used in the assimilation.

a. Instrument-based processing
Weather radar data from three sources are used in
this study:
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1) Environment and Climate Change Canada (ECCC)’s
weather radar network consisting of 30 C-band Doppler radars. Data are acquired using a 10-min cycle that
starts with a 24-sweep volume containing only uncorrected reflectivities (i.e., no Doppler signal processing). Maximum range is 256 km, with a resolution
of 1 km in range and 18 in azimuth. This first volume is
followed up by three dedicated sweeps where both
reflectivity and radial wind velocity are measured. For
these sweeps, the maximum range is 112.5 km, with a
resolution of 500 m in range and 0.58 in azimuth.
2) McGill University’s S-band dual-polarization radar
located west of Montréal. While this is a radar
designed and used for research purposes, it is run
operationally to contribute data to ECCC’s network. For this radar, the maximum range is 480 km,
with a variable resolution in range (1–4 km) and 18
in azimuth.
3) The U.S. Next Generation Weather Radar
(NEXRAD) network of S-band dual-polarization
radars. The ‘‘level II’’ product from all the radars
in the contiguous United States and Alaska has been
used for this study. Data are generally acquired
with a cycle of around 6 min. The maximum range is
458 km, with a resolution of 250 m in range and 0.58 in
azimuth. In this study, NEXRAD data have been
used to a maximum range of 250 km.
The software framework for applying quality controls
and generating composite (mosaic) products is the
BALTRAD3 toolbox (Michelson et al. 2018). The
2.5-km reflectivity composites are obtained by first
harmonizing all polar data to a common file format
(in this case, ODIM_H5; Michelson et al. 2014) and
then combining data from the different radars onto a
common grid.
Decoding the proprietary IRIS format of the Canadian
data and the in-house format of the McGill radar required
that new functionality be added to the BALTRAD
toolbox. The NEXRAD data were decoded using functionality found in Py-ART software (Helmus and Collis
2016).
While the data are converted from one format to another, various quality controls are also applied. These
quality controls each define a quality indicator on the
same polar grid as the sweep of data and, in most cases,
also correct the reflectivities. The value of the quality
indicator ranges between 0 (lowest quality) and 1
(highest quality). In this study, a combined ‘‘total

3
The name BALTRAD originates from the fact that it was developed to network weather radar data in the Baltic Sea region.
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quality’’ indicator is used in the compositing algorithm,
the assimilation process, and the verification of results. It
is thus worthwhile to describe the quality-control processing chain from which it originates:
1) An ECCC in-house algorithm is applied to the data
from the Canadian network. This step is necessary
since the 256-km Canadian data are effectively nonDoppler reflectivities with significant clutter contamination. The decluttering algorithm combines the
256-km non-Doppler data with the shorter-range
(112.5 km) Doppler data and vertical structure analyses to yield a lowest sweep of quality-controlled
reflectivity.
2) A hit-accumulation clutter filter is also applied to the
data from the Canadian network. With this filter,
echoes are removed if their monthly frequency of
occurrence exceeds 60%. Such polar bins are marked
with the ‘‘no data’’ special value, and the corresponding quality indicator is set to zero. The ‘‘no data’’
special value is used to represent areas that have not
been radiated.
3) The identification and removal of nonprecipitation
echoes is performed according to Peura (2002). This
algorithm identifies biometeor targets (birds, insects), speckle, and external emitters (e.g., radio
interference). These echoes are assigned the ‘‘undetect’’ special value with a quality indicator set to
the estimated probability of the echo being nonprecipitation. The ‘‘undetect’’ special value represents areas that have been radiated but that have not
produced detectable echoes.
4) Beam-blockage identification and correction is performed using the GTOPO30, a ;1-km global digital
elevation model produced by the U.S. Geological
Survey.4 While the measurements with partial
blockage up to 60% are corrected, those with
blockage exceeding 60% are assigned the ‘‘no
data’’ special value. For this quality control, the
quality index is set to the estimated percentage of
beam blockage.
5) Conventional attenuation correction is performed
according to Osródka et al. (2014). The quality index
for this quality control diminishes for stronger pathintegrated attenuation.
6) The algorithm by Osródka et al. (2014) assigns a
quality indicator that describes the decrease in data
quality that occurs as the radar beam broadens with
increasing range. This algorithm is only descriptive
and does not correct reflectivities.

4

See https://lta.cr.usgs.gov/GTOPO30 for more information.
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Each of the above quality controls comes with its own
quality descriptor. For the purposes of this study, a single quality metric value per polar bin is desired for the
reflectivity composites. A ‘‘total quality’’ indicator is
therefore defined according to Osródka et al. (2014).
This metric is defined as the minimum quality among
those determined in the beam blockage, attenuation,
and beam broadening steps outlined above.
The processing of input polar data in this way and
using the BALTRAD toolbox is already being performed in Europe (e.g., Ridal and Dahlbom 2017).
Noteworthy for our study, however, besides the application of the processing and data quality framework
with North American data, is that the quality controls
have been used aggressively to suppress as much nonprecipitation information content as possible. This
comes at the price of rejecting some real precipitation
echoes, but the nature of the LHN approach makes the
consequence of assimilating contaminated pixels much
more detrimental than the incorrect representation of
actual precipitation as ‘‘no data.’’
After the processing of polar data from each radar, the
reflectivity composites are generated every 10 min on
the 2.5-km grid shown in Fig. 1. The higher resolution of
the composites relative to the 10-km resolution of RDPS
was selected to accommodate future assimilation projects
at higher resolution. In generating the composite, data are
selected directly from the input polar volumes with no intermediate steps. The basic product being composited is a
pseudo–constant altitude plan position indicator (CAPPI)
at an altitude of 1 km. In locations where measurements
from more than one radar are available, the selection criterion for choosing the input polar data is maximum data
quality, as represented by the ‘‘total quality’’ field.
The reflectivity composites are written to the same
ODIM_H5 file format as the polar volumes and contain
both uncorrected and quality-controlled reflectivities.
They also contain all the quality indicator fields that
have been carried over from polar to Cartesian space.
Figures 2a–c show the impact of the quality controls
being applied as well as the total-quality index (subsequently referred to as ‘‘the quality index’’) associated
with this composite.

b. Model-based processing
Before the assimilation is undertaken, the 2.5-km
composites of radar reflectivity (in dBZ) are converted
into precipitation rates (in mm h21) on the 10-km RDPS
grid. The purpose of this transformation is twofold: first,
it simplifies the implementation of the LHN algorithm
within the atmospheric model. Second, and most importantly, the interpolation to the coarser grid is adjusted to reduce the magnitude of representation errors

FIG. 2. Example of a reflectivity composite (valid at 0600 UTC
8 Jul 2014) (a) without and (b) with quality control being applied.
Gray shadings indicate ‘‘no data’’ observations. (c) The quality
index associated with each radar measurement. Values of zero
appear in white.

[as described by Janjić et al. (2017)] between the observed and simulated precipitation.
Both the unit change and averaging are performed
using


nj

å

Rmm h21 5

j51

wqi
j

10(dBZj /16)
27:4248

nj

å

j51

#
;

(1)

wqi
j
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where dBZj represents the individual radar reflectivity
measurements (j 5 1, 2, . . . , nj) contributing to a given
average. The quantity wqi
j represents the quality index
(discussed in section 2a and illustrated in Fig. 2c) associated with dBZj .
The bracketed part of this equation represents the
conversion of radar reflectivities into precipitation rates.
The coefficients used for this conversion are obtained by
considering that

dBZ 5 10 log10


Z
,
1 mm6 m23

(2)

in combination with the well-known Marshall and
Palmer (1948) Z–R relationship
Z 5 200R1:6 ,

(3)

with Z expressed in units of mm6 m23.
Because of the large domain used in this study, the
reflectivity composites encompass a number of different
climatic regions and usually contain precipitation from
many types of weather phenomena. It is therefore unlikely that the simple Z–R relationship of Eq. (3) will be
appropriate everywhere and all the time. Nevertheless,
this relation was used in this first attempt at radar assimilation. This choice, motivated by simplicity, allows
LHN to stimulate precipitation in the right location and
with approximately the right intensity.
In Eq. (1), the weighting of radar measurements by their
associated quality index increases the influence of ‘‘good’’
observations in the resulting average. It also ensures that
‘‘no data’’ observations (which are associated with a quality
index of zero) have no influence on the result. To ensure
some consistency in the averaged product, it was required
that a minimum of nine radar measurements with a quality
index greater than 0.1 be available. If this criterion was not
met, the average was marked as ‘‘no data’’ and given a
quality index of zero. Further, to remove speckle, it was
required that at least nine pixels have reflectivities greater
than 15 dBZ for the average to be computed. Otherwise,
the average was assigned a value of ‘‘undetect.’’
The quality indexes are themselves carried through
the averaging process using
nj

wqi 5

å (wqij )

2

j51

.

nj

å

j51

(4)
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The problem is to interpolate the 2.5-km radar measurements (the blue grid in Fig. 3a) onto the 10-km
RDPS grid (in orange). In the context of data assimilation, it is desirable to smooth radar observations to remove the small-scale features that are present in the
measurements but that the model is incapable of representing. It is known (Skamarock 2004; among others)
that the effective resolution of atmospheric models is
lower than the resolution of their grids. Because of this,
the radar measurements need to be averaged over an
area larger than the 10-km grid tiles.
The effective resolution of the RDPS’s instantaneous
precipitation fields was quantified by their spectral
density as defined by the discrete cosine transform
(Denis et al. 2002). The blue line in Fig. 3b represents
the average spectrum (for the month of July 2014) of
the simulated precipitation rates. We can see that this
spectrum departs from a power law for wavenumber
greater than 50. This indicates the model’s limitations at
forecasting features down to the scale of its grid size. In
comparison, the spectrum of radar composites mapped
to the model grid using a nearest-neighbor interpolation
(the gray line in Fig. 3b) behaves as a power law down to
the smallest scales.
To obtain radar data with a spectrum comparable to
the model’s precipitation rates, a boxcar-type filter was
used to select the measurements that would contribute
to a given average. All the radar observations located
within a certain radius from the center of each model
tiles are selected for a given average. The blue shadings
in Fig. 3a illustrate the radar measurements that are
located within a 12-km radius from the center of a 10-km
model tile.
From a series of tests, it was determined that this
12-km radius yielded the precipitation spectrum that
best matched that of simulated precipitation rates. This
is illustrated in Fig. 3b, where the spectra associated with
radius of 10 km are also shown.
A side effect of the smoothing process is to change
the intensity distributions of precipitation. Compared
with precipitation rates estimated from the 2.5-km
reflectivity composites [using Eqs. (2) and (3) and shown
in Fig. 3c], the smoothed precipitation rates on the
10-km grid (Fig. 3d) have smaller intensities. Interestingly, we observed that the smoothing process made the
distributions of intensities (not shown) more similar to
those of the model.

wqi
j

Now that the unit conversion has been covered, we give
some details on the process by which the radar measurements [the dBZj of Eq. (1)] are chosen for a given average.

3. Assimilation systems
The assimilation experiments were conducted in the
RDPS described by Caron et al. (2015). This system
operates at a resolution of 10 km on a domain that
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FIG. 3. Processing of radar composites before their assimilation. (a) The 2.5-km radar composites (blue grid)
are smoothed and interpolated to the 10-km model grid (orange) by averaging all valid measurements within
a radius of 12 km (blue shading). (b) The 2D power spectrum of the modeled precipitation rates (light blue)
and radar precipitation rates obtained with averaging radii of 10 and 12 km (green and red, respectively).
A radius of 12 km provides the best match with modeled precipitation. The power spectrum of radar composites obtained using nearest-neighbor selection is also shown (gray) for comparison. (c) Precipitation rates
inferred from a 2.5-km BALTRAD reflectivity composite vs (d) the same data smoothed on the 10-km
model grid.

extends over most of North America and surrounding
waters (Fig. 1). All nonradar data are assimilated using
a four-dimensional ensemble–variational (4DEnVar)
approach with a 6-h assimilation window. The RDPS
receives its boundary conditions from the Global Deterministic Prediction System (Buehner et al. 2015).
Both the RDPS and its global counterpart have 80
staggered vertical levels that extend to 0.1 hPa. Deep
and shallow convection are parameterized using the
Kain–Fritsch (Kain and Fritsch 1990, 1993) and the Kuo
transient (Bélair et al. 2005) schemes, respectively. The
Sundqvist (1978) scheme is used for parameterizing
condensation, while the MoisTKE boundary layer
scheme (Bélair et al. 1999) is used for vertical diffusion.
The version of the RDPS used here differs from that
described by Caron et al. (2015) in that it is a continuously cycled system in which the analysis increments are
applied using an incremental analysis update (IAU; Lee
et al. 2006). Figure 4 illustrates the data flow during the

continuous cycle. For each assimilation cycle, the initial conditions (ICs) and background estimates (blue
arrows) are provided by the previous forecast. The
4DEnVar assimilation system combines information
from the background and all the nonradar observations
to generate hourly analysis increments (gray arrows)
during the assimilation window. These analysis increments are then applied using IAU during a 6-h period
(pink boxes) from 23 to 13 h from the center of the
assimilation window.
In the RDPS, the control vector of the analysis includes temperature, horizontal components of the wind,
log of specific humidity, and surface pressure. To reduce
the spinup time after each analysis, other physical variables such as cloud contents and kinetic turbulent energy are ‘‘recycled’’ from the background state and used
as initial conditions. This recycling reduces the spinup
time and prevents issues such as the underestimation of
precipitation, documented by Jacques et al. (2017a).
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FIG. 4. Continuous cycle of the RDPS. A previous forecast (black arrows) provides the ICs
for a new forecast as well as the background estimates (blue lines) for the 4DEnVar data
assimilation. The analysis increments (gray arrows) produced by the assimilation system are
then applied to the new forecast using IAU. It is during this 6-h period (pink boxes) that LHN
is applied.

The assimilation window (pink boxes) is also when
LHN is applied.5 In this study, results will be presented
both during the assimilation window and during the
‘‘free’’ forecast that follows.
To save on computational costs, LHN experiments
have been performed offline. This means that the continuously cycled RDPS had already been integrated and all
the necessary ICs and analysis increments saved on disk.
With this setup, unmodified reruns (i.e., without LHN)
reproduce the original forecasts to machine precision.
LHN was tested by reintegrating the 0000 and
1200 UTC forecasts during the month of July 2014.
This time span, combined with the size of the assimilation domain, allowed LHN to be tested on a broad
range of summertime weather phenomena including,
but not limited to, land–sea breeze convection, scattered showers due to cumulus development, frontal
weather systems, and terrain-induced precipitation.
In this study, no distinction is made among these different weather types.

4. Nudging algorithm
The LHN algorithm, that was implemented for this
project, is similar to the one described by Jones and

5
While LHN and IAU adjustments are applied during the same
period, the two processes are independent from one another.

Macpherson (1997). The technique relies on the assumption that the precipitation rates at the surface are
directly proportional to the integrated latent heat release
in the column above. At a resolution of 10 km, this assumption is expected to be valid (Stephan et al. 2008). To
force a better correspondence between the precipitation
rates generated by the model (PRmodel) and the precipitation rates observed by the radars (PRradar), the
LHN algorithm modifies the vertical profiles of temperLHR
such that
ature tendencies due to latent heat release T_
PRradar _ LHR
b
LHR
,
T_ model ’
T
PRmodel model

(5)

with the hatted quantity representing the latent heating
rates after the application of LHN. Throughout this article,
only instantaneous precipitation rates are considered.
Because of various tuning parameters described below, it is easiest to express the action of LHN as an adjustment being added to the latent heat release already
present in the model:
b
LHR
LHR
LHR
T_ model 5 T_ model 1 T_ adjust .

(6)

LHR
This section describes how T_ adjust is defined depending
on the situation.
Figure 5 illustrates the decision tree being followed
for the application of LHN at each grid point. First, the
algorithm determines whether LHN must be applied.
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FIG. 5. Decision tree of the LHN algorithm.

As indicated in Fig. 4, LHN is only applied during a 23
to 13 h window6 and where valid radar measurements
are available. A given radar measurement is considered
valid if its quality index is greater than 0.1. The rest of
the decision tree depends on the occurrence of simulated and/or observed precipitation.
d

d

In the trivial case where both the modeled and radarinferred precipitation rates are ,0.1 mm h21, nothing
is done.
When the model generates precipitation but none is
observed, the temperature tendencies due to latent heat
release are reduced by a constant factor wr such that
LHR
LHR
T_ adjust 5 wqi (wr 2 1)T_ model .

d

LHR
LHR
T_ adjust 5 wqi (Rratio 2 1)T_ model ,

6
LHN is not applied during the first 15 min (three model time
steps) of model integration to allow ‘‘spinup’’ of precipitation.

(8)

with

(7)

For our system, it was found that wr 5 0:5 worked well.
As suggested by Stephan et al. (2008), latent heating
rates are only modified where they are positive. The
quantity wqi comes from Eq. (4). It modulates the

intensity of nudging as a function of the quality of
the measurement being used. Because the quality index
becomes smaller with range, the presence of wqi in Eq.
(7) creates a smooth transition between the nudging
applied within radar coverage and the unaffected areas
elsewhere. An appreciation for the diminishing quality
indicator with range can be obtained from Fig. 2c.
Where the observed and simulated precipitation
rates .0.1 mm h21,

Rratio 5

d

PRradar
.
PRmodel

(9)

To limit possible model shocks caused by strong
adjustments, Rratio is not allowed below 0.5 or above 2.
Finally, there is the more problematic case of grid
points where precipitation is observed by the radars
but is not simulated by the model. When this happens,
there are no latent heating profiles to be scaled, and
the above equations cannot be used. In such cases,
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FIG. 6. ‘‘Initiating profiles’’ (in red) used to warm the atmosphere where the radar indicates
that the model should be generating precipitation. These profiles vary depending on the
precipitation rates and are based on the latent heating rates observed in the model (in gray).

Jones and Macpherson (1997) proposed to use the
latent heating profile of a neighboring grid point with
precipitation. In the RDPS, this approach lead to
artifacts in the precipitation fields; the neighboring
profiles chosen by the LHN algorithm differed from
one computational tile to the next, which caused
discontinuities at the boundary of the tiles.
Additional MPI communications would have eliminated this problem at the expense of higher computational costs. To avoid these costs, we chose to use
predefined ‘‘initiating’’ profiles to stimulate the model
in generating precipitation where it is observed but
not simulated.
To construct these initiating profiles, we first examined the vertical profiles of temperature tendencies due
to latent heating as a function of the simulated precipitation rates at the ground. Figure 6 shows a number
of such profiles (thin gray lines) as a function of height
(hPa) and for different intervals of precipitation intensities. Six precipitation categories have been used: the
five bins shown in Fig. 6 and an additional .50 mm h21
category that is similar to the 25–50 mm h21 interval.
In general, these profiles exhibit a great amount of
variability. However, there is some commonality in
the latent heating profiles associated with different
precipitation categories. For example, Fig. 6 shows
a clear relation between the maximum intensity of
heating and the intensity of surface precipitation.
Further, if we choose to examine only the latent
heating profiles that exhibit the most low-level heating

(which should be indicative of the early stages of
precipitation development), then the profiles become
much more similar to one another. To illustrate this,
five profiles exhibiting low-level heating have been
highlighted in blue for the 6.12–12.50 mm h21 interval.
After such selection, smooth and strictly positive profiles (the red curves of Fig. 6) that are representative of
low-level heating were extracted visually. These profiles were used for all forecasts in this study.
A sensitivity experiment was conducted to alleviate
the concern that these artificial profiles could be
detrimental to the forecasts. Thirty days of LHN
forecasts were performed with the intensity of the
initiating profiles set to 0.75, 1.0, and 1.25 times those
illustrated in Fig. 6. Following the same verification
methodology as in section 6, it was found that the
forecasts obtained with 1.0 times the amplitudes
shown in Fig. 6 performed best.
Figure 7 illustrates the inner workings of the LHN
algorithm. Different colors are used to show which
branch of the LHN decision tree (Fig. 5) is being executed at the beginning of a model integration. Areas in
pink show LHN attempting to remove modeled precipitation. The locations where initiating profiles are
used to stimulate precipitation are given in orange. Dark
blue is used to show areas where both the radar and the
model have precipitation.
The forecast shown was initiated at 0900 UTC 8 July
2014. Twenty minutes later, at 0920 UTC, the LHN algorithm is run for the first time and mostly attempts to
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FIG. 7. The inner workings of the LHN algorithm as it is applied at the beginning of a forecast. Different colors
are used to illustrate which branch of the LHN algorithm (Fig. 5) is being executed at each model grid point. The
first time LHN is applied (0920 UTC), initiating profiles (in orange) are used in approximately one-third of the grid
points. These profiles are quite effective at stimulating the model to generate precipitation. Thirty minutes later
(0950 UTC), the initiating profiles are used only at the periphery of precipitation areas.

fix the mismatches between the observed and simulated
precipitation. In the majority of locations, it is reducing
profiles of latent heat release (pink) or using initiating
profiles (orange) to stimulate precipitation. As the
model is integrated forward in time, there is a clear reduction of the extent where the initiating profiles (orange) are being used. Thirty minutes later, at 0950 UTC,
initiating profiles are used only at the periphery of the
precipitation areas. This behavior is typical of all forecasts and indicates that the initiating profiles are effective at generating precipitation where desired.
One of the main impacts of LHN is to remove or reduce the precipitation where it is not observed. However,
because the RDPS tends to overpredict precipitation [see
Fig. 7a of Fortin et al. (2015)], LHN is not as effective
at removing precipitation as it is generating it. The pink
area in Fig. 7 does not vary much in time, which indicates
that LHN is constantly trying to reduce the precipitation in these areas. This situation prevails in all forecasts
and at all times, which points to the need of reducing
model biases.
One final aspect of the LHN algorithm is the adjustment of moisture. It was found beneficial to adjust the
water mixing ratio such that relative humidity is conserved for the temperature changes applied by LHN.
Including these adjustments extended the beneficial

impact of LHN on precipitation scores by approximately
30 min. This result may be explained by the fact that the
RDPS has no components dedicated to cloud analysis
[e.g., the one described by Macpherson et al. (1996)].

5. MAPLE: Lagrangian extrapolation of radar
measurements
A natural competitor for short-term precipitation
forecasts is extrapolation techniques for the nowcasting
of reflectivity composites. At ECCC, the MAPLE algorithm (Germann and Zawadzki 2002) has been used
operationally since 2013.
A special implementation of the MAPLE algorithm
was used to allow a direct comparison with the forecasts
performed here. The source data for MAPLE are the
quality-controlled, 10-km reflectivity composites that are
described in section 2b. Motion vectors were determined
from five consecutive reflectivity composites, each separated in time by 10 min. The latest reflectivity composite
available for assimilation (valid at a lead time of 13 h) is
then advected using the estimated motion vectors to
provide a forecast every 10 min for a period of 6 h.
Compared with the integration of an atmospheric
model, this nowcasting approach is not computationally expensive. Since it is initialized from a reflectivity

Unauthenticated | Downloaded 01/09/23 07:46 AM UTC

4006

MONTHLY WEATHER REVIEW

VOLUME 146

FIG. 8. Verification scores of forecasts with (orange) and without (blue) LHN. Scores of
MAPLE nowcasts are shown in green.

composite, its skill is very good during the first hour.
However, MAPLE allows no dynamical growth or decay of the advected precipitating areas.

6. Results
This section examines the average performance of
LHN during the 1-month period when it was tested.

a. Verification of precipitation against radar
observations
Figure 8 compares three different forecasts against
the radar-inferred 10-km precipitation rates described
in section 2b. The forecasts are as follows:
1) The control forecasts from the RDPS without any
information from the radars (in blue).
2) The forecasts with radar data assimilation by LHN
(in orange).
3) MAPLE nowcasts (in green).
Four different scores are illustrated. The first three are
classic contingency scores as defined by Schaefer (1990).
They are the probability of detection (POD), the false
alarm rate (FAR), and the critical success index (CSI).
The fourth quantity displayed is the minimum radius
for a skilled forecast (Lmin) as defined by Dixon et al.

(2009) and derived from the fractions skill score (FSS;
Roberts and Lean 2008). To obtain this quantity, we
estimate the FSS for circular areas of increasing radius.
Lmin is the smallest radius where the FSS reaches a
predetermined threshold
FSStarget 5 0:5 1

fo
,
2

(10)

where fo is the fraction of points in the domain that
exceed a predefined threshold (here, 1 mm h21). This
quantity provides a measure for the smallest scale at
which a given forecast exhibits skill. The smaller the
Lmin, the better the forecast.
To be considered valid, radar observations had to
have a total quality index greater than 0.2. The gray
shading in Fig. 8 corresponds to the period of forced
forecast where both the analysis increments and
LHN are being applied. At lead times greater than 3 h
(white background), the forecasts start to evolve
freely.
The four scores depicted in Fig. 8 behave in a similar
manner and show that the LHN clearly improves precipitation throughout the 6-h period of forced forecasts.
However, the improvements rapidly vanish during the
free forecast. After approximatively 3 h, the skill of
the LHN forecasts becomes comparable to that of the
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FIG. 9. Forecasting efficiency (see appendix) of bandpass forecasts of precipitation rates as a function of lead time and scale. The
verification is conducted against radar composites; Haar wavelets are used for the decomposition. The skill of LHN, control, and MAPLE
forecasts appear in orange, blue, and green, respectively.

control. As for MAPLE, it has an advantage over the
control RDPS forecasts during approximately 4 h.
This behavior corresponds well with the intuitive notion for forecast skill that one gets by visually comparing
the forecast and observed precipitation fields (Jacques
et al. 2017b).
Several variations on these scores have also been examined. Setting the thresholds for precipitation rates to
0.1 or 5 mm h21 leads to results that are qualitatively
similar to those shown here. When daytime and nighttime forecasts are separated, it is observed that the skill
of 1200 UTC forecasts diminished slightly more rapidly
than for the 0000 UTC forecasts. This can be explained
by the fact that 1200 UTC corresponds to the beginning
of the solar day, during which short-lived and small-scale
convection develops and decreases predictability.
A different perspective on the application of LHN can
be obtained by performing a verification method that
accounts for the different scales present in the precipitation field. This is done following Surcel et al.
(2014), who used Haar wavelets to decompose the simulated and observed precipitation fields into seven
bandpass fields. The Pearson correlation coefficient was
computed between the respective bandpass fields of the
forecasts and the radar as a function of lead time.
Figure 9 shows the forecasting efficiency (a function
of the Pearson correlation coefficient that is discussed

in the appendix) computed during the forced forecast
(indicated by a gray background) and the free forecasts
(white background). We observe that scales of 20 km,
corresponding to an area of 2 3 2 model grid points, are
not well predicted, even during the period where LHN
is actively being applied. On the other hand, applying
LHN consistently improves the forecasting efficiency
by approximately 30% at scales larger than 160 km
(16 3 16 grid points). The improved skill maintains
itself throughout the forced forecast.
During the free forecast (white background), it is interesting to consider how the relative improvement in
skill brought by LHN diminishes equally fast at all scales.
After 3 h of free forecast, the respective skill of LHN and
MAPLE forecasts have become equivalent to that of the
control forecasts.

b. Verification of wind, temperature, and moisture
One advantage of LHN is that the information from
the precipitation field can be propagated to other
state variables through the integration of the atmospheric model. In theory, bringing the precipitation
rates closer to observations should also bring other
variables closer to observations. It is also important
to ensure that LHN does not deteriorate the RDPS’s
ability to predict nonradar observations (pressure, winds,
moisture, etc.).
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FIG. 10. Percentage difference between the RMSE of LHN forecasts and those of the control forecasts. The improvements due to the
application of LHN appear in red and deteriorations in blue. The different panels represent RMSE estimated against (a) aircraft observations of temperature, (b) aircraft observations of U-wind velocity, (c) radiosonde observations of temperature, (d) radiosonde
observations of U-wind velocity, and (e) radiosonde observations of dewpoint depression.

Figure 10 shows the percentage difference in rootmean-square error (RMSE) between the control and
LHN forecasts. Errors are estimated against aircraft
measurements (Figs. 10a,b) and radiosondes (Figs. 10c,e).
Aircraft measurements are taken at all altitudes
throughout the verification domain (labeled ‘‘upper air
verif’’ in Fig. 1). However, low-level observations are
concentrated to urban areas where airports are found.
As for radiosondes, there are approximately 70 stations
within the verification domain.
Three variables are examined: temperature (Figs. 10a,c),
the U component of the wind (Figs. 10b,d), and moisture
(dewpoint depression; Fig. 10e). Results are presented
as a function of height (in intervals of 100 hPa) and
forecast lead time (in bins of 6 h for aircraft measurements and every 12 h for radiosondes). The color red
indicates better results (smaller errors) for LHN forecasts; the color blue indicates deteriorations. For each
time–height bin, an F test was applied to determine
the probability that the difference between the two
forecasts would be different from zero. Confidence
levels greater than or equal to 90% are indicated
in yellow.

Overall, LHN brings RMSE improvements of approximately 2% at lead times up to 24 h for temperature
and U-wind velocity. Moisture improvements are observed up to 12 h. To put these results in perspective, we
note that the magnitude of the RMSE improvements
obtained here is roughly comparable to that observed for
the most recent operational upgrade of the RDPS system.
One notable deterioration is observed for winds below
800 hPa and at lead times of 24–36 h. It is most visible in
Fig. 10d, but it is also observed for the V component of the
wind (not shown) and, to a lesser extent, in verifications
against aircraft observations in Fig. 10b. We are unsure of
the reasons that could explain these deteriorations. A
longer verification period would help determine whether
the patterns of improvements and deteriorations are
systematic. Neutral results (not shown here) were obtained when the forecasts were verified against the 10-m
winds measured by surface stations.

7. Discussion
At the onset of this project, we wondered if applying
LHN on a continental-scale domain would help adjust
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some large-scale atmospheric features and result in
improvements lasting more than a few hours. The
results presented above both refute and support this
supposition.
On the one hand, the skill in forecasting precipitation
is rapidly lost once LHN stops being applied. When
considering Fig. 8, the exponential-like decay in precipitation skill suggests that even after applying LHN
on a large domain for 6 h, the method was not successful in nurturing a dynamically balanced environment that supports the observed precipitation. The loss
of skill within 3 h is comparable to that reported in
other LHN studies, which shows that a larger assimilation domain does not automatically lead to more
persistent improvements.
Moreover, considering the skill as a function of scale
(in Fig. 9), it is seen that the relative improvements in
precipitation forecast brought by LHN diminish equally
fast at all scales. The skill of large scales appears to last
longer only because it was better to start with.
On the other hand, the verification against aircraft
observations shows relatively long-lived improvements
throughout the atmosphere. Similar results were obtained in other assimilation systems operating on large
domains. In ECMWF’s 4D-VAR assimilation of radar
precipitation, Lopez (2011) finds ‘‘rather neutral or
slightly positive’’ impact on other traditional atmospheric scores. In data denial experiments, James and
Benjamin (2017) also find that radar reflectivities have a
small impact on other atmospheric variables. Unfortunately, it is difficult to compare these results with
those obtained here because the cases, domains, and
scores are different.
The fact that these improvements persist for 12–24 h
seems to indicate that large-scale features could indeed
be adjusted through the use of LHN. However, these
improvements did not significantly project on the simulated precipitation.
Atmospheric moisture is directly affected by LHN,
such that its beneficial effects are readily explained.
However, the impact of LHN on wind forecasts is more
difficult to explain, especially since the largest improvements are found high in the atmosphere. One hypothesis is that LHN improves winds through a better
specification of the convergence/divergence patterns
that occur as a consequence of ongoing latent heat
release in the atmosphere. Another plausible explanation is that the LHN adjustments on temperature
and moisture modify the atmospheric mass, which
could improve high-level atmospheric winds through
geostrophic adjustments.
When it comes to the comparison with simple nowcasting approaches, it can appear discouraging to see
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LHN being outperformed by MAPLE. In a similar
comparison, Simonin et al. (2017) find that an hourly
cycled system of numerical weather prediction yields
better results than extrapolation nowcasts after 1.5–2 h.
Because this comparison involves different forecasting
systems over a different domain and for different cases,
it is difficult to explain the difference with the results
obtained here. It seems plausible, however, that the
larger domain, the coarser resolution, and the 6-h
assimilation cycle of our study gave an advantage to
MAPLE.
Given the good performance of MAPLE, one can
imagine a setup where LHN would be applied not only
from observed precipitation, but also from MAPLE
nowcasts. Such an avenue could be the object of future
work.

8. Conclusions
As a first step toward operational radar data assimilation in a Canadian forecasting system, two-dimensional
reflectivity composites have been assimilated using latent
heat nudging (LHN). Forecasts were performed with the
Regional Deterministic Prediction System (RDPS) on a
10-km grid over the North American continent and parts
of the surrounding oceans. The main goal of this study
was to consolidate our understanding of LHN on a large
domain that allows LHN to act on a wide range of
spatial scales.
At the core, the LHN technique used here is similar to
the one proposed by Jones and Macpherson (1997).
Latent heating rates are adjusted for a better match
between the observed and modeled precipitation rates.
However, this study proposes a few improvements to the
original LHN approach.
One such improvement is the use of a qualitative
quality index associated with each radar measurement.
This quality index, whose value ranges between 0 and 1,
originates from the customized quality controls that
have been applied to individual polar measurements. It
is used 1) to construct the reflectivity composites, 2) to
modulate the intensity of the nudging being applied, and
3) to prevent dubious measurements from being used in
the forecast verification.
Another improvement is the processing of radar input so that its effective resolution matches that of the
modeled precipitation.
A unique feature of this study is the processing of
weather radar polar measurements into two-dimensional
composites of reflectivity using the BALTRAD toolbox.
It is the first time that this tool is used in a North
American context (approximately 180 radars in total).
This application of open source processing software
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implies that software solutions may be transferred to
other continents, file formats, and radar frequencies. It
also highlights that weather radar data from North
America (this study) and Europe (Ridal and Dahlbom
2017) indicate potential for harmonized representation
and quality controls according to open science principles
across continents.
A total of 60 forecasts have been evaluated during the
month of July 2014. In verifications against radar observations, it is shown that LHN is able to improve forecasts
of instantaneous precipitation rates for lead times up to
3 h. In comparison, simple extrapolation nowcasts by the
MAPLE algorithm were able to outperform modeled
precipitation rates for lead times up to 4 h.
A verification technique involving wavelet decompositions was also used to assess the forecast skill as a
function scale and lead time. Such representation shows
that the relative improvement in skill brought by the
LHN decreases equally rapidly at all scales.
Verifications against aircraft observations revealed
small (’2%) but statistically significant improvements
in root-mean-square errors (RMSE) due to the application of LHN. These results can be seen at a majority of
vertical levels and at lead times extending between
12 and 24 h, depending on the variable.
In future work, we plan on using information on radar
observation height within the algorithm. The implementation of LHN in a 2.5-km version of the Canadian
regional model and a better use of the quality index will
also be investigated. In parallel, work has already begun
toward the real-time monitoring of the North American
BALTRAD composites. This effort should result in
better calibration for the Canadian radars as well as
improvements in the Z–R relationships being used.
Now that the infrastructure for processing radar
data has been put in place, the assimilation of Doppler
velocity in the variational system will be pursued
along with other methodologies for assimilating radar
measurements.
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APPENDIX
Forecasting Efficiency
In this appendix, we motivate the choice of the
‘‘forecasting efficiency’’ as a quantity of interest in the
context of forecast verification.
In section 6a, the performance of different forecasts
as a function spatial scale was assessed. Precipitation
rates have been decomposed using Haar wavelets, and
the Pearson correlation coefficient r was computed between the respective bandpass decompositions of the
forecasts and the radar observations. Figure A1 illustrates the result of such computations during the first
hour of free forecast. From this figure, we may conclude
that the LHN forecasts (orange) perform better than the
control forecasts (blue) at scales between 160 and
640 km. Similarly, the MAPLE forecasts (green) appear
to do only slightly better than the LHN forecasts at
scales larger than 320 km.
The problem with the above conclusions is that we
usually think of a ‘‘good’’ forecast as having small errors,
compared with observations. Because r is nonlinearly related to the magnitude of errors made by a model, inferring
the forecast quality from r is difficult.
To appreciate this, we can use the general framework
for least squares estimation [as in Myers (1990), and
other reference textbooks]. Let
y5^
y 1 e,

(A1)

with y representing an array of dependent variables, ^
y an
array of estimates by a linear model, and e the residual
errors.
Assuming no correlation between ^
y and e,
VAR(y) 5 VAR(^
y) 1 VAR(e) ,
TSS 5 ESS 1 SSR.

(A2)
(A3)
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FIG. A1. (a) Correlation coefficients of scale-decomposed forecasts and radar composites (described in section 6a).
(b) Forecasting efficiency as a function of the Pearson correlation coefficient. (c) As in (a), but the forecasting efficiency is plotted instead of the correlation coefficient. (d) Scatterplots showing a constant progression of the correlation coefficient (r 5 0, 0:1, 0:2, 0:3, . . .). (e) Scatterplots showing a constant progression of the forecasting efficiency
(Forecasting efficiency 5 0%, 10%, 20%, 30%, . . .).

Here, TSS stands for total sum squared, ESS is the
explained sum of squares, and SSR is the sum of squared
residuals.
Using the ‘‘coefficient of determination’’
R2 5

ESS
SRR
512
,
TSS
TSS

(A4)

and knowing that R2 5 r2 , we can derive an expression
for the ‘‘forecasting efficiency’’ (Hull 1927):
pﬃﬃﬃﬃﬃﬃﬃﬃﬃ pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
TSS 2 SRR
pﬃﬃﬃﬃﬃﬃﬃﬃﬃ
Forecasting efficiency(%) 5 100 3
TSS
pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
5 100 3 (1 2 1 2 r2 ) ,
(A5)
which represents the percentage reduction in forecast
error that is obtained by use of a linear model fitted to a
cloud of points with correlation r.
The relation between r and the forecasting efficiency
is illustrated in Fig. A1b. Commenting on this relation,
Hull (1927, p. 335) expressed his stupefaction at the fact
that ‘‘the forecasting efficiency rises as much between
correlations .98 and 1.00 (20 points) as it does between
zero and .60!’’

Figures A1d and A1e are provided as additional motivation for using the forecasting efficiency in a verification
context. In Fig. A1d, clouds of points with regularly increasing correlation coefficient (r 5 0, 0:1, 0:2, . . .) are
depicted. It can be observed that the differences in scatter,
which matches our intuitive notion of a ‘‘good’’ forecast,
do not vary linearly as a function of correlation. Very little
difference can be observed for r , 0:4; the differences are
notable for r . 0:8. In Fig. A1e, clouds of points are shown
for regularly increasing forecasting efficiency (0%, 10%,
20%, . . .). With this progression, the differences in scatter
better correspond to what we would think of as a regular
progression of increasingly better forecasts.
The nonlinear relation between r and the forecasting
efficiency complicates the interpretation of Fig. A1a.
At the large scales, the correlation coefficients of the
MAPLE forecasts (green) are only slightly superior to
those of the LHN forecasts (orange). However, as noted
above, for large correlation coefficient, small changes in
r will be associated with large reduction of forecast error. Because forecast errors are of more direct interest
than r, it is relevant to depict this quantity in our
verification.
Figure A1c shows the same data as Fig. A1a, but this
time, the forecasting efficiency is shown instead of r.
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This transformation acts as a stretching of the vertical
axis for larger value of r (see the right axis). It can be
observed that the forecasting efficiency behaves similarly for the three precipitation forecasts. It is seen that
the LHN forecasts bring the same improvements (;30%)
at all scales larger than 320 km. Similarly, the MAPLE
forecasts are systematically better than the LHN forecasts at scales larger than 80 km.
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