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ABSTRACT
While the use of binary distance measures has a substantial history in the field of image processing, these
techniques have only recently been applied in the area of forecast verification. Designed to quantify the
distance between two images, these measures can easily be extended for use with paired forecast and observation fields. The behavior of traditional forecast verification metrics based on the dichotomous contingency table continues to be an area of active study, but the sensitivity of image metrics has not yet been
analyzed within the framework of forecast verification. Four binary distance measures are presented and the
response of each to changes in event frequency, bias, and displacement error is documented. The Hausdorff
distance and its derivatives, the modified and partial Hausdorff distances, are shown only to be sensitive to
changes in base rate, bias, and displacement between the forecast and observation. In addition to its sensitivity
to these three parameters, the Baddeley image metric is also sensitive to additional aspects of the forecast
situation. It is shown that the Baddeley metric is dependent not only on the spatial relationship between
a forecast and observation but also the location of the events within the domain. This behavior may have
considerable impact on the results obtained when using this measure for forecast verification. For ease of
comparison, a hypothetical forecast event is presented to quantitatively analyze the various sensitivities of
these distance measures.

1. Introduction
When selecting a method to evaluate forecasts, it is
important to understand the behavior of the performance
measure(s) used to assess forecast quality. Performance
measures are often computed for a dichotomous forecast using values in the 2 3 2 contingency table. A single
measure computed in this manner cannot completely
describe the joint distribution of the forecast and observations, and it is thus necessary to use multiple measures
when summarizing the performance of a forecast (e.g.,
Murphy and Winkler 1987; Murphy 1991).
During the selection process it is crucial that the behavior of the summary measures under consideration be
understood in terms of the joint distribution of the
forecast and observations. Even if the problem has been
simplified to a dichotomous forecast and observation to
reduce its complexity and dimensionality, the evaluation
measures are still affected by attributes of the forecast
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and observation such as the bias and base rate. In particular, the behavior of several measures for forecasts
with varying bias has received attention recently. Using
a conceptual model, Baldwin and Kain (2006) examine
the effects of base rate, bias, and displacement error on
six verification measures. Brill (2009) develops an analytic method for determining the response of several
performance measures to changes in bias and probability of detection and applies this technique to assess
numerical forecasts in Brill and Mesinger (2009).
Recently, binary image metrics have been applied to
the forecast verification problem. Gilleland et al. (2008)
presented a method that uses Baddeley’s D image metric
(Baddeley 1992a,b) in an object-based forecast verification technique. This metric was applied to the cases
from the Spatial Verification Methods Intercomparison
Project (ICP; Ahijevych et al. 2009; Gilleland et al. 2009;
also see information online at http://www.ral.ucar.edu/
projects/icp/) by calculating D across the entire field
(Gilleland 2011). The use of distance measures is motivated by their ability to quantify a distance between the
forecast and observed fields in addition to capturing the
usual measures of ‘‘goodness.’’ While these metrics have
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been used to verify forecasts, it is not clear how they are
affected by changes in the forecast situation, such as
bias, displacement, and base rate. Because the wider
forecast verification community may not be familiar with
the behavior of these metrics, the thrust of this paper is to
analyze and present the response of binary image metrics
to changes in the forecast situation.
Section 2 presents the formulation of the binary distance
measures analyzed in this work and includes a discussion
of the properties a distance measure must satisfy in order to be classified as a metric. Section 3 details the
synthetic forecast situation used to study the response of
these distance measures to changes in base rate, bias,
and displacement. In section 4, three scenarios with
varying base rates are presented and the behavior of
each metric with changes to bias and displacement is
described. Next, a discussion of the causes of these responses appears in section 5, and a brief summary is
provided in section 6.

d(x, G) to be the shortest distance from pixel x 2 X to the
closest foreground pixel g 2 G, which is expressed as
d(x, G) 5 min[r(x, g)],
g2G

with d(x, Ø) [ ‘. To rapidly compute the Euclidean
distance transform across the entire two-dimensional
image, the algorithm of Breu et al. (1995) is applied to
the forecast and observation grids.
In this paper, the distance transform will be applied to
hypothetical forecasts and observations that exceed
a specified threshold. Sets O and F will refer to the set of
foreground pixels in the observation and forecast, respectively. The objective is then to describe the manner
in which the distance measures change as the relationship between O and F changes.
In order for a distance measure m to be classified
a metric, it must satisfy the following three properties
(Baddeley 1992a):
d

2. Distance measures for binary images

d

Applying image processing techniques to numerical
weather prediction (NWP) forecasts can provide a
measure of the discrepancy with observations. Distance
measures that are commonly applied to images often
need little or no modification to work with these data,
since both observations and forecasts are often provided
on rectangular grids. Gridded datasets can naturally be
represented by an image raster X, with each pixel corresponding to the location and value of each grid box.
For a binary distance measure to be applied, a threshold
is first applied to X. All pixels exceeding the threshold
value become part of the foreground of the image raster
(valued at 1) with the remaining pixels composing the
background (valued at 0). Foreground pixels from image
X are now contained in the set that we will define as G.
Because the objective is the definition of a measure of
disparity between two images or fields (i.e., a distance
measure), a standard measure of between-pixel distance is
needed. Let r(x, y) be the distance between any two pixels
x, y 2 X. Here, the Euclidean distance is used, and for the
two pixels x 5 (x1 , x2 ), y 5 ( y1 , y2 ) 2 R2 it is defined as

d

symmetry—m(O, F ) 5 m(F, O);
positivity and separation—m(O, F) $ 0 and m(O, F) 5
0 if and only if O 5 F; and
triangle inequality—m(O, F ) # m(O, G) 1 m(G, F ),
where G is any arbitrary third set.

By the symmetry property, the resultant value of m must
be the same regardless of the order in which the sets are
evaluated. In terms of the forecast verification problem,
separation means that the distance between the forecast
and observation can equal zero only if the two are
identical. The triangle inequality guarantees that if F
and O are both compared to a third set, the sum of these
two distances is at least equal to the value of m when F
and O are compared directly. Not all of the distance
measures discussed in this section fulfill all these requirements. The properties that each particular measure
satisfies will be detailed after a description of each
measure has been given.
One measure commonly used to compare binary
images is the Hausdorff distance, which is defined as
(Rucklidge 1996)
Hd (O, F) 5 max[max d(x, F), max d(x, O)].
x2O

r(x, y) 5

qﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
(x1 2 y1 )2 1 (x2 2 y2 )2 .

(1)

Other measures such as the taxicab, chessboard, or
chamfer distances—which approximate the exact Euclidean distance—could also be used to measure this
distance (e.g., Borgefors 1984; Borgefors 1986;
Danielsson 1980; Rosenfeld and Pfaltz 1966; Rosenfeld
and Pfaltz 1968). Now, define the distance transform

(2)

x2F

(3)

As in the discussion of the properties of a metric, O and
F are the sets of foreground pixels in the thresholded
observation and forecast, respectively. This distance is
a combination of two directed distances between observed and forecast features. Here, the directed distance
is the maximum of the minimum Euclidean distance
between a pixel in set O to set F, and vice versa. The
undirected distance is then the maximum of these two
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directed distances (the first from set O to F; the second
from F to O). Then, Hd can be described as the longest
possible distance between any two pixels in O and F.
Because of the maximum in its definition, Hd is very
sensitive to outliers and noise; a single outlier pixel is
often the point at which the value of Hd is determined
(Moeckel and Murray 1997).
In an attempt to alleviate the susceptibility to outliers
and noise, Dubuisson and Jain (1994) present 24 different distance measures based on the Hausdorff distance. These alternatives are composed of six different
directed differences between sets O and F, and four
ways to combine these directed distances. The directed
distances include the minimum, maximum, and mean
Euclidean distances between one set to the other, as well
as three different kth percentiles of the distances. The
four combinations of the directed distances are the
maximum, minimum, arithmetic average, and weighted
averages. Of these 24 combinations, the Hausdorff distance is the only measure that always obeys the three
properties of a metric.
Because the primary purpose of Dubuisson and Jain
(1994) is to compare objects in different images to determine the best match, the distance measure chosen for this
purpose must have large discriminatory power and a value
that increases as the difference between the two images
increases. These properties are also desirable for measures
used in forecast verification. After examining the 24 possible combinations, they determined that only one distance
followed the desired behavior for image matching. The
form for this modified Hausdorff distance (MHD) is


1
1
d(x, F),
d(x, O) .
MHD(O, F) 5 max
N(O) x2O
N(F) x2F

å

å

(4)
Here, N(O) and N(F ) are the number of pixels in sets O
and F, respectively, or the set cardinality. Thus, the
MHD is the maximum of the average Euclidean distance from one set to the other set.
Another measure detailed in Dubuisson and Jain
(1994) is the partial Hausdorff distance (PHD), a generalized version of the Hd, which, instead of the maximum, uses the kth percentile of the directed distances
and is defined as
PHDk (O, F) 5 max[ kth d(x, F), kth d(x, O)].
x2O

x2F

(5)

Like the MHD, this definition rarely satisfies the three
properties of a metric. One example of the use of the PHD
within a forecast verification framework is examined by
Venugopal et al. (2005), who use the 75th percentile in

VOLUME 26

TABLE 1. Distance measures in this study, with columns indicating
the three properties the measure must satisfy to be a metric. A
checkmark is present if the measure satisfies the particular property.
Distance
measure

Symmetry

Separation

Triangle
inequality

Metric

Hd
PHD
MHD
D

ü
ü
ü
ü

ü

ü

ü

ü
ü

ü

ü

defining their forecast verification measure. In developing this measure, they adjust for the variation in the
percentage of the field that is nonzero by normalizing
PHDk(O, F) by the mean of the partial Hausdorff distance
from the observed field to a surrogate field that has the
same probability density function and spatial correlation
structure as the observation. For a complete description of
this method, see Venugopal et al. (2005). When the 100th
percentile is selected, Eqs. (3) and (5) are identical.
Another approach that has been used to stabilize the
Hausdorff distance by reducing the sensitivity to outliers
is to replace the maximum in (3) with an Lp norm.
Baddeley (1992a,b) defines this metric as

1/p
1
jw[d(x, O)] 2 w[d(x, F)]jp
,
D 5 Dpw (O, F)
N(X) x2X

å

(6)
where N(X) is the total number of pixels in the raster X
and w(z) 5 min(z, c) is the cutoff transformation for
a fixed c . 0. This study uses a value of p 5 2, which
results in the average of the Euclidean norm of each
difference. In this definition, pixels x 2 X that are a distance greater than the cutoff value from the forecast and
observation [d(x, O) . c and d(x, F) . c] have zero
contribution to the summation in (6). Thus, c effectively
acts as the distance at which sets O and F are considered
similar.
As presented in this section, all measures have units of
pixels but are easily converted to units of physical distance by scaling the pixel distance by the appropriate
amount. As discussed at the beginning of this section,
not all of the distance measures discussed here are image
metrics. Table 1 indicates which of the three properties
of a metric are satisfied by each distance measure. Only
Hd and D satisfy all three properties, consequently MHD
and PHD are distance measures but not metrics.

3. Idealized forecast and observations
This paper utilizes a method similar to that employed
by Baldwin and Kain (2006) to determine the sensitivity
of distance measures to various aspects of a forecast and
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observation. Like Baldwin and Kain (2006), we examine
the sensitivity to bias (B), displacement errors (D), and
changes in base rate (P), and we add an investigation of
additional sensitivities of the Baddeley metric to location and cutoff distance. For ease of understanding and
simplicity of computation, both the forecast and observation will be represented by circular shapes having
radii of rf and ro, respectively.
To further simplify the problem, the domain of interest
is constructed as a 1001 pixel 3 1001 pixel square with
a total area defined to be equal to 1. This construction
produces a four-connected between-pixel distance of
0.001. While in Baldwin and Kain (2006) the scalar performance measure could be computed analytically by
simply knowing B, D, and ro, the computation of the
distance transform for these measures requires that binary fields be generated for each combination of these
variables. For each set to retain its membership and
cardinality, it is necessary that the circles representing
both the forecast and observations must be completely
inside the square domain. This means that as the base
rate for the event increases, the ranges of B and D over
which these metrics can be computed is limited. Since
the displacement distance is defined from the centroid of
the observed circle, its location also limits the range of
computation. Section 5 contains additional discussion on
the location dependence of these measures.
To illustrate how the distance calculations are impacted by the changing relationship between the idealized forecast and observations, a schematic diagram of
three different cases is shown in Fig. 1. In all panels, the
observed feature (light gray) is a circle with radius 0.20
centered at (0.25, 0.50), which has a base rate of P | 0.13.
For all cases in this illustration, the center of the forecast
feature (dark gray) is located a distance of 2ro from the
observed center, resulting in a placement at (0.65, 0.50).
From top to bottom in Fig. 1, the bias is assigned the
values of B 5 1, B 5 ½, and B 5 2. Panels on the left in
Fig. 1 demonstrate how the forecast radius rf changes
with varying magnitudes of B. Each panel on the right in
Fig. 1 provides an instance of an arbitrary pixel distance
r(x, y), the minimum Euclidean distance from this pixel
d(x, F ), and the Hausdorff distance Hd. Note that for the
case of B 5 1, both directed distances are equivalent, as
emphasized by the two measures of Hd shown in Fig. 1b.
Table 2 summarizes the values of the distance measures
computed for each of the three cases show in Fig. 1. All
measures are valued in terms of the distance in this example (i.e., the distance between each pixel is equal to
0.001).
The following section computes each distance measure for three values of base rate over a range of normalized displacement (D9 5 D/ro) and bias errors. For

each base rate, distance measures are computed for the
ranges 0 # D9 # 2.5 and 0 , B # 3, the same ranges used
by Baldwin and Kain (2006).

4. Results
Results are presented for all distance measures discussed in section 2, beginning with the example case
shown in Fig. 1 with a base rate of P | 0.13. In addition to
this event with marginal spatial coverage, events with
minuscule and moderate coverage will also be examined.

a. Marginal coverage
Figure 2 shows the response of binary distance measures to changes in B and D9 for an event with marginal
coverage (P | 0.13, ro 5 0.20). This particular scenario
contains the three cases shown in Fig. 1. Values presented in Table 2 can be roughly ascertained from this
graphic by examining how the measure changes with
increasing bias for a constant displacement of D9 5 2.
Because the area of the domain is fixed at 1.0, it is not
possible to compute the values of the distance measures
over the entire range of B and D while at the same time
keeping both circles inside the domain. For larger bias
values, the forecast begins to fall outside of the domain.
This can occur for both large and small displacements
between the observation and forecast.
As would be expected, all distance measures reach
their minimum value when the forecast is identical to the
observations (B 5 1, D9 5 0). For the three Hausdorffbased distances in Fig. 2, the axis of minimum value is
realized for an unbiased forecast (B 5 1). This pattern of
behavior, which at first may not seem intuitive, can be
explained by taking a close look at the example in Fig. 1.
Because of the maximum in its definition (3), for a given
displacement, Hd will be minimized when the forecast
and observed circles are identical in size. For a constant
displacement distance and a reduction in bias, the distance from the left edge of the forecast circle to the left
edge of the observed circle increases. Similarly, when
bias is increased, the distance between the right edges of
the forecast and the observed circles becomes larger. In
each case, the result is an increase in the largest possible
distance between two pixels in O and F. For a given base
rate, it appears that Hd changes faster for an underforecast
(B , 1) than for an overforecast (B . 1) (Fig. 2a). In
actuality, this is a consequence of the B–D9 coordinate
system used here. The radii of the forecast and observation are directly proportional to each
pﬃﬃﬃﬃ other by a factor of
5
r
the square root p
ofﬃﬃﬃthe
bias
(r
f
o B). In fact, if we were
ﬃ
to plot Hd with B as the abscissa, the contours in Fig. 2a
would be straight lines. An additional observation we
would expect to see is the uniform increase of Hd with D9.
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FIG. 1. Schematic examples of observed (light gray) and forecast (dark gray) features for ro 5 0.20. Each outlined
domain has a total area of 1. The distance between feature centroids is held constant at D 5 2ro, with bias values
ranging between ½ and 2. An arbitrary distance from the pixel x at the top of the observed circle r(x, y), (d) the
minimum distance from x to the forecast feature d(x, F ), and (f) the Hausdorff distance Hd.
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TABLE 2. Values of distance metrics computed for the schematic
examples shown in Fig. 1 [ro 5 0.20, (xo, yo ) 5 (0.25, 0.50), and
D9 5 2].
Distance measure

B 5 1/2

B51

B52

Hd
PHD
MHD
D(c 5 ‘)

0.4590
0.3517
0.2713
0.2479

0.4000
0.2931
0.2128
0.2453

0.4825
0.3440
0.2276
0.2548

In this way, dividing the problem in terms of P and B
amounts to two ways of examining a change in the areal
extent of the forecast and observations. If the forecast and
observation were to be exchanged, effectively changing the
base rate and bias, the value of Hd would remain the same.
Results for the adjustments to the Hausdorff distance
made by Venugopal et al. (2005) and Dubuisson and

Jain (1994) are also shown here in Figs. 2b and 2d, respectively. The pattern of behavior for both MHD and
PHD is very similar to that of Hd, with the primary
difference being the magnitude of the distance measure.
Additional differences are a result of using the 75th
percentile and mean of the distribution of distance
values. As would be expected from their definitions, the
modifications result in a reduced value for MHD and
PHD when compared to Hd, with the values of PHD
being greater than those of MHD.
The Baddeley metric with a cutoff value of c 5 ‘ is
shown in Fig. 2c. For an infinite c, the cutoff transformation is not applied to any pixels in the image. With
no application of this transformation, D(c 5 ‘) does not
exhibit strictly monotonic behavior with changing D9. In
fact, in the lower-left corner, D first decreases for increasing D9 and then begins to increase after reaching its

FIG. 2. Values of binary distance measures [P | 0.13, observed circle radius ro 5 0.20, observed circle center
(xo, yo) 5 (0.25, 0.50)] as a function of bias B and normalized displacement D9. Shown are (a) Hd, (b) PHD, (c) D(c 5 ‘),
and (d) MHD. A dashed line indicates the axis of minimum value. Contour interval is 0.05.

Unauthenticated | Downloaded 01/09/23 11:06 PM UTC

1038

WEATHER AND FORECASTING

VOLUME 26

minimum value for a constant B. This behavior is apparent along the axis of the minimum value, which initially drifts toward the D9 axis before merging away
toward greater bias with increasing D9.

b. Minuscule coverage
Figure 3 shows the values of two distance measures for
an observation with minuscule areal coverage (P | 0.03,
ro 5 0.10). By excluding MHD and PHD because of
their similarity to Hd, all distance measures shown from
this point on satisfy all three properties required to be
classified as a metric. Because a discussion of the effects
of choosing different cutoff values for D is pursued in the
next section, we also only show the Baddeley metric with
no cutoff value here.
Comparing the Hausdorff distance for minuscule
coverage to the marginal coverage event reveals that the
magnitude of Hd for ro 5 0.10 (Fig. 3a) is exactly half the
value for ro 5 0.20 (Fig. 2a). Minimum values are again
achieved at B 5 1 for the same reason that was provided
for the event with marginal areal extent. The proportional response for Hd results from the direct proportionality of both the radius of the forecast circle and its
displacement to ro.
While the D values for ro 5 0.10 (Fig. 3b) are approximately half the values calculated for ro 5 0.20 (Fig. 2c),
the correspondence is not exact. This can be clearly
demonstrated by comparing the axis of minimum D
values between these two figures. For the smaller base
rate, D achieves its minimum value through a decrease of
B as D9 increases (Fig. 3b). When the observed circle is
larger, an increase in B for larger values of D9 minimizes
D (Fig. 2c). This change in the axis of minimum value for
D is a response to both the change of the location of the
observed circle and a change in base rate. In both cases,
the left edge of the observed circle is placed a distance of
0.05 from the left edge of the domain. The effects of the
observation location relative to the domain are isolated
in the next section.

c. Moderate coverage
Figure 4 presents Hd and D(c 5 ‘) for an event with
moderate spatial extent (P | 0.28, ro 5 0.30). As was the
case for the previous two scenarios, the left edge of the
observed circle is placed 0.05 from the left edge of the domain. Similar to Fig. 2, portions of each frame are blank
where the larger forecast circle would escape the domain.
By comparing the Hausdorff distances for this scenario (Fig. 4a) to the previous figures, we see the continued trend for the change in Hd to be proportional to
the change in ro. For values of D9 where the forecast
circle is completely inside the domain, Hd is again
minimized at B 5 1.

FIG. 3. Values of (a) Hd and (b) D(c 5 ‘) for the situation with
minuscule coverage [P | 0.03, observed circle radius ro 5 0.10,
observed circle center (xo, yo) 5 (0.15, 0.50)]. Contour interval is
0.05 for all panels.

Values for D do not follow this proportional trend
(Fig. 4b). Although the magnitude of the values has again
increased, the peak associated with the axis of minimum
values has shifted toward even larger bias values as the
center of the forecast circle moves to the right.

5. Discussion
Results from the previous section demonstrate the
behavior of four binary distance measures for a simplified forecast situation. The Hausdorff distance and those
based on it (MHD and PHD) all show a similar behavior
that only changes in magnitude with a changing base rate.
As alluded to earlier, this relationship between the
magnitude of Hd and ro is a consequence of the geometry
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FIG. 4. As in Fig. 3, but for an event with moderate coverage
[P | 0.28, observed circle radius ro 5 0.30, observed circle center
(xo, yo) 5 (0.35, 0.50)].

of the simplified cases in this paper. For a case where the
forecast is larger than the observation (B . 1), the
Hausdorff distance will be from the right edge of the observed circle to the right edge of the forecast circle.
Likewise, when B , 1, Hd is achieved along the path from
the left edge of the observation to the left edge of the
forecast. If the forecast is unbiased (B 5 1), both of these
distances are equal (Fig. 1b). Thus, the direct relationship
between Hd and ro arises because both the normalized
displacement distance D9 and the forecast circle radius
rf are proportional to the size of the observation.
As demonstrated in the previous section, the Hausdorffbased distance measures have a consistent shape for
all values of the base rate, which is not the case for the
Baddeley metric. In addition to its sensitivity to base
rate, D is also sensitive to changes in the location of the
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forecast and observation relative to the edge of the domain. To help us determine why D has this response, we
need to first understand why the other distance measures
are not sensitive to this change.
For the Hausdorff distance (as well as its two related
distance measures), the distance between sets O and F is
a combination of two directed distances. Each of these
distances depends only on the distribution of the minimum Euclidean distance from all points in a first set to
the points in a second set. Regardless of whether the
maximum, kth percentile, or the mean of this distribution is taken, the directed distances are only dependent
upon the relative size and location of the two sets; the
absolute location of the two circles within the domain
does not matter. Thus, Hd, MHD, and PHD are not
sensitive to the locations of F and O relative to the domain, but only to their locations relative to each other.
An understanding of the relationship of the Baddeley
distance metric to the location of the forecast and observations stems from an understanding of how the distance
transform of a set changes with domain-relative location. Because of the nature of the hypothetical forecast
problem, the distance transform of either O or F is represented by a series of concentric circular contours surrounding the set. For a constant base rate, if O is located
closer to the left edge of the domain, the magnitude of the
distance transform values will be greater in the right
portion of the domain than in the left portion. Additionally, the values of the distance transform will change more
quickly in the y direction on the left side of the domain
than on the right side of the domain. This can easily be
discerned by picturing a set of concentric contours and
shifting them horizontally within a fixed area.
From its definition, D is an Lp norm of the absolute
difference between these two distance maps. To illustrate
different sensitivities of D, this difference is calculated for
four combinations of base rate, bias, displacement distance, cutoff distance, and location (Fig. 5). Specific values
of each parameter for each panel are detailed in Table 3.
For a case where B 5 2 and the forecast is displaced to the
right of the observation, the difference between the distance maps will be greater on the right edge of the domain
than on the left edge. As the observation and forecast shift
to the right, the number of larger values from the right
portion of the domain is reduced and replaced by smaller
differences on the left. This change results in a decrease of
the Euclidean norm of the distances, which in turn will
reduce D. This case is illustrated by comparing Figs. 5a
and 5b and the associated D values. The only difference
between these two panels is that the observation and
forecast have been shifted 0.15 to the right. For the opposite
situation, an event that is underforecast (B , 1), the magnitude of the differences between the two distance maps will
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FIG. 5. Absolute difference between distance transform of observations and forecasts (jd(x, O) 2 d(x, F)j for all
x 2 X ) with parameters from Table 3. In each panel, the observation is shown with a solid line, and the forecast with
a dashed line. The result of a change in horizontal location is demonstrated by comparing (a) to (b). An increase
in base rate is illustrated from (a) to (c), and the effects of including a cutoff distance are demonstrated between
(b) and (d).

be greater on the left edge of the domain than on the right.
In this case, a shift to the right would have the opposite
effect, with an increase in D arising from the addition of
larger values from the left portion of the domain.
To further illustrate the effects of changing the domainrelative location of the forecast and observation, values
of D for the minuscule coverage event are calculated for
three locations of the observed circle (Fig. 6). Distances
from the left edge of the domain to the observed circle
(de 5 xo 2 ro) are set at 0.05, 0.20, and 0.35. As the
forecast and observations move farther from the left
edge of the domain, the axis of the minimum D values
shifts from being realized where underforecasting
is occurring (B , 1) to cases dominated by overforecasting. This shift summarizes the changes to the

Baddeley metric throughout the B–D9 coordinates. As
de becomes larger, D generally increases for underforecasts and decreases for an overforecast.
This relationship for the distance map difference
holds for all base rates. When ro is increased, as is
TABLE 3. Values of parameters for illustration of sensitivities of
D shown in Fig. 5. The y coordinate for both the forecast and observed circles is 0.50.
Panel

B

D9

ro

xo

rf

xf

c

a
b
c
d

2
2
2
2

1
1
1
1

0.10
0.10
0.20
0.10

0.30
0.45
0.30
0.45

0.14
0.14
0.28
0.14

0.40
0.55
0.50
0.55

‘
‘
‘
0.30
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pictured in the change between Figs. 5a and 5c, difference values remain greater on the right side of the domain and are increased in magnitude. With the increase
in base rate, both the forecast and observation are closer
to the edges of the domain. This fact means that although the difference between the distance transforms
has increased, the value of the individual distance maps
near the edges of the domain has decreased. Accompanied by a greater overlap between the forecast and
observation, this change results in neither the difference
between the distance transforms nor the magnitude D
being exactly doubled, even though the radii of the
forecast and observations have both been doubled.
Applying a cutoff distance when calculating D drastically changes its behavior. This effect is particularly
strong for small cutoff values and events with small areal
extent. By applying a cutoff value of c 5 0.30 for an
observed radius of 0.10, a large portion of the distance
maps for both the forecast and observation are set at
a constant value of 0.30. Pixels where these regions
overlap [d(x, O) 5 d(x, F ) 5 c] have zero contribution to
the norm calculation of the Baddeley metric. Additionally, larger difference values have a greater effect on
D because of the square in the Euclidean norm. This case
is illustrated in the change between Figs. 5b and 5d. With
the cutoff transformation applied, nonzero differences
are replaced by zero values and the value of D is decreased. Because smaller cutoff values result in larger
portions of a field being set to a constant value, smaller
values of c will likewise result in a smaller D when applied to the same fields.
The cutoff distance also has an important role related
to the domain edge effects previously discussed. Including a cutoff distance can reduce the sensitivity to the
location of O and F within the domain. To illustrate this
point, consider the situation of a relatively small cutoff
distance. Points that are at least this distance away from
both the forecast and observations will have no contribution to D. If the relative location of F to O remains
constant (B, D9 unchanged), as long as both the forecast
and observation are a distance greater than c from all
edges of the domain, the value of the Baddeley distance
metric will also remain constant. If either F or O moves
within a distance c from any of the domain edges, the
value of D will change. In this case D will be decreased
due to the exclusion of nonzero differences that were
previously used to compute the metric value, and the
addition of zero difference points near the opposite edge
of the domain. The cutoff distance then acts as a buffer
to the domain, inside which the location of the forecast
and observation has no effect on D.
For an event with minuscule coverage located near
the center of the domain, the effects of changing cutoff

1041

FIG. 6. Values of D with no cutoff value (c 5 ‘) for an observed
circle radius of ro 5 0.10. The center of the circle is shifted three
different distances from the edge of the domain: (a) (xo, yo) 5 (0.45,
0.50), (b) (xo, yo) 5 (0.30, 0.50), and (c) (xo, yo) 5 (0.45, 0.50). A
contour interval of 0.025 is used for all panels.
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distance are quite apparent (Fig. 7). The increase in the
magnitude of D with increasing cutoff distance is evident
immediately. This is caused by the increased number of
points that contribute nonzero values to the Euclidean
norm in the calculation of the Baddeley metric. The axis
of the minimum value of D(c 5 0.10) moves toward
smaller bias values with increasing displacement, and
above D9 U 1.5, the smallest values of D occur as B / 0
(Fig. 7a). To understand why this is the case, consider what
happens as the forecast circle moves a greater distance
from the observation. As the forecast is displaced farther
from the observation, it enters the portion of the domain
where the distance transform d(x, O) is equal to a constant value of c. Minimizing the difference between the
distance transforms of O and F will minimize the value of D.
The simplest way to do this is to make d(x, O) 5 d(x, F ) 5
c for as many pixels as possible, since the contribution to D
at these pixels is zero. By reducing B as D9 increases,
the overlap of these regions of constant distance transform increases and thus the value of D is decreased.
By setting the value of the cutoff distance to c 5 0.30,
the forecast circle is no longer within the buffer from the
edge of the domain for large values of bias and displacement. For small values of B and D9, the axis of the
minimum value has a location that is similar to the
smaller cutoff value of 0.10, but moves toward greater
values of bias more slowly with increasing D9 (Fig. 7b).
Because of the larger cutoff value, a larger portion of the
domain has a nonzero contribution to D, and thus the
total value is increased.
For the large cutoff distance (c 5 0.50), the distance
between the observed circle and the edge of the domain
is greater than the cutoff distance in most places, with
the only regions where the cutoff transformation is applied are located in the corners of the domain. As the
displacement of the forecast circle increases, it moves
farther from the left edge of the domain, and the cutoff
distance is applied to the left-most portion of the domain.
As a result, the behavior of both the magnitude of the
Baddeley metric and the axis of minimum values is very
different than for lower cutoff values (Fig. 7c). Instead
of being convex with respect to the origin, as was the
case for smaller cutoff values, the axis of minimum value
is concave, with smaller values occurring for larger bias
as D9 increases. For further increases in the cutoff distance, this axis would become even more concave and
the magnitude of the D values would increase (as can be
seen in Fig. 6c).
If the verification is to be performed on a fixed domain, one possible way to eliminate the sensitivity of the
Baddeley metric to the domain-relative location would
be to both employ the cutoff transformation and append
the constant values (e.g., zeros, for precipitation) to the
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FIG. 7. Values of D for an observed circle radius of ro 5 0.10 with
the observation centered on (xo, yo) 5 (0.45, 0.40). Increasing
values of cutoff distance used in the calculation are (a) c 5 0.10, (b)
c 5 0.30, and (c) c 5 0.50. Contour interval is 0.01 for (a) and 0.025
for (b) and (c).
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edge of the domain for a distance equaling the cutoff
value. In this way, a synthetic buffer zone of width c is
added to the edges of the domain, eliminating the edge
effects previously discussed. Implementing this approach
would reduce the value of D because the inclusion of
additional zero values within the padding area would
decrease the value of the Lp norm. While reducing the
sensitivity to edge effects, this modification would only
be practical for values of c that are relatively small
compared to the extent of the domain because of the
increased computational expense associated with the
larger, padded domain.
Each measure examined here is sensitive to many
aspects of the forecast situation. It is of particular relevance that when compared to the Hausdorff distance,
the Baddeley image metric is influenced by additional
characteristics related to the arrangement of the forecast
and observation. As such, it might not be appropriate to
use a particular distance measure in certain circumstances.
Establishing the facets of the forecast problem that are
most important will assist in determining the types of
sensitivities that are acceptable in a given application.

6. Summary
This paper examines the behavior of four binary distance measures, focusing on two that obey the properties of binary image metrics. To facilitate a better
understanding of these metrics, they were applied to
a hypothetical forecast situation designed to test the
sensitivity of these metrics to base rate, displacement
error, and bias.
For three of the measures (Hd, MHD, and PHD), only
the magnitude of each measure was influenced by the
base rate and changed proportionally to the size of the
circle used to represent the observation. The minimum
value of these three measures was achieved for B 5 1,
regardless of the base rate. This was not the case with
Baddeley’s delta metric. The shape of the D contours
was found to be sensitive to the base rate of the observation, as well as the location of the forecast and observation in relation to the domain, and the cutoff
distance used in its computation. In addition, D attained
its minimum value for increasingly biased forecasts as
the base rate, cutoff distance, and distance to the edge of
the domain were independently increased.
Three of these distance measures were designed to
circumvent the instability that the Hausdorff distance
can have in the presence of outliers or in noisy images.
Because of the mixed discrete/continuous nature of
precipitation fields in particular, many forecasts and
observations are susceptible to outliers when thresholded. While this could result in unpredictable behavior

in the distance measures, this matter is beyond the scope
of the current study.
While all forecast situations cannot readily be condensed into the simplified two-circle design used in this
study, this framework facilitates a basic understanding
of how these distance measures may behave in more
complex forecast scenarios. Factors such as the shape,
orientation, texture, and mixed discrete/continuous
nature of precipitation fields may influence and mask the
impacts of changes in bias, base rate, and simple displacement. The Baddeley image metric has already been
applied to the data used in the ICP, which provides some
measure for how these metrics respond to more complex
scenarios (Gilleland 2011). If any of these measures are
used in verifying forecasts made for actual events, their
sensitivity to base rate, bias, and displacement errors
needs to be considered when interpreting the results.
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