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ABSTRACT
Energy traders and decision-makers need accurate wind power forecasts. For this purpose, numerical
weather predictions (NWPs) are often statistically postprocessed to correct systematic errors. This requires a
dataset of past forecasts and observations that is often limited by frequent NWP model enhancements that
change the statistical model properties. Reforecasts that recompute past forecasts with a recent model provide considerably longer datasets but usually have weaker setups than operational models. This study tests the
reforecasts from the National Oceanic and Atmospheric Administration (NOAA) and the European Centre
for Medium-Range Weather Forecasts (ECMWF) for wind power predictions. The NOAA reforecast clearly
performs worse than the ECMWF reforecast, the operational ECMWF deterministic and ensemble forecasts,
and a limited-area model of the Austrian weather service [Zentralanstalt für Meteorologie und Geodynamik
(ZAMG)]. On the contrary, the ECMWF reforecast has, of all tested models, the smallest squared errors and
one of the highest financial values in an energy market.

1. Introduction
Over the past decades, wind energy has become an
important power source. In 2014, wind energy accounted
for 14.1% of the installed capacity in Europe (Pineda and
Wilkes 2015). However, the volatility of wind and therefore the fluctuating energy supply complicates an integration of wind power into the power grid. To keep the
energy demand and supply balanced, accurate wind power
forecasts are important for energy traders, producers, and
distributors. Usually, wind power forecasts for lead times
longer than 6 h are based on numerical weather prediction
(NWP) models (Giebel et al. 2011). NWP models differ
widely in their model formulations, space and time resolutions, and parameterizations. Global models provide
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global forecasts with a limited spatial resolution. Limitedarea models use the output of global models as boundary
conditions and usually have higher resolutions. Furthermore, to estimate forecast errors arising from errors in the
initial state or parameterization, many weather services
also provide an ensemble of forecasts, with perturbed
initial conditions and/or different model formulations.
However, the ensemble size is not always large enough to
cover the range of these errors. Additionally, a representativeness error between the state in an NWP grid box
and a wind turbine remains. Fortunately, systematic errors can be corrected with statistical postprocessing, such
as model output statistics (MOS; Glahn and Lowry 1972).
Statistical relationships between NWP forecasts and
corresponding observations are formulated from past
data and then used to correct future forecasts. To get
stable estimates of these relationships, the dataset of past
forecasts and observations should be as long as possible.
However, frequent model enhancements like increased
resolution or improved parameterizations usually change
the statistical properties of NWP model output. This
limits the usable length of the dataset of past forecasts
(Hamill et al. 2004) for commonly used statistical models.
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the results, which are summarized and discussed in
section 4.

2. Data and methods
This section first describes the wind power data that
are used to test the different NWP models. Subsequently,
we describe these NWP models and present an MOS
model for removing systematic NWP model errors.

a. Wind power data

FIG. 1. Turbine locations, area predicted by ALARO, and different
model grid boxes.

Reforecasts (or hindcasts) overcome this problem
(Hamill et al. 2013; Hagedorn et al. 2008). They are
ensemble forecasts of past dates that are recomputed
with an NWP model that is the same for all of these
dates. To reduce computational costs, the ensemble sizes
are decreased or only specific dates are recomputed.
In this study, we test whether wind power forecasts
can benefit from these longer datasets compared to
higher-resolution deterministic forecasts or larger ensemble sizes of operational global ensemble forecasts.
For this purpose, short-term (24–47 h) wind power
forecasts for several wind parks in Austria, Germany,
and the Czech Republic are made with an MOS method
tailored to wind power predictions (Messner et al. 2014).
As NWP input into MOS, we compare the European
Centre for Medium-Range Weather Forecasts (ECMWF)
deterministic and ensemble models, the ALADIN–
Applications of Research to Operations at Mesoscale
(AROME) combined limited-area model (ALARO)
of the Austrian weather service [Zentralanstalt für
Meteorologie und Geodynamik (ZAMG)], the second
reforecast generation of the North American Global
Ensemble Forecast System (GEFS), and the ECMWF
Ensemble Prediction System hindcasts.
In section 2, we describe the turbine data, the NWP
models, and the MOS method. Section 3 presents

To compare the different NWP models, we used data
from seven wind parks in Austria, Germany, and the
Czech Republic where for each wind park only data
from one turbine were available. Figure 1 shows the
turbine locations. These turbines have nominal powers
between 600 kW and 2 MW, hub heights between 63 and
100 m, and were constructed between the years 2000 and
2007. Turbine data record lengths through 2013 are between 6 and 13 yr (Table 1). To compare turbines with
different nominal powers, we use percentages of the
nominal power instead of absolute power values.

b. NWP models
This section describes the setup of the NWP models
during the investigation period in detail. We investigate
four different NWP model approaches: global deterministic (ECMWF-DET), limited-area deterministic
(ALARO), global ensemble prediction system (ECMWFEPS), and global ensemble hindcast and reforecast
(ECMWF-HC and GEFS-RF, respectively).
We use three model chains of the ECMWF Integrated
Forecast System (IFS). Because of a major model update in January 2010 (Miller et al. 2010) that changed its
statistical properties (Gisinger et al. 2013), we only used
data compiled after this date. ECMWF-DET had a
spatial resolution of ;16 km (T1279) and 91 vertical
levels (Miller et al. 2010). ECMWF-EPS ran at a coarser
resolution of 62 vertical levels and ;32 km (T639) horizontally (Miller et al. 2010). It produced one control run
that otherwise had the same setup and initial conditions
as ECMWF-DET, and 50 perturbed (initial state and
model formulation) members (Palmer et al. 2009).
Once a week the ECMWF computed ECMWF-EPS
forecasts for a specific date (current date 1 2 weeks) of

TABLE 1. Date of construction and availability of wind power measurements for each turbine.
Turbine No.

Since
Availability (%)

1

2

3

4

5

6

7

Jan 2007
80

Jan 2004
90

May 2003
91

Jan 2004
93

Jan 2007
89

Jan 2000
91

Jan 2004
82
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TABLE 2. Summary of NWP model characteristics.

Model type
Area
Ensemble size
Horizontal resolution (km)
Vertical levels
Temporal resolution
Forecast variable
Data length (yr)

ECMWF-DET

ALARO

ECMWF-EPS

ECMWF-HC

GEFS-RF

Deterministic
Global
1
;16
91
3 hourly
100-m wind
3

Deterministic
Limited area
1
4.8
60
1 hourly
100-m wind
2

Ensemble
Global
51
;32
62
3 hourly
100-m wind
3

Ensemble
Global
5
;32
62
3 hourly
100-m wind
20

Ensemble
Global
11
;40
42
3 hourly
80-m wind
28

the past 20 yr: the so-called ECMWF hindcasts (ECMWFHC). For example on 2 January 2014, ECMWF-EPS
forecasts are initialized with reanalyses of 16 January
2013, 16 January 2012, . . . , 16 January 1994. The model
setup was essentially the same as for ECMWF-EPS, but
to save computational costs only four perturbations
were computed in addition to the control run. Because
the hindcast was computed only once a week, the dataset
contains gaps. However, because the model has not
changed significantly since January 2010, we were able
to collect hindcasts over three years. Thus, we could
partly fill these gaps so that our dataset always contained
3 days in a row separated by gaps of 4 days; for example,
the gap between hindcasts from 2 to 9 February 2012
(i.e., from 2 to 9 February during 1992–2012) can
partly be filled with hindcasts from 10 February 2011
(10 February during 1991–2011) and 11 February 2010
(11 February during 1990–2010).
As a limited-area model we used ALARO, which is
operated by ZAMG. ALARO takes its initial and
boundary conditions from the ECMWF deterministic
model. ALARO computed forecasts for a smaller area,
as shown in Fig. 1, with a relatively high horizontal
resolution of 4.8 km. However, with only 60 vertical
levels (ZAMG 2014), the vertical resolution is smaller
than that of ECMWF-DET. As a result of frequent
model updates, only data since 2011 were used. Only
three of the seven turbines (1–3) are located within the
region covered by ALARO. GEFS is the counterpart to
the ECMWF-EPS. The National Oceanic and Atmospheric Administration (NOAA) recently computed an
extensive reforecast dataset (Hamill et al. 2013) with
GEFS for every single day in the past 28 yr. However, its
horizontal resolution (;40 km; T254) is relatively coarse
and the number of vertical levels (42) is smaller compared to ECMWF-EPS and hindcasts. The ensemble
contains 1 control and 10 perturbed forecasts. Table 2
summarizes the characteristics of the different models.
Additional forecasts with only the control run (ECMWFEPS cr, ECMWF-HC cr, and GEFS-RF cr) were used to
investigate the influence of ensemble forecasts compared
to a single member.

For trading purposes, mainly wind power forecasts for
the following day are demanded (see the appendix).
Thus, we used forecasts with lead times between 24 and
47 h, initialized at 0000 UTC. Since power is usually sold
in hourly units, we linearly interpolated the 3-hourly
forecasts of ECMWF and GEFS to hourly values. Furthermore, the forecasts were bilinearly interpolated
from neighboring grid points to the turbine locations.
The direct model output of wind speed forecasts for 80
or 100 m above ground level was used directly since
Drechsel et al. (2012) could not find significant benefits
from interpolating from NWP model levels to the turbine hub height. For the ensemble forecasts, we used the
ensemble mean and standard deviation as input for the
statistical postprocessing. Furthermore, we evaluated
the benefit of an EPS over a single forecast by comparing it with its control run.

c. Statistical methods
Statistical postprocessing of the NWP model output
reduces its systematic errors. It is used here to provide a fair
(from an end user’s perspective) comparison of the NWP
models. In this study, we use a relatively simple MOS
method that is particularly tailored to wind power forecasting (Messner et al. 2014). A specific problem of wind
power forecasting is that it is not directly predicted by NWP
models so that usually wind speed predictions have to be
used as the main MOS input. Unfortunately, the relationship between wind speed and power is strongly nonlinear
(Messner et al. 2014) so that linear regression models that
are originally used for MOS (Glahn and Lowry 1972)
cannot be applied directly. However the wind–power relationship is usually known (with the power curve given by
the turbine manufacturer) and can be used to transform
wind power observations into wind speed measurements;
that is, the wind turbine can be seen as a huge anemometer.
These transformed measurements should then relate almost linearly to the NWP wind speed forecasts so that
systematic errors of wind speed forecasts can be eliminated
by linear MOS models (i.e., linear regression):
y* 5 b0 1 b1 y NWP 1 ,

(1)
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where y* is the transformed power production, y NWP is
the numerical wind speed forecast (depending on the
numerical model it is the deterministic, control, or ensemble mean forecast), b0 and b1 are estimated coefficients, and  ; N (0, s) is the remaining error. Once
the coefficients are estimated, Eq. (1) can be used to
derive a corrected numerical forecast for y*, which can
then be transformed back into wind power predictions
by using the turbine power curves.
An additional problem is that turbines need a certain
cut-in wind speed to start rotating and are downregulated for wind speeds above a certain nominal
wind speed. This means that the true wind speed y can
only be observed between the cut-in y ci and nominal
y nom wind speeds. Observations outside this range are
mapped on the range limits:
8
y # y ci
< y ci
y ci , y , y nom .
y* 5 y
(2)
:
y nom y $ y nom
To overcome this problem, Messner et al. (2014) proposed
to use censored (also known as tobit) regression (Tobin
1958), which considers this unobserved (censored) wind
speed when estimating the coefficients b0 and b1 .
Note that turbines usually have to be shut down at
very high wind speeds, but since this happens very rarely
in our dataset, we did not consider this additional
problem. However, principally an extension of the
censored regression model would be possible.
Several studies have shown that probabilistic information about the expected forecast uncertainty is beneficial
for trading or managing wind power (Pinson et al. 2007;
Zugno et al. 2013). The standard censored regression can
already be used to provide censored Gaussian predictive
distributions but with a constant variance s2 that does not
depend on the current weather situation. To include flowdependent uncertainty information provided by the ensemble variance s2ens , the censored regression model can
be extended to consider conditional heteroscedasticity
with an additional regression equation for the variance:
log(s) 5 g0 1 g 1 sens ,

(3)

where g0 and g1 are additional model coefficients and
the logarithm is used to assure positive values of s. A
detailed description of this model and a comparison with
other wind power MOS approaches can be found in
Messner et al. (2014).

3. Results
This section compares the performance of the statistically postprocessed NWP models. For this purpose, the
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MOS model was trained on data derived before
1 March 2012 and evaluated on data recorded between
1 March 2012 and 1 March 2013. The beginning of the
training dataset varies among turbines and NWP
models and is limited by the availability of either observations or NWP data (see Tables 1 and 2). Separate
MOS models are estimated for each turbine and lead
time (24, 25, 26, . . . , 47 h).
As objective performance measures, we use the rootmean-square error (RMSE) and financial loss, respectively. For every turbine and lead time, an individual
RMSE and financial loss was calculated. Figure 2 shows
the RMSE for the different NWP models. To ease the
comparison of the different models, the RMSE is shown
as the skill score (SS):
SSRMSE 5 1 2

RMSE
,
RMSEref

(4)

where RMSEref is the RMSE of a reference forecast,
which is the ECMWF deterministic model in our case.
Turbines 1–3 are in more complex topography, and
turbines 4–7 are in simpler topography, and they are
thus combined into two groups. Thus, the groups contain
3 3 24 and 4 3 24 RMSE values for each model to form
the boxes, respectively. Note that although the dates of
the training datasets vary, the dates in the test datasets
are the same for all turbines. Furthermore, locationdependent error differences are removed by taking skill
scores so that the results of different locations are
comparable and can be combined.
ALARO is only shown in Fig. 2 (left) because turbines
4–7 are located outside its model domain. The ECMWF
models outperform the others, followed by ALARO,
and then GEFS-RF. Of the three ECMWF configurations, the hindcasts (ECMWF-HC) top the others, especially at turbines 4–7. ECMWF-DET is on par,
however, with turbines 1–3, presumably because it represents the relatively complex topography of this region
better. For all ensemble forecasts, using ensemble mean
and standard deviation slightly improves the RMSE
compared to using only the control run.
The RMSE does not directly measure the monetary
value that a forecast has for a wind park operator. For
example, probabilistic forecast information that should
be used for trading wind power (Pinson et al. 2007;
Zugno et al. 2013) is not evaluated by the RMSE. As an
alternative measure, we therefore use the revenue in the
Austrian power market. This metric also measures the
probabilistic performance since predictive quantiles are
used instead of expected values. The appendix contains a
detailed description of the Austrian power market rules.
To get a negatively oriented (smaller is better) score
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FIG. 2. SSRMSE of the power production forecasts from different NWP models relative to ECMWF-DET aggregated over turbines (left) 1–3 and (right) 4–7. The horizontal lines mark the median and the boxes the interquartile
ranges of the 24 3 3 (for turbines 1–3) or 24 3 4 (for turbines 4–7) values at lead times between 24 and 47 h. For the
aggregated turbines, the whiskers show the most extreme values that are ,1.5 times the length of the box away from
the box, and empty circles are plotted for values that are outside the whiskers.

similar to the RMSE, we use the financial loss caused by
imperfect forecasts instead of revenue. The results for the
financial loss skill score in Fig. 3 do not differ drastically
from those of RMSE (Fig. 2): the advantage of the
ECMWF models over GEFS-RF is less pronounced and
GEFS-RF performs almost as well as ALARO. Contrary
to the RMSE, however, ECMWF-EPS performs better
than does ECMWF-HC. Since the score for the fivemember hindcast ensemble is similar to that of the control

run, we hypothesize that its ensemble size is too small to
sufficiently represent the forecast uncertainty.
Note that the financial loss only evaluates the performance of the 0.46-quantile forecast. We also evaluated quantile scores (see the appendix for details) of
other quantiles from 0.1 to 0.9 and found very similar
results (not shown).
The main advantage of the hindcast and reforecast
(ECMWF-HC and GEFS-RF, respectively) is that long

FIG. 3. As in Fig. 2, but for the financial loss instead of RMSE.
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FIG. 4. RMSE of power production forecast (%) of nominal
power at turbine 6 for different NWP models and varying training
data lengths, averaged over lead times between 24 and 47 h.

datasets can be used to train the MOS system. ECMWFHC uses the same model configuration as ECMWF-EPS
but with training data gaps and only 5 instead of 51
members. Nevertheless, because of the longer dataset,
its performance is comparable and even better across
simple topography (Figs. 2 and 3). Figure 4 isolates the
effects of the training data length more thoroughly. It
shows the RMSEs of selected NWP models for different
training data lengths at turbine 6, which has the longest
observational time series. As expected, using longer
datasets improves the RMSEs of both NWP models.
However, while GEFS-RF improves strongly, especially
with more than 2 yr of training data, ECMWF-HC improves only slightly when the training dataset becomes
longer than 1 yr. This is especially surprising since
ECMWF-HC contains less data per year than does
GEFS-RF. However, since the ECMWF-HC data are less
autocorrelated, the information content per day is higher.

4. Discussion and conclusions
This study tested the usability of the ECMWF and
GEFS reforecast datasets for wind power forecasts. For
this purpose, these reforecasts and operational global,
limited-area, and ensemble forecasts were tested as input for a statistical postprocessing model to predict wind
power for lead times between 24 and 47 h. Overall,
ECMWF showed the best root-mean-square error
(RMSE) of all our tested NWP models, confirming the
results of Hagedorn et al. (2012). A direct comparison
with similar operational models to the ECMWF showed
that the long training dataset more than compensates for
the coarser resolution compared to the operational deterministic model and the smaller ensemble size compared to the operational ensemble forecast. However,
the probabilistic performance measured by the revenue
in a power market is slightly worse for the ECMWF
reforecast than for the operational ECMWF ensemble.

VOLUME 30

The Global Ensemble Forecast System reforecast
does not have the skill of the ECWMF models. This is in
accordance with previous studies (e.g., Hagedorn et al.
2008; Hamill et al. 2008), who found the ECMWF Ensemble Prediction System to be superior to the Global
Ensemble Forecast System for precipitation and 2-m
temperature.
The skill of the high-resolution limited-area model
ALARO is also lower than the skill of the ECMWF
models. Several factors could be responsible for this
result. One possible reason could be the relatively small
training dataset; another might be the coarser vertical
resolution. Additionally, although the higher spatial
resolution produces more realistic forecasts, RMSE as a
verification measure punishes small timing and location
errors more harshly. These results agree with those of
Müller (2011) (from 40 to 12 to 3 km), Alessandrini et al.
(2012) (from 25 to 15 km), and Alessandrini et al. (2013)
(from 60 to 32 km), who showed that the spatial model
resolution has only minor effects on the performance of
postprocessed forecasts.
The ECMWF reforecasts were only computed once a
week for the last 20 yr. Thus, the dataset contains gaps of
6 days. However, since the forecast errors are assumed
to be autocorrelated, the loss of information is limited
(Brett and Tuller 1991). Furthermore, we gathered 3 yr
of data and the gaps can partly be filled with reforecasts
computed in past years. However, we found that only
1 yr of reforecast training data is enough to reach a skill
in the postprocessed ECMWF reforecasts that is almost
equal to that of the deterministic ECMWF forecasts,
which indicates that this computationally efficient reforecast approach is reasonable.
One advantage of long training datasets is that statistical models can find more complex relationships (e.g.,
nonlinear effects or multiple input variables). However,
in this study we used only a relatively simple linear MOS
model with only wind speed forecasts as input. Thus, we
speculate that reforecasts could be even more advantageous with more complex statistical models.
The reforecast datasets contain 20 or 28 yr of forecasts. However, our training datasets are limited by the
observation data from the turbines that were constructed between 2000 and 2007. Wilks and Hamill
(2007), for example, suggest that for turbines or weather
stations with longer data records the reforecast datasets
might be even more useful.
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0.9, but since the results were very similar to the financial
loss, they are not shown.
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APPENDIX
Austrian Power Market
The revenue of a wind park operator when trading
power in day-ahead markets is a practical measure of the
benefits from wind power forecasts. Thus, we simulate
participation in the Austrian power market (APCS;
Obersteiner and Bremen 2009). In the APCS day-ahead
market, operators sell their expected hourly energy
supply y^ 1 day in advance for a certain spot price ps . If
the energy y that they actually deliver is less, they have
to buy the missing energy for a price pY with pY $ ps . If
they can deliver more energy than they expected, they
can sell it for a price p[ with p[ # ps . The prices pY and
p[ depend on the current demand and supply. If the
demand outstrips supply, then pY . ps and p[ 5 ps . If
the demand is greater than the supply, then pY 5 ps and
p[ , ps . Thus, the total revenue R can be calculated as
(
(^
y 2 y)pY y^ $ y
R 5 y^ps 2
.
(A1)
(^
y 2 y)p[ y^ , y
It is clear from these market rules that the revenue is
maximized with a perfect energy supply forecast (^
y 5 y).
For forecasts with known uncertainty, Bremnes (2004)
showed that the expected income can be maximized by
^ s )/(^
p[ 1 p
^ Y ) quantile of the prepredicting the (^
p[ 1 p
^ [ , and p
^ Y are the exdictive distribution where p
^ s, p
pected prices, respectively.
Zugno et al. (2013) proposed to use time-series
models to predict the expected prices. This approach
cannot be used here because in the APCS clearing prices
are published only once a month. Therefore, we used the
mean prices over the past year as a quantile prediction
with a resulting quantile of 0.46. To get a negatively
oriented score (smaller is better), we use the financial
loss caused by forecast errors:
L 5 yps 2 R .

(A2)

It can be shown (Messner et al. 2014) that for a constant
price combination the financial loss up to a constant
factor is equivalent to the quantile score:
r(^
y) 5


jy 2 y^j(12 p) if
jy 2 y^jp
if

y , y^
,
y $ y^

(A3)

where p is the respective quantile probability. We also
tested different quantile probabilities between 0.1 and
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