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ABSTRACT
Accurate prediction of storm surge is a difficult problem. Most forecast systems produce multiple possible
forecasts depending on the variability in weather conditions, possible temperature levels, winds, etc. Ensemble modeling techniques have been developed with the stated purpose of obtaining the best forecast (in
some specific sense) from the individual forecasts. In this work a statistical methodology of evaluating the
performance of multiple ensemble forecasting models is developed. The methodology is applied to predicting
storm surge in the New York Harbor area. Data from three hurricane events collected from multiple locations
in the New York Bay area are used. The methodology produces three key findings for the particular test data
used. First, it is found that even the simplest possible way of creating an ensemble produces results superior to
those of any single forecast. Second, for the data used and the events under study the methodology did not
interact with any event at any location studied. Third, based on the methodology results for the data studied
selecting the best-performing ensemble models for each specific location may be possible.

1. Introduction
An ensemble prediction system combines several individual forecasts to produce an overall combined, and
hopefully better, forecast. These ensemble prediction
systems are commonly used in weather prediction.
Leutbecher and Palmer (2008) discuss the sources of uncertainties in weather forecasting as well as the importance of ensemble forecasts compared to a single forecast.
Mass et al. (2002) show that higher-resolution forecast
models do not necessarily produce accurate predictions.
Therefore, researchers have proposed different
methodologies to improve the forecast models. Cheng
and Steenburgh (2007), Gel (2007), Glahn and Lowry
(1972), Ott et al. (2004), and Houtekamer and Mitchell
(2001) present several postprocessing techniques such as
model output statistics (MOS), running-mean bias removal, and Kalman filtering. MOS is a statistical method
that generates a better forecast by using a multiple linear
regression model. However, this methodology needs a
long training dataset (Cheng and Steenburgh 2007;
Corresponding author: Dr. Ionut Florescu, ifloresc@stevens.edu

Glahn and Lowry 1972). Other methods exist that do not
require a long training dataset, such as Kalman filtering
(KF) and running-mean bias removal. The runningmean bias removal method is based on using the mean
bias from forecasts in the recent past to modify the
model raw data for the present day. (Cheng and
Steenburgh (2007)). The Kalman filter, introduced in
Kalman (1960), is a methodology that can estimate unknown variables from a series of measurements, and this
methodology is frequently used in different research
areas such as for predicting storm surge (Heemink
1986). Raftery et al. (2005), Sloughter et al. (2010), and
Wilson et al. (2007) use a Bayesian model averaging
(BMA) method to create a new forecast with better
performance. More details about BMA can be found in
Hoeting et al. (1999). Pérez et al. (2012) developed the
Ensemble Surge Forecast (ENSURF), which is a multimodel application for sea level forecasting. This application creates a better forecast of sea level using
several storm surge models such as BMA. Roulston and
Smith (2003) introduce the concept of dressing ensembles. Their methodology is based on identifying the
‘‘best member’’ of the ensembles. The best member is
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identified as the member that is closest to the observations. Then, the best member error statistics are used to
‘‘dress’’ other forecasts in the ensemble. The authors
conclude that this methodology can be used to develop a
better forecast system. Comprehensive reviews of different ensemble forecasting methods may be found in
Lewis (2005) and Cheung (2001).
In this study, we provide a comprehensive comparison
of different ensemble models within the context of storm
surge forecasting. Furthermore, we study the effect of
location and the event strength in creating the best ensemble model. In this work, we construct several new
and simple ensemble models. We use these models and
compare the results with several previous experiments
in the literature to forecast storm surge levels. Storm
surge is a coastal flood or tsunami-like phenomenon of
rising water commonly associated with low pressure
weather systems such as tropical storms and hurricanes.
Specifically, in our work we modeled the following:
Storm Surge 5 Total Water Level2Astronomical Tide
hs 5 h 2 htide .
The goal of this work is to determine a best ensemble
forecast that is capable of predicting the peak level of
surge during a storm as well as the precise time at which
this peak level is observed. To do so, we provide a statistical platform for comparing the performance of various ensemble methods.
Accurate forecasting of storm surge is critical for protecting coastal cities from flooding and minimizing the
damage from these storms. In this work we analyze four
hurricanes: Irene and Lee1 in 2011, Sandy2 in 2012, and
Joaquin3 in 2015. Since Hurricane Irene developed at the
end of August 2011 and Hurricane Lee started just after
Irene at the beginning of September 2011, in this study we
consider them as a single contiguous hurricane event. We
will be calling this event the Irene–Lee event.

1
Hurricane Irene was a large and destructive tropical cyclone
that affected much of the Caribbean and East Coast of the United
States during late August 2011. It is ranked as the seventh-costliest
hurricane in U.S. history. Tropical Storm Lee was the 12th named
storm and 13th system overall of the 2011 Atlantic hurricane season, developing from a broad tropical disturbance over the Gulf of
Mexico on 1 September (Avila and Cangialosi 2012; CPC 2012).
2
Hurricane Sandy was the deadliest and most destructive hurricane of the 2012 Atlantic hurricane season, and the secondcostliest hurricane in U.S. history. Hurricane Sandy caused $65
billion in damages (Rice 2013).
3
Joaquin was the strongest hurricane during the 2015 Atlantic
hurricane season. It was the first category 4 hurricane to track
through the Bahamas in October since 1866 (Weather.com 2015).
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We note that the primary object of study is the surge
level and timing. Therefore, we need to select major
hurricanes where the surge level was actually significant.
This is the reason we look at the events described above.
These are the largest events in the last 20 years in the
New York (NY) Harbor area. Furthermore, during
normal conditions (fair or moderate weather conditions) generally there is not much difference between
individual forecasts. It is during the periods when a
major event is forecasted that these predictions have a
wide variability. This is the reason we limit the study to
only major events.
In section 2, we provide a description of the statistical
models used in this study. In section 3 we present the
measures and methodology used to compare the performance of the ensemble methods. In section 4 we
present the results obtained from the three hurricane
events studied. This section includes an explanation of
the data used, time period, and locations for each event.
We present statistical results allowing us to compare the
ensemble models proposed. Finally, in section 5, we
conclude the paper.

2. Ensemble modeling methods
We assume we are given several time series predictions of the surge level. These predictions may be
generated by various forecast models. In our implementation and data study we work with observations
from and predictions generated by the New York
Harbor Observing and Prediction System (NYHOPS;
http://stevens.edu/SFAS/). NYHOPS is a forecasting
resource for emergency preparedness in the New York
City, New York, area and coastal New Jersey. The system
provides information about meteorological and oceanographic conditions in real time as well as forecasts out to
84 h (Georgas et al. 2016). We work with multiple forecasts for 15 different locations. The data sampling frequency is 10 min. At every point in time when an
ensemble model is created we split the data in two periods. One day is used for training purposes and the following 3.5 days are used for ensemble model evaluation.
The later set of days is used for comparing various
ensemble methods. The analysis is repeated every day.
More details about the dataset including the event, location, and the time period are presented below.
Given a particular location, we denote with X 5
fx ji g(i,j)2f1,...,T g3f1,...,mg the data forecast matrix. We denote T and m, respectively, as the total times and the
total number of forecasts available at that location. Each
data point xji represents the surge level at time i as predicted
by forecast j. We also denote with oi the actual observed
surge level at time i for that location. The ensemble
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forecast produced by a certain ensemble method will be
denoted by a vector F 5 fFi gi of all times i. In the following sections, we provide a brief explanation of each
methodology used to create the ensemble models.
The forecast errors are expected to get worse as the time
increases. However, in the following we will be selecting
ensemble models by comparing the forecasted errors between various forecasts at each respective time. This is the
reason why our analysis does not change even though the
distribution of the errors themselves will change with time.

Note that the denominator does not depend on the
particular forecast j. Therefore, it is just a scaling factor
that is easily dealt with by requiring that the probabilities
( j)
sum to 1. Furthermore, the probability wi21 is calculated
at the previous step, and thus the only term that is important is P[oi j j and (oi21 , . . . , o1 )]. This is the probability of observing the value oi given that the forecast
model j is the correct one as well as all the previous observations. In fact, because of normalization all we need
to do is to find a quantity proportional to this probability.
At every time i we define the error of the forecast j as

a. Selecting the best prediction based on
Bayesian learning

e ji 5 oi 2 x ji .

The hypothesis that we will test is whether the ensemble models perform better than any single forecast.
However, a natural question arises: to what single forecast do we compare the ensemble models? To determine
the single forecast to use, we split the dataset into a
training period consisting of times 1, 2, . . . , t and a testing period t 1 1, . . . , T. We choose the best-predicted
single forecast at time t, and we use the testing period to
evaluate its performance against the ensemble models.
We present a methodology for selecting the best
forecast during the training period. This method is based
on a simple Bayesian selection method (Florescu and
Tudor 2013; Florescu 2014). Assume that we have m
forecasts and we have a sequence of known data denoted by yt . Let fjg denote that event ‘‘forecast j is the
correct one.’’ Let o be a particular observation point and
let p(o j ot ) denote the probability of observing o given
the trained data ot . We can write the following:
p(o j ot ) 5

m

m

j51

j51

d

( j)

d

( j)

wi 5 P[fjg j (oi , oi21 , . . . , o1 )]

( j)

wi 5

P[oi j j and (oi21 , . . . , o1 )]P[j j (oi21 , . . . , o1 )]
P[oi j (oi21 , . . . , o1 )]

Initialization step—During the initialization time i0 ,
since our dataset contains no prior information about
the forecasts, we set a uniform prior on the probability
that forecast j is the correct one. That is, we set all
weights
wi 0 5

å p(o, fjgj ot ) 5 å p(o j fjg, ot )p(fjg j ot ).

Here, x1 , . . . , xm denote the individual forecasts, and
given that j is the correct model clearly the correct
forecast is xj .
The goal of this approach is to calculate the probabilities p(fjg j ot ) at the end of the training period
f1, . . . , tg. We denote these probabilities at time i by
( j)
wi . Using the definition of conditional probability,
( j)
wi can be written as

(3)

We use a part of the training period f1, 2, . . . , i0 g to
construct histograms of the error distributions for
each of the m forecasts. We denote these distributions
as Fji0 . In practical applications, we use i0 as the
median point.

(1)

5
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1
.
m

However, in a real production environment, historical performance would be kept and instead one
would start from the posterior distribution calculated
the day before. We also use the m initially estimated
histograms F ji0 . The next two steps are repeated
for every observation after time i0 during the
training period.
Weights update—Given the observation oi at time
i . i0 , the previously estimated weights w ji21 , and the
m histograms F ji , we calculate
P[oi j j and (oi21 , . . . , o1)] 5 F ji (e ji ), for j 2 f1, . . . , mg
that is, the probability corresponding to the observed
error from the estimated error distribution F ji of the
forecast j. Then, the weights are updated using
( j)

( j)

ui 5 P[oi j j and (oi21 , . . . , o1 )]wi21 ,
or

P[oi j j and(oi21 , . . . , o1 )]w ji21
.
P[oi j (oi21 , . . . , o1 )]

and finally
( j)

( j)

wi 5
(2)

ui
m

å

j51

.

( j)
ui
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FIG. 1. Observations and forecasts in Atlantic City, NJ.

d

Error distribution update—We update the histograms
F ji by including the new values e ji .
(t )

At the end of the training period the probabilities wj
are obtained. We then take the correct forecast as the
forecast with a probability of over 0.5. In all our numerical applications one of the forecasts always has a
probability over 0.9.
However, if there is no probability greater than 0.5, we
have an inconclusive forecast and we create an ensemble
forecast as described next. Equation (1) can be written as
m

p(o j ot ) 5

å w( j) p(o j fjg) ,

(4)

j51

where wj are weights that are calculated from p(fjg j yt )
(the probability that the model j forecasts accurately
given the training data).
( j)
The weights wi are the posterior probabilities at time
i that forecast j is the correct one given the vector of
observations up to and including i. Multiplying with o
and integrating yields the expected forecast given the
past observations:

b. Traditional ensemble mean
The simplest way to create an ensemble model from a
set of different forecasts is to use a simple average of the
forecasts at every time stamp. Mathematically,
Fi 5 xi 5

1
m

m

å x ji ,

(5)

j51

assuming there are m forecast models. This simple
method of creating an ensemble forecast works when
all the forecast models are relatively close to the real
observations. Presumably, this is the typical situation
when there is no extreme event predicted (such as a
hurricane) and only calm weather is on the horizon. For
example, Fig. 1 shows a regular day-to-day situation
when simple average is functional simply because all
forecasts are fine. However, for hurricane events
using a simple average may not produce a good ensemble model (Fig. 2).

c. Ensemble modeling based on correlation, standard
deviation, and bias removal (CSM model)

m

E[O j yt ] 5

å w(i j) E[O j fjg].

j51

However, given that the forecast j is the correct one, the
expected value of the next observation is simply xji11 .
Thus, the ensemble forecast based on Bayesian learning
is simply a weighted average of the individual forecasts:
m

Fs 5
for any time s.

å w(j t) xjs

j51

In this section, we introduce a methodology for combining individual forecasts. The idea is to assign weights
to each forecast model based on its performance during
the training time. Then, the forecast is created as a
weighted average of individual forecasts. All the
methods described below will follow this scheme.
However, there are two novel additions to this construction. First, only a subset of k individual forecasts
will be used in the average. The number k is a parameter
of the model to be chosen depending on the past performance of the ensemble model at each specific
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FIG. 2. Joaquin observations and forecasts in Providence.

location. Second, we use two major criteria to select the
forecasts and to assign weights.

mean value of differences between the forecasts and
observations during the training time. Specifically,

1) CORRELATION CRITERION C
This criterion is based on the standard Pearson correlation coefficient between each of the forecasts and
the observations during the past training period. That is,
t

å (x ji 2 xj )(oj 2 o)

i51
ﬃ
Coj , xj 5 sﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
t

t

i51

i51

å (x ji 2 xj )2 å (oj 2 o)2

denotes the correlation between forecast j and the observations assuming the training period is from i 5 1 to
i 5 t. The idea is that higher correlation coefficients in
the training period are suggestive of better future model
performance, which will be reflected in the weights.

2) STANDARD DEVIATION CRITERION S
This criterion is calculated using the standard deviation of the error between the forecast and the observations during the training period. Specifically,
sﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
Sjo, xj

1
5
t21

Mj 5

1
t

t

å (x ji 2 oi ) .

(6)

i51

If we use a debiasing forecast, the bias factor will be
removed from all future predictions. That is, the jth
forecast will involve terms of the form x ji 2 Mj instead of
simply x ji .

4) CONSTRUCTION OF THE CSM ENSEMBLE
MODEL

There are four steps in the ensemble model construction.
Step 1 (forecast selection)—We calculate a performance measure based on the training period performance. We use either the C or S criterion. We
rank forecasts based on the selected criterion either
in ascending or descending order, depending on
whether we are using C or S, respectively. For the
rest of the ensemble modeling we will only be using
top k forecasts in this ranking order.
Step 2 (weighting step)—We assign a weight to each of the
forecasts selected. The weights may be again based on

t

å [(x ji 2 o j ) 2 (xj 2 o)]2 ,

i51

using similar notations as above. A small standard deviation indicates a better level of future performance
and has a higher weight associated with it.

3) DEBIASING FACTOR M
This step is optional. At many locations all the forecasts tend to be biased either upward or downward. The
M step is designed to remove this bias. It is simply the

TABLE 1. Descriptions of different biased or debiased models.
Methodology

Ranking factor

Weight factor

Debiased?

s_c1
s_s1
c_c1
c_s1
s_c2
s_s2
c_c2
c_s2

Std dev
Std dev
Correlation
Correlation
Std dev
Std dev
Correlation
Correlation

Correlation
Std dev
Correlation
Std dev
Correlation
Std dev
Correlation
Std dev

No
No
No
No
Yes
Yes
Yes
Yes
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TABLE 2. List of ensemble models used.

Model

Description

SA
CSM model
RMSM
bmaR
bmaM
BLM

Simple avg model
See Table 1 for more details
Root-mean-square method
Bayesian model averaging (Raftery et al. 2005)
Modified Bayesian model averaging
Bayesian learning method

either the correlation measure or the standard deviation
measure. Specifically, the weights assigned are
wj 5

Coj , xj

,

k

(7)

å Coj , x

j

j51

if we use the C criterion, and
wj 5

1/Sjo, xj
k

å

j51

,

(8)

1/Sjo, xj

if we use the S criterion.
Step 3 (debiasing step—optional)—For the k forecasts selected, we obtain Mj and use it in the next
step. If the step is not used, we set all Mj 5 0.
Step 4 (ensemble model forecast)—The ensemble forecasts
are simply the weighted average of the selected forecasts:
k

FiCSM 5

å wj (x ji 2 Mj ) .

j51

(9)
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Since the selection and weighting steps may use either of
the two criteria and the debiasing step is optional, we
have a total of eight possible ways to construct the CSM
model. Table 1 summarizes these models. To follow a
consistent system of notations, we use s and c to indicate
if the standard deviation or correlation criteria has been
used in the respective forecast and weighting steps of the
algorithm. A suffix of 1 denotes a biased model and a 2
denotes a model where the debiasing step has been used.

d. Ensemble modeling based on the root-mean
square (RMSM)
The root-mean square of the errors is at the basis of
this model. This is the model operationally tested within
the Stevens Flood Advisory System (SFAS; Georgas
et al. 2016). All measurements in the dataset are in
meters. The constant in Eq. (12) below is consistent with
acceptable tolerance levels for forecasting storm surges.
The construction of this model follows four steps.
Step 1 (eliminating bad forecasts)—We calculate the
difference between the observation and the forecast
for the training period. If the difference is found to
be larger than 0.5 m (an empirically defined constant), it is eliminated from further calculation, as
either the model or the observation has too large a
deviation to be useful in the calculation:
( j
x i 2 oi , if x ji 2 oi # 0:5
j
.
(10)
di 5
NA,
if x ji 2 oi . 0:5
The NA numbers are not used in any of the following
calculations and neither are the corresponding x ji .

FIG. 3. Sandy observations and forecasts in Bergen Point/West Reach, NY.
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FIG. 4. Joaquin observations and forecasts in Providence.

Step 2 (debiasing and RMSE)—We calculate a debiasing factor «j as the average of dji (excluding
NAs) for each forecast j. Using this bias, we
recalculate the debiased forecast x^ ji 5 x ji 2 «j , and
an overall measure of the error for forecast j using
the root-mean-square value. Specifically,
vﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
u
unj j
u x 2 o )2
i
uå (^
i
,
(11)
RMSj 5 ti51
nj
where nj is the number of remaining points of the
forecast j in the training dataset after the elimination
of step 1 above.
Step 3 (weighting step)—We calculate a weight value
wj for each debiased forecast:
1
and
(12)
factorj 5 j
(j« j 1 0:1524)(RMSj 1 0:1524)
wj 5

factorj
m

å factorj

,

(13)

j51

where the constant 0.1524 is added to the denominator as a penalty term equal to half a foot. The
particular constant is chosen as the smallest positive
number that creates a significant increase in the surge
level from a practical perspective.
Step 4 (ensemble model forecast)—We calculate the
new forecast as
FiRMSM 5

m

m

j51

j51

å w j x^ji 5 å wj (x ji 2 « j ) .

e. Ensemble based on Bayesian model averaging
(bmaR)
Bayesian model averaging is a statistical method used
for combining forecasts from different sources. Raftery
et al. (2005) and Gneiting et al. (2005) apply BMA in the
context of oceanographic studies to create a new forecast for surface temperature and sea level pressure. The
core idea is to use a sequential Bayes technique to adapt
the weights depending on the current and fairly recent

TABLE 3. Three-way ANOVA table using overall performance measures. Boldface text indicates a significant factor. Df 5 degrees of freedom.

Events
Location
Method
Events:Location
Events:Method
Location:Method
Events:Location:Method
Residuals

Df

Sum of squares

Mean square

F value

Pr(.F)

2
7
12
14
24
84
168
3016

0.46
1.65
3.87
0.88
0.54
1.80
1.63
56.56

0.23
0.24
0.32
0.06
0.02
0.02
0.01
0.02

12.31
12.56
17.20
3.35
1.20
1.14
0.52

4.733 1026
5.71 3 10216
,2 3 10216
2.22 3 10216
0.2308
0.1805
1.0000
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TABLE 4. Two-way ANOVA table. Studying the relationship
between methodology and location for each event. This table
presents the results for Hurricane Sandy. Boldface text indicates
a significant factor.
Sum
of squares

Mean
square

F
value

Pr(.F)

7
12
84

0.74
0.81
0.27

0.11
0.07
0.00

12.70
8.14
0.39

1.03 3 10215
8.94 3 10215
1.0000

1040

8.65

0.01

Df
Location
Method
Location:
Method
Residuals

m

p(y j y ) 5

m

å p( j j y )p(y j j) 5 å
t

j51

j51

Sum
Mean
Df of squares square F value
Location
7
Method
12
Location:Method 84
Residuals
520

m

å wj (aj 1 bj xj ) .

(14)

j51

oi 5 aj 1 bj x ji ,

The maximum likelihood estimates (MLE) for aj and
bj coincide in this case with coefficients of a linear

Location
Method
Location:
Method
Residuals

Mean
square

7
12
84

1.38
3.01
2.64

0.20
0.25
0.03

1456

47.33

0.03

,2 3 10216
,2 3 10216
,2 3 10216

53.44
43.96
5.49

F
value
6.04
7.72
0.97

i 2 f1, 2, . . . , tg.

for

(15)

bj 5

Cov(o, xj )
Var(xj )

and

(16)

However, the weight parameters wj and the standard
deviation s also need to be estimated for this procedure.
We use a maximum likelihood estimation method. The
log-likelihood function is
t

L(w1 , . . . , wm , s ) 5
2

"

#

m

å log å
i

j51

wj 3 p(oi j x ji )

,

(17)

where m is the number of forecast models and t is the
training period size. The expectation maximization
(EM) algorithm can be used to maximize this loglikelihood function (McLachlan and Krishnan 2007).
The idea is to introduce auxiliary variables that will
simplify the likelihood function. Since these variables
are unknown, the algorithm needs to calculate them
(expectation step) and then use them to maximize the
likelihood function (the M step). The estimation is
iterative and repeated until the parameter values
converge. At step n the algorithm performs as
follows:
(n)

(step E)—the estimate for auxiliary variable zij is

TABLE 7. Two-way ANOVA table. Investigating the relationship between event and method. The location for this study is
Providence.

TABLE 5. As in Table 4, but for Hurricane Irene–Lee.
Sum
of squares

0.06
0.05
0.01
0.00

The ordinary least squares estimates are

d

Df

0.41
0.58
0.51
0.58

Pr(.F)

aj 5 o 2 bj xj .

( j)
wi p(y j j) .

The challenge in the proposed theoretical sequential
Bayes methodology is in estimating the distribution of
the model parameters. The simplest approach is to use a
beta/binomial distribution as the prior and the normal distribution for the observation given the prior
(Florescu 2014).
In our implementation we follow Raftery et al.
(2005), who use the second case and furthermore simplify by assuming a normal distribution for p(y j xj ) with
mean aj 1 bj xj and variance s2 . Thus, given that the
forecast j is correct, the observation is normally distributed with a mean that is linear in past observations
and has a constant variance independent of the forecast
j. In standard notation, y j xj ; N(aj 1 bj xj , s2 ). Using
these assumptions, one can derive the BMA posterior
mean as
E[y j x1 , x2 , . . . , xm ] 5

TABLE 6. As in Table 4, but for Hurricane Joaquin.

regression of observations on each forecast using the
training period data. Specifically,

past forecast performance. Suppose we have m forecasts. Then, the probability density function for the ensemble forecast value y given the training data yt may be
calculated in a similar way with Eq. (1). Recall that the
probability density of the next forecast may be expressed as
t

VOLUME 32

Pr(.F)
27

5.76 3 10
4.57 3 10214
0.5614

Df
Events
2
Method
12
Events:Method 24
Residuals
377

Sum
of squares

Mean
square

0.1600
0.1477
0.0201
1.5448

0.08001
0.01231
0.00084
0.00410

F value

Pr(.F)

19.527
3.004
0.204

8.53 3 1029
0.00049
0.99999
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TABLE 8. Pairwise t-test results for Bergen Point/West Reach.

SA

bmaR

bmaM

RMSM

s_c1

s_c2

s_s1

s_s2

c_c1

c_c2

c_s1

c_s2

0.58

0.15

0.16

0.45

0.11

0.45

0.11

0.48

0.15

0.48

0.15

wj 3 p(oi j x ji , s(n21) )

(n)

zij 5

K

;

(18)

å wj 3 p(oi j x ji , s(n21) )

this case. A list of abbreviations used for all the
methods to construct ensembles may be found in
Table 2.

j51

d

(step M)—next, the parameters (wj , s) are estimated
(n)
using zij as
t

wj 5

1
t

å z(ijn)

and

(19)

s2(n) 5

1
t

å å z(ijn) (oi 2 x ji )2 .

(20)

(n)

i

t

m

i

j21

Steps E and M are iterated until some convergence
condition is satisfied. In the present work, we define the
convergence condition as some small tolerance (1026 for
our specific application) in the log-likelihood change for
two consecutive steps.
This procedure is repeated for every observation in
the training period and the weight values are updated.
The final vector of weights at the last point in the
training period t is used for the ensemble model.

f. Ensemble based on modified Bayesian model
averaging (bmaM)
In our study, we apply the Bayesian model averaging
methodology as described above and in Raftery et al.
(2005); however, the results obtained were not satisfactory. Because of the way the average is calculated,
the slopes bj slightly decrease every time and the contribution of the new observations to the new forecast is
decreased. To address this issue, we make a slight
modification to the BMA method. We still assume a
normal/normal case and the same distribution of the
ensemble y. However, we set the value of bj to be 1 for
all forecasting models j. Following Eq. (16), the estimate for aj 5 o 2 xj 5 E(o 2 xj ) is the debiasing term
defined by Eq. (6) in section 2c(3). Thus, this amounts
to using a moving debiased forecast. The estimation of
the weights w jt follows a similar EM algorithm used by
Raftery et al. (2005) that has been suitably modified for

3. Model performance evaluation methodology
To evaluate the performance of the methods, we use
the simple average (SA) method as our benchmark, and
calculate how other methods compared based on several
performance metrics outlined in this section.

a. The performance measures
Recall the specific situation of our study. The forecast
models are predicting an incoming surge due to a hurricane event. Because of this, we create two different
types of performance measures.

1) OVERALL PERFORMANCE MEASURE
This measure is based on the root-mean-square error of the ensemble forecast during the testing period.
Since all points count in this measure, it may be
viewed as an overall performance measure. Specifically, for a specific location and event if during the test
period F and o are the specific ensemble forecast and
observation values, we calculate the performance
measure as
sﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
T
1
(F 2 oi )2 ,
å
T 2 t i5t11 i

(21)

where T is the total number of observations and thus
T 2 t is the length of the testing period.

2) POINT-SPECIFIC PERFORMANCE MEASURES
Because of the specifics of a hurricane event, an important part of the forecast is the prediction of the
highest surge and the exact time at which this surge will
happen. Accurate prediction allows for better prevention strategies and hurricane preparations. Therefore, we create a metric focused on the magnitude and
timing of the peak surge.

TABLE 9. Pairwise t-test results for Providence.

SA

bmaR

bmaM

RMSM

s_c1

s_c2

s_s1

s_s2

c_c1

c_c2

c_s1

c_s2

#0.01

#0.01

#0.01

0.49

#0.01

0.49

#0.01

0.61

#0.01

0.61

#0.01
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TABLE 10. Number of locations for each model when it performs better than SA using the overall performance measure. All 34
event–location combinations have been used.

Irene–Lee
Joaquin
Sandy
Total
Percentage

bmaR

bmaM

RMSM

s_c1

s_c2

s_s1

s_s2

c_c1

c_c2

c_s1

c_s2

8
6
2
16
47.1

10
11
5
26
76.5

10
11
5
26
76.5

0
0
0
0
0

9
10
5
24
70.6

0
0
0
0
0

10
10
6
26
76.5

0
0
0
0
0

9
10
5
24
70.6

0
0
0
0
0

10
10
5
25
73.5

Suppose for a specific event and location we denote
the output of ensemble model e with F e 5 fFie gi and the
peak height surge level with Fte and oh for ensemble
and observation, respectively. Therefore, the time of
the highest height is te for the ensemble forecast e and
h for the observations. Because of the later methods of
comparing the performance measures across locations
and specific events, we have to work with relative
measures of performance and not absolute measures.
For example, at a specific location the best prediction
may have 2-m accuracy while at a different location the
best prediction of the surge may be within 0.1567 m. If
we use absolute measures, we may not combine the
results from various locations and perform a meaningful statistical analysis. That is the reason for dividing by the cumulative performance of all the
measures.

(i) Peak and height measures based on squared
deviation
If we have k total ensemble forecast models, we can
define the performance measures for one of the ensembles denoted e:
Hse 5

(oh 2 Fte )2
k

å (oh 2 Ftj )2

j51

Tse 5

j

(h 2 t e )2
k

å (h 2 tj )2

j51

Cse

5

pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
Hse 1 Tse ,

(22)

where Hse and Tse are the performance based on peak
magnitude or time, respectively, while Cse is the combined measure.

(ii) Peak and height measures based on absolute
deviation
These measures are in all ways identical with the square
measures except they use absolute deviation instead:
Hae 5

joh 2 Fte j
k

å joh 2 Ftj j
j

j51

Tae 5

jh 2 t e j
k

å jh 2 tj j

j51

Cae 5

pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
Hae 1 Tae .

(23)

b. Evaluation methodology
A particular performance measure is used as the response variable in the study comparing the ensemble
methods. We are interested in studying the relationship
between location, event type, and the best methodology
to be used. To study this relationship, we create three
factor variables. The first factor is location and the levels
are the 15 locations for which we have data. The second
factor is the event studies and the levels are the three
major events. A summary of available locations for each
event is presented in the appendix (see Table A1). Finally, the third factor is the method used and for levels of
this factor we use all the methods described in section 2
and summarized in Tables 1 and 2.

TABLE 11. As in Table 10, but when using the combined measure Cse as a point-specific performance measure.

Irene–Lee
Joaquin
Sandy
Total
Percentage

bmaR

bmaM

RMSM

s_c1

s_c2

s_s1

s_s2

c_c1

c_c2

c_s1

c_s2

0
0
0
0
0

5
3
3
11
32.3

4
4
1
9
26.5

0
0
0
0
0

5
4
2
11
32.4

1
0
0
1
2.9

6
4
2
12
35.3

0
0
1
1
2.9

6
3
3
12
35.3

0
0
1
1
2.9

5
3
3
11
32.4
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TABLE 12. As in Table 10, but when using peak magnitude Hse as a point-specific performance measure.

Irene–Lee
Joaquin
Sandy
Total
Percentage

bmaR

bmaM

RMSM

s_c1

s_c2

s_s1

s_s2

c_c1

c_c2

c_s1

c_s2 l

0
0
0
0
0

5
4
1
10
29.4

5
4
2
11
32.4

0
0
0
0
0

4
4
3
11
32.4

0
0
0
0
0

5
4
3
12
35.3

0
0
0
0
0

5
4
4
13
38.2

0
0
0
0
0

5
4
3
12
35.3

c. ANOVA

a. Data

The analysis of variance (ANOVA; Neter et al. 1996)
is used to detect significant factors in a multifactor
model. In this study, we perform three-way, two-way, and
one-way ANOVA studies. The multiple-way ANOVA
studies are used to determine whether or not the factors
interact. If they do not, we perform one-way ANOVA
studies that simplify the conclusions significantly.

As discussed in the introduction, we analyze forecasts
obtained for three major events: Hurricanes Irene and
Lee in 2011, Hurricane Sandy in 2012, and Hurricane
Joaquin in 2015. For each event, every location the
dataset consists of 21 different forecast models run every
10 min. For each day of the period under study a set of
forecasts is produced and analyzed. The locations used
are all in the northeast United States, and we present the
details of each location and time period in the appendix
(Table A1 and Fig. A1). For the ANOVA models we
will be using, it is important to note that the observations
exist at each level of the factors studied. The locations
are thus split into eight common locations where observations were available during all events. These
common locations are set in italics in Table A1.
We illustrate two typical examples of ensemble
modeling performance. Figure 3 presents a rare situation where the simple average ensemble as well as the
other 11 ensemble models performs relatively well when
predicting the surge peak. Note that the time of the
prediction is fairly close to the actual event. Figure 4 is a
more typical situation. It is clear that the simple average
ensemble fails to produce accurate results, while some
other ensemble methods indeed predict the peak height
and size fairly accurately. For the CSM model, the best
performance is obtained when selecting the top five
models (k 5 5).

d. Pairwise t test
Since we have a method chosen as a benchmark, the
SA method, we may perform a simple t test to determine
whether a particular ensemble model outperforms the
benchmark. We denote with mmodel the expected performance of the performance measure chosen for the
particular model tested. The test hypotheses are
H0 : mSA 5 mmodel

and

H0 : mSA . mmodel .
For all performance measures, smaller is better. We
use a 0.05 significance level for all tests. The conclusions
of the test are either that the model is better than the
simple average or there is no statistically significant
advantage of using the model versus the benchmark
(simple average).

4. Results
In this section, we present the results obtained when
comparing the ensemble methods. We compare the
simple average methodology with other methods by
providing some graphs as well as statistical results from
the t-test analysis. We perform further analysis on the
methodologies using ANOVA.

b. Is it better to use an individual forecast rather than
an ensemble model?
We start presenting results of the study with a simple
experiment. We compare the performance of a single
forecast with that of an ensemble. We choose the simplest possible ensemble as the baseline case (the SA

TABLE 13. As in Table 10, but when using peak time Tse as a point-specific performance measure.

Irene–Lee
Joaquin
Sandy
Total
Percentage

bmaR

bmaM

RMSM

s_c1

s_c2

s_s1

s_s2

c_c1

c_c2

c_s1

c_s2

0
0
0
0
0

0
0
0
0
0

0
0
0
0
0

1
0
0
1
2.8

1
0
0
1
2.8

2
0
0
2
5.7

2
0
0
2
5.7

0
0
1
1
2.8

0
0
1
1
2.8

0
0
1
1
2.8

0
0
1
1
2.8
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TABLE 14. Suitable ensemble model to be used at each location. The models are selected using the overall performance measure.
Overall performance
Common locations
Providence, RI

Combined

bmaR, bmaM, RMSM, s_c2, s_s2, c_
c2, c_s2
bmaM, RMSM, s_c2, s_s2, c_c2, c_s2

bmaM, RMSM, s_c2, s_s2

Montauk, NY
New Haven, CT
The Battery, NY
Bergen Point/West
Reach, NY
Lewes, DE

s_c2, s_s2
bmaM, RMSM, s_c2, s_s2, c_c2, c_s2
bmaM, RMSM, s_c2, s_s2, c_c2, c_s2
bmaM, RMSM, s_c2, s_s2, c_c2, c_s2

c_c2
RMSM, s_c2, s_s2, c_c2, c_s2
bmaM,c_c2,c_s2
None

bmaM, RMSM, s_s2, c_c2, c_s2

s_s2

Ocean City Inlet, MD

bmaM, RMSM, s_c2, s_s2, c_c2, c_s2

RMSM

bmaR, bmaM, RMSM, s_c2, s_s2, c_
c2, c_s2
bmaM,RMSM
bmaM, s_c2, s_s2, c_c2, c_s2
bmaR, bmaM, RMSM, s_c2, s_s2, c_
c2, c_s2
bmaM, RMSM, s_c2, s_s2, c_c2, c_s2
bmaM, RMSM, s_c2, s_s2, c_c2, c_s2

bmaM, RMSM, s_c2, s_s2,
c_c2, c_s2
bmaM
bmaM, s_c2,s_s2, c_c2, c_s2
s_c2, s_s2, c_c2, c_s2

New London, CT

Locations with a single
event
Kings Point, NY
Sandy Hook, NJ
Newport, RI
Bridgeport, CT
Atlantic City, NJ
Cape May, NJ

model). For the single forecast we use the Bayesian
learning methodology presented in section 2a to select the
best individual forecast based on the performance during
the training period. To analyze, we perform a t test for all
locations and all events. Depending on the performance
measure used, there was no statistical difference between
the best individual forecast and the corresponding simple
average measure in 86%–95% of all three events we analyzed. In the rest of the cases, using the simple average
ensemble method was significantly better.
This result indicates that using any single forecast is
never better than using a simple average ensemble
model. Thus, if we show that other ensemble models are
better than the simple average, we demonstrate that
using an ensemble model is a necessary step that generally outperforms any individual forecast.

c. Is the performance of ensemble methods dependent
on location and event strength?
Results from the previous section suggest that ensemble
modeling is the most suitable approach to coastal flooding
forecasting and so the rest of the paper is dedicated to
finding the most robust ensemble forecast methodology.
We next investigate if the ensemble method’s performance (both overall and point specific) is affected by the
location, methodology, and event type. We further want to
investigate the interaction between these factors. To this
end, we calculate the performance measure results for

bmaM

None
None

Peak height
bmaM, RMSM, s_c2, s_s2,
c_c2, c_s2
bmaM, RMSM, s_c2, s_s2,
c_c2, c_s2
None
s_c2, s_s2, c_c2, c_s2
None
None
bmaM, RMSM, s_s2, c_c2,
c_s2
RMSM, s_c2, s_s2, c_c2,
c_s2

bmaM, RMSM, s_c2, s_s2,
c_c2, c_s2
None
c_c2
bmaR, bmaM, s_c2, s_s2,
c_c2, c_s2
None
None

each method for each location/event/day in our dataset.
We note that even though the errors of each method are
autocorrelated and nonhomogeneous in time when we
compare their performance using the aggregate measures
[Eqs. (21)–(23)], the results will not be influenced as long
as each day’s forecast is independent of any other day (as is
the case here). Table 3 presents the three-way ANOVA
table results for the overall performance measure
(RMSE). For the point-specific measures, the results are
entirely similar, and we skip presenting them in the interest of having a concise exposition. In Table 3 we can see
that the events, location, and method are significant factors
(indicated by boldface text), which means each of them
significantly impacts the results. The three-way interaction
and two of the two-way interactions are not significant.
This is important for further analysis because it means we
are able to perform simpler two-way ANOVA analyses
and look at specific differences between methods without
worrying about the interaction with an event or location.
We continue the analysis by performing two-way
ANOVA analysis. Recall that significant interaction
between event and location means the study needs to be
done for each event and each location separately. We
investigate this further.
Tables 4–6 present two-way ANOVA results that
study the relationship between the methodology and
location for each event. For Sandy and Irene–Lee the
interaction between the location and method is not
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FIG. 5. The RMSE values (m) for Joaquin. The black box presents the range of values for the selected methods, and
the gray dot shows the SA performance. The overall measure is displayed.

significant. This means that a model with the best performance at one location will be performing the best at
all other locations. However, because of the ANOVA
results for Joaquin, the best method is specific to each
location. We will be comparing the performance of all
methods for each location and event in the next section
using a pairwise t-test analysis.
Next, we investigate the relationship between the
event and method for each location. All results from all
locations are similar to the sample two-way ANOVA
results for Providence, Rhode Island, in Table 7. We can
see in Table 7 (as well as in all the other tables) that the
interaction term between the method and event is not
significant.
This is a very important and significant result. Put in
general terms, the location has an important effect on
the performance of ensemble methods. However, since
the event and method do not interact, it is enough to
perform a one-way ANOVA at each location. This
analysis is performed next. The best-performing models
determined using said analysis will perform the best
regardless of the event since there is no interaction

between the method and event. Thus, given that future
events will not deviate much from the variability of the
three events studied previously, the method(s) recommended using the study would continue to perform well.

d. Results of the t-test analysis
In this section we start by comparing the performance
of the SA method with all the other ensemble methods.
The idea here is to determine the ensemble method (if
any) that outperforms the SA method. Samples of the
individual results are presented in Tables 8 and 9. These
are numerical results associated with Figs. 3 and 4,
respectively.
For Hurricane Sandy at Bergen Point, New York, the
SA ensemble is just as good as any of the other ensemble methods (Table 8). In contrast, Hurricane
Joaquin at Providence has a few ensemble methods
that significantly outperform SA (Table 9). We extend
the analysis for all events and all locations. Since we do
not need to analyze factors anymore, we consider all
combinations of events and locations—a total of 34
such combinations. We calculate the number of times

FIG. 6. Recommended methods RMSE value range vs SA RMSE value under overall performance for Irene–Lee.
The black box presents the range of values for the selected methods, and the gray dot shows the SA performance.
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FIG. 7. Recommended methods RMSE value range vs SA RMSE value under overall performance for Sandy. The
black box presents the range of values for the selected methods, and the gray dot shows the SA performance.

each method performed the best for a particular event/
location combination while at the same time performing better than the SA method. The results obtained
are different when examined using the overall performance measure versus the point-specific measures.
Specifically, Table 10 shows that for the performance of
all measures considered, many ensemble models outperform the SA model.
If several models outperform the SA model and there
is no statistically significant difference between them, we
count all of them as best performers. A further observation is that debiasing the models generally improves
the RMSE performance quite significantly. Tables 11–13
present the results of the point-specific performance
measure. We should mention that using an absolute
measure or square makes very little difference and for
brevity we chose to use the square-based measures presented in Eq. (22). When looking at the combined measure (Table 11), we can see an improvement in the
prediction accuracy, though it is generally not as marked
as in the overall performance measure. Standouts are the
unmodified Bayes measure, which performs much worse,
and the fact that once again debiasing makes a big positive contribution.
We also present Tables 12 and 13, which look at the
highest surge point forecast and the time of the event.
We can see that the main difference is coming from peak
prediction and this is precisely where debiasing is
making a difference. In contrast, for predicting the time,
debiasing is generally ineffective and, in fact, the use of
most of the ensemble methods provides no advantage
over the SA method.

5. Conclusions
In this study, we have introduced several types
of ensemble methods used to forecast storm surge
levels. We propose a comprehensive methodology to

compare the performance of these ensemble methods.
We use ANOVA and multiple pairwise comparisons
for two different types of performance measures: an
overall measure and a point-specific measure. We
TABLE A1. Locations and time period for each event. Common
locations are set in italics.
Event

Dataset period

Locations

Irene–Lee

23 Aug–10 Sep 2011

Sandy

19 Oct–2 Nov 2012

Joaquin

27 Sep–6 Oct 2015

Providence, RI
New London, CT
Montauk, NY
New Haven, CT
Kings Point, NY
The Battery, NY
Bergen Point/West Reach, NY
Sandy Hook, NJ
Lewes, DE
Ocean City Inlet, MD
Newport, RI
Providence, RI
New London, CT
Montauk, NY
New Haven, CT
Kings Point, NY
The Battery, NY
Bergen Point/West Reach, NY
Cape May, NJ
Lewes DE
Ocean City Inlet, MD
Newport, RI
Providence, RI
New London, CT
Montauk, NY
New Haven, CT
Bridgeport, CT
The Battery, NY
Bergen Point/West Reach, NY
Sandy Hook, NJ
Atlantic City, NJ
Cape May, NJ
Lewes, DE
Ocean City Inlet, MD
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FIG. A1. Locations used for this study. Squares denote common locations while triangles
denote locations with data from a single event.

apply the methodology to storm surge for multiple
locations and three separate hurricane events. We
report three major findings. First, using a single
forecast is never better than using any ensemble
model. This result is consistent with common practice
and points to the value of ensemble forecasts in the
presence of weather uncertainty (Georgas et al. 2016).
Second, using a debiasing technique when constructing the model will generally improve the overall
model performance and produce more accurate predictions of the peak of the storm surge. Again, this is in
agreement to previous studies and common practice (Di
Liberto et al. 2011). Third, when predicting the time of
peak surge of the three hurricane events, the ensemble
models investigated here produced very similar results
compared to the simplest ensemble method (the SA
method). A new method is needed to improve on time
predictions. Finally, based on the three events we analyzed, we can draw this conclusion specifically: using
the methodology presented in this paper, we are capable of determining which ensemble model is most
suitable for each particular location. Of course, the
analysis is limited by the ensemble models considered
and by the event data we had available to us. Table 14
presents the most suitable model for each event given
the particular ensemble models considered, the three
hurricane events, as well as the locations studied.
In Table 14, when multiple models are reported we
did not find any statistically significant difference in their

performance. When ‘‘none’’ is reported in a cell, we did
not find any ensemble model to be better than just the
simple average ensemble method.
To better understand the results and distinguish
between statistical significance and practical significance, we present Figs. 5–7. In these plots the black
box displays the range of performance for the
models selected as the best and the dots are the
corresponding performance for the SA ensemble
model.
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APPENDIX
Locations and Time Period for Each Event
The locations and time period for each event used in
this study are summarized in Table A1 and Fig. A1.
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