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ABSTRACT
When consulting a forecast, users often ask some variant of the following questions: Will an event of interest
occur? If so, when will it occur? How long will it last? How intense will it be? Standard verification measures
often do not directly communicate the ability of a forecast to answer these questions. Instead, quantitative
scores typically address them indirectly or in some combined form. A more direct performance measure grew
from what started as a project for a high-school intern. The challenge was to evaluate aspects of forecast
quality from a set of convection-allowing (1.67 km) precipitation forecasts over Florida. Although the output
was highly detailed, evaluation became manageable by simply adding a series of static landmarks with range
rings and radials. Using the ‘‘targets’’ as a guide, the student and the two authors successfully obtained
quantitative estimates of model tendencies that had heretofore only been reported anecdotally. What follows
is a description of the method as well as the results from the analysis. It is hoped that this work will stimulate a
broader discussion about how to extract performance information from very complex forecasts and present
that information in terms that humans can readily perceive.

1. Introduction
Pattern-based verification is often used to depict
forecast errors associated with meteorological phenomena. Early efforts focused on easily tracked events
such as tropical cyclones (Kasahara 1957; Sanders and
Burpee 1968) and extratropical cyclones (Toll and
Clune 1985; Sanders and Auciello 1989). The errors
were easily separated into track and intensity components whereby systematic biases in timing and location
were investigated and compared. As a result, modern
tropical cyclone forecast models are now optimized to
minimize track and intensity errors. At smaller spatial
scales the problem of identifying, tracking, and matching
weather phenomena becomes more difficult. Objectbased methods such as the contiguous-rain area (CRA;
Ebert and McBride 2000) and the Method for ObjectBased Diagnostic Evaluation (MODE; Davis et al.
2006) have recently emerged for their ability to successfully retrieve and match parameters describing
specific objects. These methods have primarily been
applied to quantify pattern and location errors in convective precipitation forecasts (Davis et al. 2009; Ebert
and Gallus 2009; Gallus 2010; Skok et al. 2010; Cai et al.
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2011; Case et al. 2011; Johnson et al. 2011; Caine et al.
2011; Johnson and Wang 2013; Clark et al. 2014). Brown
et al. (2011) also provide a thorough review of many of
these spatial verification methods.
By definition, object-based methods are event oriented or Lagrangian in nature. Objects are defined in
both the observations and the forecasts through a combination of intensity and size criteria (Ebert and
McBride 2000) and/or field convolution (Davis et al.
2006; Clark et al. 2014). Forecast accuracy is measured
by the degree to which the forecast entities match their
observed counterparts. Various strategies have been
employed to match the objects. Ebert and McBride
(2000) proposed iterated best-fit calculations on the
translated fields. Suggested threshold criteria have been
based on the minimum squared error (Ebert and
McBride 2000), maximum correlation coefficient (Grams
et al. 2006), or maximum overlap (Ebert et al. 2004).
Recent studies suggest that the correlation matching is
more successful than the minimum squared error matching (Grams et al. 2006; Tartaglione et al. 2005; Gallus
2010). One major disadvantage of the translation methodology is that unmatched objects are not considered.
MODE matches are determined by evaluating the
interest function (Davis et al. 2009) between two objects
as defined by any number of attributes such as centroid
distance, area ratio, aspect ratio, and orientation angle.
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Binary matches depend on the match acceptance criteria. Davis et al. (2009) suggest a binary interest threshold
of 0.7, though Johnson et al. (2011) noted a value of 0.6
provided better results for their clustering analysis.
Fuzzy matching criteria have also been proposed, such
as the median of maximum interest (MMI; Davis et al.
2009) and the object-based threat score (OTS; Johnson
et al. 2011). Johnson et al. (2011) noted that fuzzy
methods provided an improved characterization of the
forecast quality. However, Johnson et al. (2013) found
the MMI and OTS provided conflicting results as a result
of the increased sensitivity to larger events in the OTS.
Since precipitation systems are often interrelated on
larger scales, the object matches may be improved by
clustering individual objects prior to matching (Davis
et al. 2009). However, the interdependence of objects
is difficult to quantify, especially if their precipitation
signatures appear to be separate. An extratropical
cyclone may spawn multiple mesoscale convective systems
(MCSs), which may or may not be grouped as a single
cluster depending on their proximity. Although filtering
improves the quality of the matches, the degree to which
the event shapes conform to an underlying pattern is
uncertain. Davis et al. (2009) suggested introducing
dynamic variables into the MODE match criteria to
consider the covariance of precipitation features with
the large-scale flow. However, the resulting larger clusters may be more cumbersome and difficult to match.
Complex phenomena such as clouds may also be difficult
to group because of the widely varying cloud types
within a single cloud system.
In some studies no attempt is made to match the objects. Instead general attributes are inferred from the
object distributions. Skok et al. (2010) compared object
sizes and trajectories between forecasts from the
Weather Research and Forecasting (WRF) Model and
precipitation observations from the Tropical Rainfall
Measuring Mission (TRMM) over the tropical Pacific.
They noted that the spatial precipitation distribution
was well reproduced, though with a positive coverage
bias. Cai and Dumais (2015) noted that forecast convective entities from the High Resolution Rapid Refresh (HRRR) model satisfactorily reproduced storm
number, size, intensity, orientation, aspect ratio, and
complexity. However, the total number and total area of
storms was underestimated. Clark et al. (2014) obtained
information about the timing of initiation, dissipation,
and translation of predicted and observed objects. Mean
object translation velocities and durations were compared among four forecasts, although actual errors in
the timing of rainfall initiation were not calculated.
Along these lines, employing an Eulerian strategy
may be a more tractable way to measure accuracy, while
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alleviating some of the problems posed by matching.
Instead of attempting to match objects, pattern-based
information can be sampled from limited, static areas as
events pass through. Such a strategy is consistent with
many National Weather Service forecasts, which are
typically issued for specific regions. Forecast quality is
determined by the degree of the match within constrained areal and temporal bounds. Information about
the precipitation pattern, intensity and coverage, timing
of initiation, as well as other quantities can be determined through rules-based criteria. In this study an
Eulerian method was applied to guide human-based
subjective verification of hourly precipitation forecasts
from a convection-allowing grid over Florida.
Human-based verification is not commonly performed; however, previous efforts have proven to be
useful. Kain et al. (2003) achieved considerable success
with subjective verification of convective systems for the
Hazardous Weather Testbed Spring Experiment. The
effort was successful enough to be extended through
subsequent years (Kain et al. 2006, 2008; Clark et al.
2012). Kain et al. (2017) noted that systematic biases,
strengths, and weaknesses of the different modeling
systems were discovered using human inference.
Koch et al. (2015) and Kuhnert et al. (2005) successfully used human perception as a baseline for testing
objective spatial verification and map comparison
schemes. Both studies employed surveys in which participants were asked to rate similarities between pairs of
perturbed land surface variables. Ahijevych et al. (2009)
asked participants to evaluate high-resolution, 60-min
precipitation forecasts for overall forecast quality. The
precipitation patterns were more complex than the land
surface imagery, and some panel members noted difficulties in reaching a judgment. Their difficulties support
the idea of limiting the task by providing a set of reasonable metrics to help guide the participants. To some
extent, these metrics will introduce bias. However,
forecast performance is user dependent, and the metrics
can be customized to best reflect user needs. For any
verification method, the outcome will depend on the
choice of the metrics.
Although human capital may be initially less expensive and time consuming than developing a computational algorithm, it still comes at a premium. Kain et al.
(2003) noted forecasters often lack the time and patience to perform the often tedious task of comparing
complex predicted and observed patterns. For this
study, the only readily available resource, aside from the
two authors, was a high-school intern working through
the Science and Engineering Apprenticeship Program
(SEAP) sponsored by the Department of the Navy.
Developing an understandable yet useful set of rules to
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FIG. 1. (a) The COAMPS 19-h forecast of 1-h accumulated precipitation on the 1.67-km domain. (b) The corresponding Stage IV 1-h accumulations for the same period as in (a). Rainfall rate (mm h21) is shaded as depicted
by the color bar. The four target points used in this study are labeled. Range rings in 20-km intervals and azimuths at
458 intervals are displayed for each point.

evaluate the forecasts was distinctly challenging, especially since the student had little meteorological experience and was only available for two months. The
remainder of this work documents the rules-based algorithm that was developed, as well as its application in
verifying two weeks of 48-h, convection-allowing warmseason forecasts over Florida. The results are discussed
in terms of the ability of humans to perceive and judge
complex forecasts, as well as the efficacy of the set of
rules that was developed to help guide that judgment.

2. Forecast and observational data
The Coupled Ocean–Atmosphere Mesoscale Prediction System (COAMPS;1 Hodur 1997) was used to
generate a set of high-resolution forecasts over central
Florida for the period of 26 July–9 August 2015. The
domain setup consisted of four one-way nested grids
with horizontal spacings of 45, 15, 5, and 1.67 km. The
finest 331 3 331 point domain is shown in Fig. 1. The
vertical domain consisted of 60 sigma-z levels extending
from 10 m to a model top at approximately 30 km.
Forecasts were initialized daily at 0000, 0600, 1200, and
1800 UTC, using the Naval Research Laboratory’s
Atmospheric Variational Data Assimilation System
(NAVDAS; Daley and Barker 2001). The previous 6-h
forecast served as a first guess. Boundary conditions
were supplied from the Navy Global Environmental

1
COAMPS is a registered trademark of the Naval Research
Laboratory.

Model (NAVGEM) at 3-h intervals using a Davies (1976)
scheme. The explicit microphysics was parameterized on
all grids using a modified version of the single-moment
bulk scheme of Rutledge and Hobbs (1983, 1984), as
described by Chen et al. (2003). Subgrid-scale convection
on the 15- and 45-km grids was parameterized using
the Kain–Fritsch scheme (Kain and Fritsch 1993). The
Fu–Liou (Liu et al. 2009) parameterization was used
for shortwave and longwave radiative transfers. Boundary
layer turbulence was parameterized using a 1.5-order
turbulence closure method (Mellor and Yamada
1982), where turbulent kinetic energy is predicted.
For this study the 1-h accumulated precipitation
forecasts on the 1.67-km domain were validated
for the 1–48-h lead times at hourly intervals. All
forecasts initialized at 0000 and 1200 UTC through
the 2-week period were considered for a total of 28
realizations. At each lead time the 1-h accumulated
precipitation was verified against the 4-km Stage IV
(Lin and Mitchell 2005) 1-h precipitation analyses interpolated to the 1.67-km model domain. The interpolation was conducted by subdividing each
COAMPS grid pixel into 25 equally sized regions and
averaging the corresponding Stage IV values in each
region (Nachamkin et al. 2005). The Stage IV grid
spacing was roughly half that of the COAMPS model
data. However, the model solution was implicitly filtered to remove all features less than 2Dx (3.34 km).
Given the additional difficulties forecast models have
in resolving features less than 4Dx (Pielke 1984), we
elected not to apply any additional filters to the
forecast data.
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3. Method
The Eulerian method requires the specification of
landmarks to act as target points. Four locations over
Florida were selected: Chiefland (CHIEF), Cape Canaveral
(CAPE), the southeastern shore of Lake Okeechobee
(LAKE), and Sarasota (SARA) (Fig. 1). These points were
chosen in an effort to maximize the land area covered by
the verification regions with a minimal amount of overlap.
The Stage IV data are generally more reliable over land
where surface precipitation observations are available.
Over the water, rainfall rates are derived from radar reflectivity. Additionally, points were required to be at least
100 km away from any grid boundaries. Verification regions were defined around each point out to a radius of
100 km (Fig. 1). The size of the regions was chosen to
reflect a reasonable scale over which the forecast should
be skillful. Fraction skill scores (FSSs; Roberts and Lean
2008) derived by Nachamkin and Schmidt (2015) indicated that COAMPS forecasts in this region tended to
perform skillfully at this scale. Another factor influencing
the size of the verification region was the complexity of
the convective patterns. Summertime convection in
Florida can be very complex. Large verification areas
may contain conflicting errors that would increase the
uncertainty in the survey results.
The validation was conducted by animating the 1-h
observed and predicted rainfall fields and toggling the
animation to evaluate the model skill. Aside from an
initial training session, each participant conducted the
verification separately. The landmarks, range rings, and
radials acted as references to guide the interpretation.
Precipitation features were difficult to track using the
original color scheme in Fig. 1, primarily because the
plots contained too much detail. To simplify the task,
the 1-h accumulated precipitation fields were shaded at
the 2.0, 12.5, and 25 mm h21 levels (Fig. 2). These thresholds were subjectively chosen as reasonable depictions
of low-, medium-, and high-intensity precipitation rates.
Precipitation events were defined when the observed or
predicted rainfall at a landmark exceeded 2.0 mm h21. If
an event occurred at one of the four target points, information about each event was recorded numerically on
spreadsheets using the guidelines described below. The
process was conducted in two iterations. First, basic information about cell intensity, size, motion, initiation, and
duration was collected separately from the forecasts and
the observations. Then assessments about the skill of the
forecast were made based on the timing and subjective
evaluation of the precipitation pattern match.
Event intensity was subjectively categorized based on
the strength of the precipitation cores within the 100-km
verification area. The overall intensity was defined by

FIG. 2. Examples of precipitation-event types that were used by
all participants in this study as a guide to identifying the precipitation patterns. Each example depicts 1-h rainfall patterns
dominated by (a) small scattered cells, (b) large cells, and (c) solid
clusters or lines. Rainfall rates at the 2.0, 12.5, and 25 mm h21
thresholds are shaded. Range rings and azimuths are displayed as
in Fig. 1.

the most frequently observed core intensity within the
verification area during the event. By including the entire verification area in the definition, the events were
characterized by their mesoscale structures instead of
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the point values at the target. Numerous studies (e.g.,
Gilleland et al. 2009) have demonstrated that stormscale weather systems are not well represented by singlepoint samples. Integer values of 1–3 were assigned to the
light, moderate, and intense rainfall rates defined by the
2.0, 12.5, and 25 mm h21 thresholds, respectively. Once
the category was chosen, it was entered on the spreadsheet. Event type (Fig. 2) was subjectively defined by the
most frequent mode of the precipitation pattern within
the 100-km verification region during the event. Small
scattered cells were assigned a value of 1, large cells were
assigned a value of 2, and solid clusters or lines were
assigned a value of 3. Unlike MODE, cell orientation was
not considered due to concerns about uncertainties in the
subjective evaluation of this parameter.
Storm direction was estimated by the mean direction
of motion of the cells within each verification area during an event. Directions were manually estimated based
on the hourly data and the orientation with radials on
each target pattern. Reported directions showed some
tendency to track the radials. As a result, the directions
were binned at relatively coarse 458 intervals. Values
were defined by the direction in which the storm was
heading (eastward motion 5 908). Stationary or indeterminate motion was coded as 08. In retrospect, the
indeterminate motion should have been separated from
the stationary category because the participants had
varying confidence in their direction estimates. Storm speed
was not estimated because of uncertainties in isolating
specific features and separating propagation from advection.
The event initiation time was defined as the hour
when the rain rate at a target point exceeded 2 mm h21.
In the event of a match (defined below), the time offset
between the predicted and observed events (F-O) was
calculated. Positive numbers indicate the forecast was
late, negative early. In the event of a near or far miss
(below), the time offset was calculated from the time at
which the precipitation was closest to the target point.
Timing was not calculated for complete misses (below).
Event duration was denoted by the start and end times
of each event. The time of day as well as the forecast hour
was recorded. An event was considered to have ended
when rainfall $ 2.0 mm h21 was no longer occurring at
the target point. Intermittent precipitation with hiatuses
of 1 h or less was considered to be a single event.
Once the basic descriptive information was collected
from the individual predicted and observed events at
each target for a given forecast, the quality of the
forecast–observation matches was evaluated. The pairings were categorized by the degree to which forecasts
matched or missed the observed field. If a forecast event
occurred at a target point within 6 h of an observed
event, the events were considered to be a match. Note
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that two exceptions to the 6-h rule were made for very
well-defined events occurring within 7 h of the observations. Matching was the most challenging part of the
work, primarily because of the unequal numbers of observed and forecast events. In cases where an event had
more than one potential pairing, the match was made
based on subjective interpretations of the precipitation
patterns and their evolution. In some cases the closest
temporal match was not the best pattern match. The
unpaired events could still be considered lesser quality
matches or misses (below) depending on the relative
duration of the events. For example, in cases such as a
long-lived forecast event spanned by two or more observed events both observed events could be considered
to be matches of varying quality. However, if two events
of similar size and duration were considered to be a match, a
third unmatched event was considered to be a miss. Fortunately, these situations were relatively uncommon.
Once an event was determined to be a match, the match
quality was summarized on the spreadsheet. Matches
were categorized as good 5 1 (Fig. 3a), fair 5 2 (Fig. 3b),
and poor 5 3 (Fig. 3c). Good matches were characterized
by similar precipitation patterns, coverage, orientation,
and evolution over the target region. Fair matches displayed moderate differences between the predicted and
observed events, but were still deemed to be relatively
similar over the target region. Poor matches featured large
differences between predicted and observed patterns.
Although many events affecting a station did not
have a corresponding match, the patterns often resembled one another. The quality of each miss was
characterized using a subjective scoring methodology
that was similar to the matches. A near miss (Fig. 4a) was
assigned a value of 1. Like the good match, the precipitation patterns had to look similar, cover a similar
portion of the target region, and possess similar traits in
orientation and evolution. Precipitation also had to occur within 60 km of the target point and within 6 h of the
event initiation time. These values were chosen based on
reasonable expectations of the model capabilities. More
stringent criteria would likely produce trivial results that
would not usefully describe the model performance. Far
misses (Fig. 4b) were assigned a value of 2, and the
precipitation patterns displayed moderate differences in
evolution, shape, orientation or coverage. Like the near
miss, precipitation had to occur within 60 km of the
waypoint and 6 h of event initiation time. Complete
misses (Fig. 4c), assigned a value of 3, were characterized by large pattern differences, or precipitation farther
than 60 km from the station at the time of closest approach, or a time of closest approach that was greater
than 66 h of event initiation time. False alarms and
missed forecasts fell into this category.
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FIG. 3. Examples of pattern matches that were used by all participants as a guide to identifying the type of match
for each event. Shown are (left) COAMPS forecasts and (right) Stage IV observations. Each example depicts 1-h
rainfall patterns typical of (a) a good match, (b) a fair match, and (c) a poor match between the predicted and
observed fields. Rainfall rates and range rings are shown as described in Fig. 2.

4. Results
a. Description of forecast attributes
The subjective nature of this study lends itself to
enhanced uncertainty. Since each participant worked

independently, the final tallies for even simple features yielded surprisingly different results. For example, the total number of predicted events for the entire
period ranged from 135 to 203, while the number of
observed events ranged from 146 to 181. Although the
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FIG. 4. As in Fig. 3, but for the event miss type. Examples of a (a) near miss, (b) far miss, and (c) complete miss
are shown.

instructions were to record the time at which the
2 mm h21 contour reached each central point, each
participant perceived that differently. In many cases,
precipitation grazed the central point to varying degrees. The forecasts were especially problematic as
they often featured small, scattered cells that sometimes

closely surrounded the target point. In hindsight, the
time of precipitation occurrence should have been
automated, as the machine will make consistent distinctions. The disparities in the human-based tallies
call attention to the perils of making highly deterministic forecasts. Not only are the forecasts
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themselves uncertain, but our perception of the forecast
output is uncertain as well.
Given the large uncertainties, the decision was made
to aggregate the survey results for each variable using
bootstrap resampling. Following a procedure similar to
that of Hamill (1999), distributions were created for
each verification measure by taking 10 000 random
samples from the pool of three participants. Each sample contained 200 elements. For each draw, a participant
was first chosen at random. Once the participant was
identified, a value was randomly chosen, with replacement, from the list of all possible entries for that
variable. A distribution was created for each 200-element
sample consisting of the counts in each category. The
resulting spread over the 10 000 samples represents an
estimate of the uncertainty, which is then displayed in
box-and-whisker plots. While the results are somewhat
tentative, some of the tendencies do match known biases,
especially for quantities that were collected independent
of forecast lead time.
The most robust results were found in the event type/
size (Fig. 5) and intensity (Fig. 6). The distributions
indicate a clear tendency for COAMPS to predict events
that were too small (in terms of areal coverage) and too
intense compared to the observations. Anecdotal reports from other COAMPS users outside of this study
corroborate these findings. All participants in our study
also reported that the model had difficulty developing
and maintaining organized convection. Large lines were
relatively uncommon in the forecasts and primarily occurred in cases of synoptic convergence, such as a stalled
front. Observed systems more readily developed linear
characteristics and propagated as distinct features. In
the forecasts, system propagation was more multicellular, with new cells often developing slightly ahead of
ongoing convection. Stratiform precipitation was also
less common in the forecasts, a problem that has long
been noted with bulk microphysical schemes (Fovell and
Ogura 1988; Morrison et al. 2009; Varble et al. 2014).
Other studies have also found that convection-allowing
models have trouble achieving and maintaining MCS
characteristics (Cai and Dumais 2015).
The offsets in the event initialization time for the
matched events (Fig. 7a) showed some tendency toward
the forecast being late, with a maximum in the distribution centered at 11 h. Additionally, the median
values (red lines in Fig. 7a) in most of the positive (late)
categories were higher than the corresponding values in
the negative (early) categories. Late forecasts outnumbered early forecasts at most lead times, and comparisons between time offset and forecast lead time
indicate almost no correlation, as indicated by the
Pearson correlation coefficient of 0.042. As with the
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FIG. 5. Box-and-whisker diagrams displaying the precipitationevent-type distributions and their spread derived from the bootstrap resampling described in the text. Frequencies were normalized
by the total number of draws in each sample (200). Shown are results
from the (a) COAMPS forecasts and (b) Stage IV observations. The
first and third quartiles for each category are represented by boxes
with medians indicated by the red line. Dashed lines represent the
1.5st interquartile range fences.

small cellular convection bias, other COAMPS users
have noted that the precipitation forecasts tend to be
late. Nachamkin et al. (2009) also noted similar time lags
for deep precipitating cloud patterns in COAMPS
forecasts over the eastern Pacific.
In contrast to the matched events, time offsets for the
missed events (Fig. 7b) were much less biased. The
distribution featured a distinct maximum at zero and
little preference for late or early forecasts. One possible
source for the discrepancy compared to the matched
events may have been a loss in accuracy in estimating the
time of the closest approach to the target center. Events
with motion vectors and orientations tangent to the
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FIG. 6. As in Fig. 5, but for distributions of event intensity
categories.

target were especially difficult to track. Also, missed
forecasts with larger time offsets were generally assigned a
miss type of 3, and time offsets for those forecasts were
not calculated.
The observed and forecast differences in cell direction
(Fig. 8) were not well defined, in part because participants had difficulty determining cell motion. As a result,
the fraction of entries in the 08 category, which represents either stationary or indeterminate motion, was
large. The discrete, multicellular forecast events were
especially difficult to track. One systematic forecast
deficiency that was noted during this exercise was the
lack of secondary convection triggered by the interaction of outflow boundaries. COAMPS rarely initiated convection in this way. Instead, new convective
cells would initiate quasi-randomly near an existing cell
and propagate discretely along the primary outflow in
the direction of the mean tropospheric flow. An additional
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FIG. 7. Box-and-whisker plots of the time offset for precipitation
initiation for (a) all matched events and (b) all missed events with
miss type of near or far (1 or 2). The offsets were defined as forecast
minus observations so that positive (negative) values indicate the
forecast was late (early) with precipitation onset.

deficiency was the lack of convection that propagated
in opposition to the mean deep-tropospheric flow.
Observed systems would occasionally exhibit this behavior along strong outflow boundaries expanding
rearward from existing convection. While the predictability of these types of events is likely low, the
complete lack of any predicted cases suggests that the
convective outflow may be too weak.
Differences in the precipitation event duration
(Fig. 9) were also subtly affected by the cellular nature
of the forecasts. COAMPS precipitation events often
featured the passage of two or more cells over a period
of 1–3 h. Although the observed systems were larger and
more consolidated, the axis of maximum extent was
often not aligned with the direction of propagation. As a
result the duration times were sometimes shorter for the
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FIG. 8. As in Fig. 5, but for distributions of event direction for
all events. Events in the 08 category represent stationary and indeterminate directions. Otherwise, values denote the direction in
which an event is heading.

observed events despite their increased size. Extreme
cases in the forecasts lasting beyond 7 h all resulted from
repeated cells traversing over a target point. These cases
were occasionally punctuated by 1-h gaps in the precipitation, which helped extend the event length. To
estimate the degree to which these forecast durations
were correlated with the observations, a scatter density
plot was created. The predicted and observed durations
of the 266 matched events at all lead times identified by
all participants were used (Fig. 10). Despite the double
counting, the plot represents a first guess at any possible
correlations. The relatively broad scatter as well as the
Pearson correlation coefficient of 0.145 suggests relatively little agreement, especially for longer-duration
events. Although all of these forecasts were considered
to be matches of some type, the quality varied greatly.
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FIG. 9. As in Fig. 5, but for distributions of event duration (h) for all
matched events.

Match quality was arguably the most subjective portion of this study. However, the quality of the matches
and misses (Fig. 11) is consistent with the other measures, suggesting that most of the forecasts were in the
fair (2) and poor (3) categories. More of the misses
fell into the poor category in part because false alarms
and missed forecasts were encompassed. Missed event
forecasts may possibly have been judged more harshly
as a result of their classification as a miss. A more holistic
measure of quality can be achieved by considering the
agreement in the other measures as part of the quality
judgment. In much the same way as the interest function
is considered in MODE, the event type, intensity, time
offset, direction, and duration can be used in addition to
the subjective pattern match.
To gauge the quality of the 266 matched events, the
performance in terms of the individual variables was
measured. Because of the limited number of categories
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FIG. 10. Scatter density plot comparing the predicted and observed durations (h) for all matched events. The number of points
in each category is shaded based on the color bar at the right.

for many of the variables, the most logical requirement
was that the predicted and observed values should be
equal to one another. This threshold was applied to the
categorical values of event type, event intensity as well
as direction, and duration. For the time offset, the value
was required to be zero, meaning that the predicted
precipitation occurred within 1 h of the observed initiation. Applying these criteria to the matches revealed
that 40 or ;15% of the matches met none of the criteria,
indicating a relatively poor forecast event despite the
match. Of the remaining matches, 108 (41%) met one,
71 (27%) met two, 34 (13%) met three, 12 (5%) met
four, and only 1 match met all five criteria. Note that
only one of the three participants gave a ‘‘perfect’’ score.
In terms of the individual variables, event type and event
intensity had the largest numbers of equivalent values at
114, and 105, respectively. Direction, duration, and time
offset had fewer equivalent values at 78, 71, and 37, respectively. The elevated numbers of equal values in the
type and intensity come despite the systematic differences in the distributions (Figs. 5 and 6). Reduced degrees of freedom in terms of the number of categories
in these two variables may have contributed to the
increased similarity compared to the other variables.
Missed events, which also contributed to the overall distributions, were not included in the set of matched events.
More broadly, some of the missed events were also
judged to be good (Fig. 11b) and should thus be included
in the quality criteria. As with the matches, scores consisting of any weighted combination of the verification
measures can be used to quantify which forecasts are
acceptable. As a demonstration, a simple aggregated
quality score (AQS) was developed for all of the sampled events using the following criteria. First, all
matched and missed events with time offsets # 3 h were

FIG. 11. As in Fig. 5, but for distributions of event match type for
(a) all matched events and (b) all missed events.

selected. From that pool, all matching events with
match types # 2 (good or fair) and all missed forecasts
with match type 5 1 (good/near miss) were then selected. The resulting group of forecasts could be considered ‘‘acceptable’’ in that precipitation occurred
relatively close to the predicted time and that the pattern match was at least subjectively reasonable. Users
may choose to refine these criteria depending on their
needs. The AQS, calculated as the fraction of the
number of acceptable forecasts, was grouped by 12-h
intervals and displayed in Fig. 12. The AQS indicates
the best quality during the 13–24-h lead time. The
number of matches was also maximized during this
interval, though the number of high quality misses was
relatively high during the first 12 h. Spinup issues likely
contributed to the reduced number of matches. Ongoing convection is difficult to simulate, even with
data assimilation. Notably, the radar data assimilation
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FIG. 12. Forecast quality is displayed in terms of the percentage
of all events that were matches (blue) and the AQS defined by the
percentage of all events that met the quality criteria discussed in
the text (red). Forecasts were binned into 12-h lead-time intervals
containing 255, 283, 252, and 189 events, respectively, during
each period.

(Zhao et al. 2013) was not invoked for these forecasts.
At lead times beyond 24 h, the number of matches
decreased incrementally but the overall quality in
terms of the time offset and match/miss type fell more
rapidly, leading to reduced AQS scores.

b. Comparison to objective forecast metrics
As with any new verification measure the question
arises of how it performs against the standard scores.
Unfortunately, none of the object-oriented software
packages were locally available for this experiment.
However, the AQS can still be compared to summary
measures derived from other scores to examine any
similarities in the time-varying performance trends. The
Gilbert skill score (GSS), also known as the equitable
threat score (ETS); the frequency bias (FB); and increasingly the FSS are currently used to verify precipitation forecasts. At high resolutions and short
accumulation times the ETS suffers from doublejeopardy errors (Zepeda-Arce et al. 2000), whereas
the FSS is more forgiving of spatial displacement errors
and thus more representative of potential performance
(Roberts and Lean 2008). Both require a minimum
precipitation accumulation threshold to verify model
performance. For this study, the 2 mm h21 threshold was
chosen as it fully encompassed the events in this study,
and the ETS performed somewhat reasonably. Thresholds at and above 12 mm h21 resulted in extremely low
ETS scores (not shown). The scores calculated over the
full 1.67-km domain, from all of the 1-h forecasts and
observations used in the subjective study, are shown in
Fig. 13. Note that the length scale of the FSS scores
corresponds to the size of the square neighborhoods that

FIG. 13. Quantitative skill scores calculated from the forecasts of
1-h precipitation accumulation based on the 2.0 mm h21 threshold.
(top) The FSSs at 1-h lead-time intervals are shown for a series of
horizontal length scales. The unitless scores are denoted by the
color bar. Also shown are the (middle) ETS and (bottom) FB.

were used to calculate the fractions. In accordance with
the terminology described by Schwartz and Sobash
(2017), the fractions represent the averaged values at
each scale. Neighborhoods that exceeded the grid
bounds were not used as described by Nachamkin and
Schmidt (2015). Otherwise, the method was identical to
that of Roberts and Lean (2008).
When compared to the standard scores the AQS
(Fig. 12) most closely resembled the FB and the FSS at
scales greater than 242 km. Both the FB and the largescale FSS scores increased during the first 6 h of the
forecast and reached a peak in the 9–18-h time frame.
Beyond 18 h the FSS slowly trended downward with
localized peaks while the FB also dropped below 1.0,
indicating the precipitation coverage in the forecasts was
lower than observed. Roberts and Lean (2008) noted
that the FSS is completely bias dependent at the scale of
the entire grid, thus at larger scales the FSS and the FB
will become increasingly correlated. The rate of increase
is unknown but is likely dependent on the spatial forecast errors. In contrast to the FSS, the ETS reached its
peak very early in the forecast period and decreased as
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the large-scale FSS reached its peak. The combined
behavior of the ETS and the FB during the first 12 h
of the forecasts is consistent with the positive difference
between the number of matches and the AQS. Dynamic
spinup errors tend to result in precipitation being reduced in coverage but relatively well placed. Such errors
would lead to better performance in terms of pattern
similarity, but worse performance in terms of the bias.
Other differences between the standard scores and the
AQS may arise from the sampling methods. All points
were systematically included in the standard scores,
while the AQS was focused at the four localized verification areas. However, similarities between the
AQS and the FSS suggest that the sample was representative of the forecast errors on the scale of the
target zones (;200 km).
Finally, several of the metrics in this study suggest that
the strength of the outflow boundaries was weaker than
observed. Since interactions between the cold pool and
the environmental inflow are important to the convective structure (Rotunno et al. 1988; Weisman and
Rotunno 2004), any possible bias is worthy of further
study. Kerr et al. (2017) and Engerer et al. (2008) both
noted that numerical models underestimate the depth
and intensity of convectively generated cold outflow.
Given the dearth of verification studies of this nature,
some sort of verification of the COAMPS cold pool
strength could provide a useful data point. Unfortunately, the available synoptic sounding network is
insufficient to resolve the spatial and temporal structure
of any given cold pool. Instead, surface pressure perturbations were used as a proxy measure.
Time series of the 1-h COAMPS and Stage IV gridded
rainfall accumulations were created for 1–24-h lead
times through the 2-week period. Nearest-neighbor
values were assigned to the locations of the 64
METAR stations within the COAMPS 1.67-km grid
that reported consistent hourly pressure observations.
Rain events at each station were defined in both the
COAMPS and Stage IV fields as having at least 1 h
with a rainfall rate exceeding 12 mm h21, preceded by
2 h of rainfall less than 1 mm h21. For each rain event,
the perturbation pressure relative to the pressure at the
hour prior to the rain was calculated from the raw station measurements and the COAMPS sea level pressure
field. No attempt was made to match the events. The
goal was to estimate the strength and duration of the
average pressure jump. The resulting distributions
(Fig. 14) indicate a negative bias in COAMPS for both
the strength and duration of the mesohigh. By 13 h,
median pressures in the model had dropped to their
prerainfall values. In contrast, corresponding rainfall
rates were quite similar to one another. Although model

pressure fields tend to be noisy, the mean characteristics
indicate that the cold pools were not deep or extensive
enough compared to the observations.

5. Summary and conclusions
In this study an Eulerian verification scheme was developed as a forecast verification project for a summer
intern. Although less sophisticated than existing objectbased techniques, the Eulerian method still provided
useful feedback that corroborated anecdotal reports.
Information about the forecasts was obtained by
inspecting the predicted and observed patterns as events
occurred at a series of static landmarks. The resulting
verification was less object specific and more pattern
oriented. Aspects such as event type, intensity, direction, duration, time offset, and match/miss type were
all considered.
Several model tendencies were highlighted by this
investigation. The most consistent biases were in the size
and intensity of the convective cells. COAMPS convection was found to be too cellular and too intense
compared to the Stage IV observations. Simulated
convective systems also tended to be less organized than
observed with fewer consolidated linear structures. A
corroborating investigation found evidence that convective outflow was too weak. For similar precipitation
accumulations, COAMPS mesohigh pressure perturbations were about half the strength of those observed at
the METAR stations. Precipitation onset tended to
be late for all matched events, though considerable
spread existed in the distribution. Precipitation duration
was also poorly predicted, especially for events lasting
longer than 2 h.
In terms of forecast quality, none of the forecast
events received a unanimous perfect score, and relatively few scored well in more than one or two criteria.
To evaluate the overall performance, the AQS was introduced by combining information about match quality
and time offset. All events with match qualities of good
or fair, miss qualities of good, and time offsets less than
or equal to 3 h were considered to be adequately predicted. By this measure, 20%–30% of the forecasts
performed satisfactorily, with the best performance
during the 13–24-h forecast lead times.
Similarities between the AQS and the standard scores
indicate the AQS can provide a consistent measure of
forecast accuracy. The AQS trended similarly to the FSS
at scales that were on the order of the verification regions. While both the FSS and the AQS are bias dependent, the AQS incorporates the effects of pattern
quality and may not always track the FSS or the FB.
Additionally, the AQS provides direct answers to user
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FIG. 14. Box-and-whisker plots depicting the median (red lines), interquartile range (IQR; blue boxes), and 1.5st
IQR fences (dashed lines) for each of the variables are shown. (a) Distributions of COAMPS perturbation pressure
relative to the pressure just prior to the initiation of predicted precipitation ($12 mm h21) at the METAR stations.
(b) The corresponding distributions of predicted precipitation amounts. (c) The perturbation pressures at METAR
stations corresponding to the observed precipitation events. (d) The distributions of the Stage IV precipitation
amounts.

concerns because it is derived from information gathered
while using the forecast. Even very accurate measures of
forecast quality can lead to a disconnect in the perception
of that quality, because mathematical scores do not always
translate well in describing forecast ‘‘goodness.’’ The AQS
attempts to bridge the gap by connecting the final number
to queries that users typically make of the forecast.
The subjective nature of the AQS is perhaps its
greatest shortcoming. In the absence of consistent artificial intelligence, human effort will be required to
extract the survey information. Humans are innately
biased, and the results will vary each time the survey is
offered. Anyone who has consulted an online review
for a purchase has dealt this sort of uncertainty. Despite their bias, the summary scores accompanying the
online reviews retain value. The written comments help
to detect bias. In the case of the AQS, the overall survey results along with their spread provide a means to
gauge bias.

Along the way several lessons were learned, primarily,
that humans have trouble consistently estimating storm
direction or even whether or not precipitation occurred
at a landmark. Such a result again serves as a cautionary
reminder that human judgment is biased. Reactions to
forecasts may not reflect the intent of the forecaster.
Future incarnations of the Eulerian method should include some sort of automation. Event occurrence detection could be automated easily, but other attributes
such as the event type, event intensity, and mean cell
direction require more sophisticated algorithms. The
pattern-matching aspect adds yet another level of sophistication, and considerable work in artificial intelligence is devoted to this topic. More difficult still is
the aspect of event timing. Not only do the events need
to be coherently recognized but also tracked in time.
Additional issues such as the dependence of the outcome on chosen metrics should also be investigated.
Although the problem seems quite daunting from a

Unauthenticated | Downloaded 01/09/23 10:55 PM UTC

DECEMBER 2017

NACHAMKIN AND JIN

programming standpoint, a high-school student was able
to accomplish the verification task with relatively little
training. The clearly defined set of metrics made the
problem more manageable.
Despite the challenges, the human-based verification
proved to be a valuable exercise as it forced the participants to carefully evaluate the forecasts. Features like the
propagation and interaction of storms along expanding
outflows would be very difficult to interpret in an automated way. The counterintuitive behavior in the event
durations would also have been difficult to interpret
without directly observing that forecast events consisted of small multiple-training cells. Arguably, some
form of human-based Eulerian verification will always
be quite useful if the personnel are available.
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