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ABSTRACT: Physics parameterizations in the Weather Research and Forecasting (WRF) Model are systematically varied
to investigate precipitation forecast performance over the complex terrain of southwest British Columbia (BC).
Comparing a full year of modeling data from over 100 WRF configurations to station observations reveals sensitivities of
precipitation intensity, season, location, grid resolution, and accumulation window. The choice of cumulus and microphysics
parameterizations is most important. The WSM5 microphysics scheme yields competitive verification scores when compared to more sophisticated and computationally expensive parameterizations. Although the scale-aware Grell–Freitas
cumulus parameterization performs better for summertime convective precipitation, the conventional Kain–Fritsch parameterization better simulates wintertime frontal precipitation, which contributes to the majority of the annual precipitation in southwest BC. Finer grid spacings have lower relative biases and a more realistic spread in precipitation intensity
distribution, yet higher relative standard deviations of their errors—they produce finer spatial differences and local extrema.
Finer resolutions produce the best fraction of correct-to-incorrect forecasts across all precipitation intensities, whereas the
coarser 27-km domain yields the highest hit rates and equitable threat scores. Verification metrics improve greatly with
longer accumulation windows—hourly precipitation values are prone to double-penalty issues, while longer accumulation
windows compensate for timing errors but lose information about short-term precipitation intensities. This study provides
insights regarding WRF precipitation performance in complex terrain across a wide variety of configurations, using metrics
important to a range of end users.
SIGNIFICANCE STATEMENT: Numerical models are the most common tool to predict the weather. They rely on
several physics packages, some of which approximate processes that are relatively small compared to the model grid size,
while others provide the model with important ground surface properties. Since weather characteristics can be very
different across Earth, the ideal combination of these physics packages varies by region. We sought the optimal model
setup to predict precipitation in southwest British Columbia where rainfall is strongly influenced by seasons and
mountains. This study demonstrates general limitations with precipitation forecasts. For example, short and extreme
rainfall is generally difficult to predict. Forecasts in front of and over mountain ranges are often too wet, whereas
forecasts behind mountain ranges are often too dry. We identified different model setups that performed best in the
summer dry season and the cool wet season. Our results can inform forecasters regarding better model setups in areas
with similar weather characteristics to yield better precipitation forecasts.
KEYWORDS: Precipitation; Forecast verification/skill; Model evaluation/performance; Numerical analysis/modeling; Parameterization; Complex terrain

1. Background and introduction
The climate of southwestern British Columbia (BC), Canada,
is dominated by two hydrometeorological seasons: a wet, cool
season (fall, winter, spring) with a persistent westerly storm track
from the Pacific Ocean, and a drier, warm summer season with
semipermanent high pressure off the coast (Mass 2008). The
Vancouver Island Ranges and the Coast Range see enhanced
precipitation on windward slopes due to orographic lifting, and a
rain-shadow effect on the lee side. Abundant cool season precipitation provides the BC south coast with reliable water for
drinking and generating hydroelectric power. However, lasting
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and heavy rainfall in the cold season can also cause flooding and
requires careful management of reservoirs. Therefore, accurate
precipitation forecasts are crucial for resource management, risk
assessment, and disaster mitigation.
Predictability with numerical weather prediction (NWP) is
generally limited by imperfect initial conditions and simplified
model approximations. In BC these forecasting challenges
are further complicated: spatial observations from satellites
or radar are not reliable or are partially blocked across complex terrain (Derin and Yilmaz 2014; Maggioni et al. 2016;
Cookson-Hills et al. 2017; Sun et al. 2018), and station measurements sample the area unevenly due to the inaccessible
terrain and the uneven population density and associated
weather-station locations. The paucity of in situ observations
upstream (i.e., the Pacific ‘‘data void’’; Stull et al. 2004; Mass
2008) and across BC reduces the reliability of the initialization
as well as the ability to evaluate fine differences between
models comprehensively. Orographic clouds forced by the
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steep topography have complex mixed-phase microphysical
processes, which are challenging to represent in NWP simulations (Colle et al. 2005; Rauber et al. 2019). Moreover,
complex terrain can cause grid distortion and induce numerical
error through artificial model behavior. Also, steep slopes redirect fast horizontal winds into fast vertical winds, which violate the Courant–Friedrichs–Lewy condition (i.e., CFL error;
Courant et al. 1928) in the vertical. Another problem at common NWP model resolutions is the terrain smoothing applied
for numerical stability, which misrepresents the true altitudes
of mountain tops and valleys, and can cause false advection or
blocking (Klemp 2011; Chow et al. 2019; Wiersema et al. 2020).
Accurate representation of topography is important to correctly force the orographic enhancement of precipitation and
potential rain shadow and foehn effects, which frequently determine the precipitation patterns in southwest BC.
Precipitation in NWP is a subgrid-scale process and a direct
product of 1) a microphysics parameterization, which represents processes that control the formation, growth, and fallout
of hydrometeors from clouds, and 2) a cumulus parameterization, which represents the effect of unresolved vertical motion on the grid variables. However, vertical mixing and
turbulence fluxes estimated by a planetary boundary layer (i.e.,
turbulence) parameterization are also important to simulate
the wind, stability, and moisture conditions that lead to precipitation (Pohl et al. 2011; Di Luca et al. 2014; Pei et al. 2014;
Meynadier et al. 2015). The land surface model controls soil
moisture and heat fluxes to provide the atmospheric model
with heat, moisture, and radiation input from the ground,
which affect the input variables for other parameterizations.
Therefore, the choice of land surface model can also have a
significant impact on the atmospheric water cycle and the diurnal precipitation cycle (Fan 2009; Duda et al. 2017; Wong et al.
2020) but is less often investigated in NWP sensitivity studies.
Some of these studies (e.g., Liu et al. 2011; Toride et al. 2019)
show substantial sensitivity of precipitation to microphysics
schemes; among the best schemes they found were Thompson
(Liu et al. 2011; Rajeevan et al. 2010) and/or Morrison (Liu et al.
2011; Orr et al. 2017; Pu et al. 2019). However, other studies
(Argüeso et al. 2011; Conrick and Mass 2019; Jeworrek et al. 2019;
García-Díez et al. 2015; Sikder and Hossain 2016; Zeyaeyan et al.
2017; Hu et al. 2018) showed little sensitivity to microphysics
schemes, with some investigators recommending Thompson
(Conrick and Mass 2019) or WSM5 (Jeworrek et al. 2019).
In other studies, instead of microphysics, the cumulus parameterization was the most critical differentiator for precipitation skill, especially in convective development (e.g., Jankov
et al. 2005; Pérez et al. 2014; Di Luca et al. 2014; García-Díez
et al. 2015; Sikder and Hossain 2016; Mooney et al. 2017;
Zeyaeyan et al. 2017; Hu et al. 2018; Jeworrek et al. 2019).
Some studies found that Grell–Freitas performed best (Fowler
et al. 2016; Sikder and Hossain 2016; Hu et al. 2018; Gao et al.
2017; Jeworrek et al. 2019) and outperformed Kain–Fritsch
especially at higher resolutions (Sikder and Hossain 2016; Gao
et al. 2017; Jeworrek et al. 2019). Other studies (Lim et al. 2014;
Pennelly et al. 2014; Campos and Wang 2015; Stergiou et al.
2017; Ngailo et al. 2018) found Kain–Fritsch to be the better or
best cumulus scheme.

VOLUME 36

Flaounas et al. (2011), Argüeso et al. (2011), and Klein et al.
(2015) found that planetary boundary layer (PBL) parameterizations also have an impact on precipitation. Better performance was found using ACM2 (Argüeso et al. 2011; Ngailo
et al. 2018), and/or YSU (Argüeso et al. 2011; Efstathiou
et al. 2013).
Model sensitivity studies are often either limited in time
(case studies, e.g., Zhang et al. 2017; Pu et al. 2019; Ngailo et al.
2018; Toride et al. 2019; Jeworrek et al. 2019) or constrained in
the variation of model configurations (e.g., only one parameterization type is varied at a time; Jankov et al. 2005; Argüeso
et al. 2011; Liu et al. 2011; Pennelly et al. 2014; Pérez et al. 2014;
Meynadier et al. 2015; Cohen et al. 2015). This is because
generating a long model dataset with a large number of different configurations is very computationally expensive.
Furthermore, model performance is usually sensitive to the
region (Leutwyler et al. 2017; Mooney et al. 2017), and verification results are therefore mostly valid for the specific area
over which the study was carried out. In the U.S. Pacific
Northwest region, several studies [Colle et al. (1999, 2000),
Colle and Mass (2000), Colle and Zeng (2004) and Garvert
et al. (2005a,b), all using the mesoscale model MM5 (Grell
et al. 1994)] observed overprediction of precipitation along the
steep windward slopes and underprediction of precipitation in
the lee of major barriers. Other studies found the opposite over
interior western U.S. mountain ranges [Gowan et al. (2018)
using the Weather Research and Forecasting (WRF) and the
High-Resolution Rapid Refresh (HRRR) models] and also in
the Pacific Northwest [Conrick and Mass (2019) and Darby
et al. (2019) using the WRF, HRRR, and the Rapid Refresh
(RAP) models].
Odon et al. (2019) showed that precipitation biases in reanalyses, which are based on coarser-resolution models, are
mainly associated with deficiencies in terrain representation.
Ralph et al. (2010) argued that excessive flow blocking can cause
excessive upward forcing and precipitation upstream of barriers,
and consequently overprediction of lee-side subsidence. Colle
et al. (1999) suggested that the leeside dry bias could also result
from the microphysics parameterizations neglecting horizontal
advection of moisture, and generating/maintaining inadequate
amounts of ice aloft.
Finer resolutions are often expected to improve forecasts
because they can resolve smaller scales of terrain and surface
features. For instance, intense convective precipitation forecasts appear to gain skill from increased spatial resolution
(Roberts and Lean 2008; Roberts et al. 2009; Givati et al. 2012;
Jang and Hong 2014). However, finer grids are more prone to
the so-called double penalty problem (Rossa et al. 2008;
Gilleland et al. 2009), where features are slightly shifted in time
and/or space compared to the truth (as represented by observations or analysis), resulting in verification penalties in both
space–time locations (Colle et al. 2000; Mass et al. 2002;
Michaelides 2008).
When refining a model grid it is also important to be aware
of the NWP gray zone (Zheng et al. 2016; Chow et al. 2019;
Kealy 2019; Jeworrek et al. 2019): model setup can be challenging at grid spacings that are not fine enough to fully resolve
processes explicitly, yet too fine to fully parameterize them
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using approximating schemes. These ‘‘gray zone’’ scales differ for various processes (e.g., cumulus convection, turbulent
eddies, orographic effects). New scale-aware schemes are
increasingly developed to seamlessly bridge the gap between
implicitly (i.e., parameterized) and explicitly (i.e., resolved)
represented processes. For example, Gao et al. (2017) and
Jeworrek et al. (2019) found the scale-aware Grell–Freitas
cumulus parameterization to be most accurate across the
convective gray zone in the United States.
The present study evaluates hourly precipitation forecasts
from the WRF Model over the complex terrain of southwest
BC. A selection of different parameterizations is systematically varied, including microphysics, cumulus, turbulence, and
land surface schemes. Configurations are evaluated against station observations across different accumulation windows, forecast horizons, grid resolutions, and precipitation intensities.
This study differs from previous ones in that 1) it is a comprehensive evaluation over a full calendar year, and thus its
results are more statistically robust than case studies, and 2) it
comprises a large number of model configurations (.100),
thoroughly exploring the available parameterization combinations. A wide variety of metrics are presented, with the
intention that this study will contribute to the understanding
of precipitation predictability using WRF across a range of
applications, including disaster mitigation (e.g., floods, avalanches, debris flows) and optimization of clean energy (hydroelectric reservoir operations).
The methodology section contains an overview of model
configurations, station observations, as well as the preparation
of this dataset. The results section discusses individual model
configuration performance, geographical and seasonal patterns, precipitation intensities, forecast horizons, and accumulation windows; and investigates similarities between the
model groups. The last section summarizes the conclusions of
this study.

2. Methodology
a. Modeling
This study uses the WRF Model (Skamarock et al. 2008)
version 3.8.1 with the Advanced Research WRF (ARW) dynamical core to evaluate its performance with different parameterizations. The Global Deterministic Prediction System
(GDPS) model (C^
oté et al. 1998; Girard et al. 2014) from
Environment and Climate Change Canada (ECCC) downloaded on a 0.248 3 0.248 grid provide initial conditions and
3-hourly boundary conditions. WRF runs are initialized daily at
0000 UTC for the year 2016, with a 3-day forecast horizon after
each daily spinup. Model runs include a time-staggered spinup
of 3 h for each nested subdomain, resulting in 9 h of total spinup
that is excluded from the evaluation. We use an adaptive time
step (Hutchinson 2007) to maintain numerical stability.
Fall 2016 was one of the warmest and wettest recorded on
the South Coast of BC (Odon et al. 2017). Many parts of the
region experienced a long-lasting and almost undisrupted rain
period resulting in an accumulated precipitation anomaly of
over 200% at several locations (Odon et al. 2017). Managing
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the unusual reservoir inflows was a challenge for the province’s
primary electric utility, BC Hydro.
Three two-way nested domains are employed with horizontal grid spacings of 27, 9, and 3 km to assess the dependence
of the results on horizontal resolution (Fig. 1a), where the
finer nest boundaries are separated from the parent domain
boundaries by at least 20 grid points. The verification area
for all grid sizes lies within the smallest domain, and spans
several key hydroelectric reservoir watersheds in mountainous terrain. The WRF Model setup uses 65 sigma levels
with a 50-hPa model top.
A systematic variation of three microphysics schemes, two
cumulus convection schemes, two land surface models, and
three combinations of PBL and surface layer schemes are
tested (Table 1), yielding 36 different model configurations.
Hereafter we use the abbreviations as specified in Table 1.
These schemes were chosen because they are either commonly
used and/or other studies showed sensitivity to their variation
(see Introduction).
For instance, the YSU, ACM2, and GBM PBL parameterizations are tested in this study because of their proven wind
speed forecast performance for wind farms in this region (Siuta
et al. 2017). All selected PBL schemes work in connection with
the same (and most popular) surface layer scheme: the updated
MM5 similarity scheme (Dyer and Hicks 1970; Jiménez and
Dudhia 2012).
The Unified Noah land surface model is a popular choice in
WRF. In this study, it is compared to its newer version, Noah
with multiparameterization options (Noah-MP, Niu et al.
2011). Among other updates, Noah-MP was redesigned to
improve snow and land skin temperature, the diurnal cycle of
soil temperature, and moisture, as well as the snowmelt runoff
(Niu et al. 2011; Cai et al. 2014; Ma et al. 2017). These refinements resulted in reduced moisture and temperature biases
(Duda et al. 2017; Wong et al. 2020) compared to the Rapid
Update Cycle land surface model (Smirnova et al. 2016).
The longwave and shortwave radiation schemes are not
varied: in our study we use RPTM (Mlawer et al. 1997) for
longwave radiation and Dudhia (Dudhia 1989) for shortwave
radiation. Several studies have found that radiation schemes
have little impact on temperature and precipitation predictability (Fernández et al. 2007; Liu et al. 2011).
Models with grid spacings smaller than 4 km are often considered ‘‘convection permitting,’’ assuming that they are capable of resolving organized convection at this resolution
(Weisman et al. 1997; Arakawa et al. 2011; Prein et al. 2015).
However, such grid spacings are still insufficient to adequately
trigger and represent small convective showers, individual
convective cells, or updrafts (e.g., Bryan et al. 2003; Clark et al.
2016), and may require parameterized convection at least to
some degree (e.g., Deng and Stauffer 2006; Lean et al. 2008;
Roberts and Lean 2008). This gray zone problem was discussed
in the introduction, and it is debatable whether the cumulus
parameterization should be turned on in our finest 3-km domain. In this study we decided to include cumulus parameterizations in all domains and configurations, however, a
conventional (KF) and a scale-aware (GF) option are used for
comparison.
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FIG. 1. (a) WRF Model domains. (b) The locations of 55 stations providing hourly precipitation records for forecast verification.

This study verifies raw model output without any postprocessing. Postprocessing could affect the errors and ranking
of the best performing models. However, the aim of this study
is to understand the model behavior alone. Different postprocessing techniques correct different error characteristics.
For example, simple bias correction may reduce seasonal systematic errors, whereas more sophisticated techniques may
reduce more complex conditional biases. A variety of verification metrics are shown in this study; users with a bias correction algorithm in place might put less weight on the
systematic errors presented.

b. Verification
Hourly precipitation observations from 55 stations from
two networks are used for verification: 26 stations from
Environment and Climate Change Canada (ECCC) and 29
stations from BC Hydro (Fig. 1b). Station data from BC
Hydro are used for the entire study period, whereas data
from ECCC were available only for 7.5 out of the 12 months.
At lower elevations of BC’s South Coast snowfall is rare.
Thus, most observed precipitation fell as rain, and any amount
of snow or sleet is represented as liquid equivalent. Snowfall
measurement difficulties (undercatch, excessive evaporation
from heated gauges, and delayed readings due to slow melting)
may impair the observational dataset (Colle et al. 1999, 2000;
Rasmussen et al. 2012).
Interpolation is needed to verify gridded model data against
observations at point locations; however, studies show that
interpolation does not have a large impact on verification results (e.g., Odon et al. 2019). The nearest-neighbor method
compares the station observation with the closest model grid
point. The present study adapts this technique, but adds another

step by averaging all observations that share the same model
grid point as their nearest neighbor. This way, the same model
grid point will not be verified multiple times in areas of dense
observational networks, which would effectively give that
model grid point more weight or importance than others. In the
coarsest domain this reduces the 55 stations to 45 verification
points, but in the finest domain each station has a unique
nearest neighbor grid point.
Brief, intense precipitation rates are important to many
users. However, verification of precipitation in hourly increments can raise double-penalty issues, where a timing error
can, for example, result in an overforecast error in one hour
and an underforecast in a subsequent hour. Extended accumulation windows can compensate for those timing errors and
are useful to end users concerned with storm-total precipitation (e.g., BC Hydro), but they lose information about shortterm rain intensities. In this verification study, a variety of
different accumulation windows were investigated, however,
the focus is on 6-hourly precipitation performance, which
strikes a balance between capturing some short-duration
precipitation rates while also allowing for some margin of
temporal offset error. Furthermore, to limit the chance of
discrete accumulation windows splitting a precipitation
event and making it appear longer and less intense than it
actually is, hourly rolling accumulation windows are used.
This approach resamples the event in hourly steps to obtain
at least one sample with optimal splitting considering the
given time window.
The forecast skill of significant precipitation is typically
more critical for decision-makers. Most hours have no precipitation, and most hourly precipitation totals are so small as to be
insignificant to many forecast users. This study investigates the

Unauthenticated | Downloaded 01/09/23 07:07 AM UTC

JUNE 2021

897

JEWORREK ET AL.

TABLE 1. List of all of the tested WRF parameterizations (with abbreviations and references) that are varied in all possible combinations.
Physics parameterization scheme

Abbreviation

Reference

Cumulus convection
KF
GF

Kain (2004)
Grell and Freitas (2014)

WRF Single-moment 5-class scheme
1.5-moment 6-class Thompson
2-moment 6-class Morrison

Microphysics
WSM5
Thom
Morr

Hong et al. (2004)
Thompson et al. (2008)
Morrison et al. (2009)

Yonsei University scheme
Asymmetric Convective Model
Grenier–Bretherton–McCaa scheme

Planetary boundary layer
YSU
ACM2
GBM

Kain–Fritsch
Grell–Freitas

Unified Noah land surface model
Multiphysics Noah land surface model

Land surface
Noah
Noah-MP

forecast performance for the full spectrum of precipitation intensities, including an analysis of precipitation/no-precipitation
events (where the measurable precipitation threshold is
0.25 mm), and some higher-impact subcategories such as the
75th percentile (‘‘significant events’’) and 95th percentile
(‘‘extreme events’’). Since the precipitation climate varies
across the domain, percentiles are calculated at each station
based on observations, excluding 0-mm periods.
We consider several popular verification scores, including
continuous and categorical metrics, the latter based on a contingency table. Details and equations beyond the following
conceptual descriptions can be found in various references,
such as Wilks (2011). Mean absolute error (MAE) is the average of the absolute differences between forecasts and observations. Bias is the mean difference between forecasts and
observations, and can represent systematic error. The standard
deviation (SD) of the error describes the spread of the differences between forecasts and observations and can serve as a
measure of random error. The ratio of the SDs of model
forecasts and observations [SD(Fcst)/SD(Obs)] compares the
spread of the predicted and observed precipitation distributions, which are desired to be similar. Pearson correlation
measures the strength of the linear relationship between
forecasts and observations. The mean square difference
(MSD) takes the average of the squared differences between
forecasts and observations, giving more weight to larger errors than MAE. MSD can be decomposed into systematic and
random error components (Willmott 1981).
For categorical forecasts, ‘‘accuracy’’ [also known as ‘‘proportion correct’’ (Wilks 2011)] indicates the proportion of
forecasts that were correct. Correct forecasts include true
negatives; hence, easily forecasted extended dry periods can
increase accuracy. The false alarm ratio (FAR) is the fraction
of incorrect forecasted positive events over the total number of
forecasted positive events (different from the false alarm rate).
Frequency bias describes the ratio of forecasted to observed
positive events. Probability of detection (POD; also known as
hit rate) is the fraction of correctly forecasted positive events

Hong et al. (2006)
Pleim (2007)
Grenier and Bretherton (2001)
Chen and Dudhia (2001)
Niu et al. (2011); Yang et al. (2011)

over observed positive events. The equitable threat score (ETS;
also known as Gilbert skill score) is the ‘‘ratio of success’’ (Gilbert
1884) and takes into account the random chance of a hit.

3. Results and discussion
a. Individual model performance
Different model configurations perform best with respect to
different error metrics; however, some configurations appear
in the top rankings more often than others. Figure 2 gives an
overview of various common verification metrics, while Fig. 3
shows categorical verification metrics derived from contingency table variables at two thresholds. For simplicity, metrics
in both figures are shown only from the middle-resolution,
9-km grid, for 6-hourly rolling accumulation windows. All
metrics are calculated from each time series and averaged over
all stations. For 3- and 27-km grids (not shown), individual
configuration rankings are similar to the 9-km grid, however,
the values of the metrics differ.
From Fig. 2, the overarching findings are that configurations
using Noah-MP are generally better than the ones using Noah,
and KF is better than GF. GF configurations are competitive
with the KF only when combined with YSU and Noah-MP.
Microphysics–convective scheme combinations using KF perform best. WSM5–KF and Thom–KF have the best MAEs,
whereas Thom–KF and Morr–KF have the best MSDs—the
latter combinations therefore having fewer large errors.
In operational forecasting, raw model output typically undergoes postprocessing that improves the forecast performance.
Bias is relatively easy to remove, whereas random error is more
difficult. The ratio of random to total MSD error component
indicates what portion of a configuration’s error may be more
difficult to remove with postprocessing (Fig. 2). Namely, Thom–
KF configurations, which have among the lowest MAEs and
MSDs, are also likely to see the largest benefits from postprocessing because they have the best random/total MSD ratios and SD of errors.
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FIG. 2. Various location-averaged verification metrics for 6-hourly precipitation for each 9-km configuration. Dark blue
colors are best, whereas dark red colors are worst. The color scale range is normalized to the range of ensemble (column)
values, with white indicating values near the ensemble average. The perfect score for most metrics is zero, except for
correlation and ratio of SDs of predicted and observed precipitation intensity distribution, which have a perfect score
of one.
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FIG. 3. As in Fig. 2, but for categorical metrics. Categories include precipitation/no-precipitation events (.0.25 mm) and 75th percentiles.
Perfect scores: accuracy 5 1; false alarm ratio 5 0; frequency bias 5 1; POD 5 1; ETS 5 1. Color interpretation is the same as for Fig. 2.

Looking at categorical, threshold-based metrics, clear
performance differences exist between 0.25-mm thresholds
(i.e., precipitation/no-precipitation) versus 75th percentiles
(i.e., significant) events (Fig. 3). WSM5–KF, WSM5–GF, and
Thom–GF perform best for .0.25-mm events. For significant

(75th percentile) events, KF configurations have better accuracy, false alarm ratio, frequency bias, and ETS values than GF
configurations. In particular, Thom–KF configurations do best.
WSM5 configurations have better significant event POD. The
95th-percentile results (not shown) are similar to the 75th
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FIG. 4. Relative monthly and annual precipitation bias for 27-km grids (colored shading,
lines, and box-and-whisker plots; left axes) using (top) the GF cumulus configuration and
(bottom) the KF cumulus configuration. Observed mean 6-hourly precipitation across all
stations (gray bars; right axes).

percentile. Frequency biases show that all configurations produce rain more often than observed. Configurations with larger
frequency bias values, such as the ones using Thom–KF at
the .0.25-mm threshold, consequently have higher false alarm
ratios and lower accuracy values. However, because they are
generally wetter, they also cause more hits, and hence have a
higher/better POD in comparison. This pattern is often reversed between .0.25-mm and significant/extreme events. For
example, the same Thom–KF configurations show better frequency bias, false alarm ratio, and accuracy metrics at the 75th
and 95th percentiles, but worse POD.
A Friedman omnibus test indicates significant differences
among the configurations for all metrics and grid spacings (not
shown) at the a 5 0.05 level. Analysis of pairwise differences
among the configurations with the Nemenyi posthoc test shows
that Thom–KF significantly outperforms almost all WSM5–GF
and Morr–GF configurations for MSD and SD metrics, as well

as .0.25-mm POD and 75th-percentile false alarm ratio. The
differences between most Morr–GF and all other configurations are significant, especially concerning MAEs, MSDs, and
SDs. Differences among the configurations are generally
more significant for .0.25-mm categorical verification
metrics compared to 75th- and 95th-percentile scores. To
highlight some configurations in particular, WSM5–KF–GBM–
Noah-MP significantly outperforms almost all other configurations regarding MAEs and 75th-percentile accuracy, whereas
Thom–KF–ACM2–NoahMP has significantly better correlation and 75th-percentile false alarm ratio than many other
configurations.

b. Seasonal performance variation
As mentioned in the introduction, the local climatology
primarily includes a cool, wet season and a warm, dry season.
Precipitation is more stratiform and frontal in the cool season,
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FIG. 5. Monthly and annual ranked MAE performance for 27-km grids using (top) the GF
cumulus configurations and (bottom) the KF cumulus configurations. Ranks are out of all (GF
and KF) configurations, but are separated into two plots for readability. Lower rank numbers
mean better performance.

and more convective in the warm season. Moreover, the fall
season 2016 was exceptionally warm and wet in the study area
(see Introduction).
Monthly relative bias shows that all configurations generally
exhibit a wet bias in the warm season and a neutral to slight dry
bias in the cool season. This is most pronounced at the coarsest
grid (Fig. 4). At finer grid spacings (not shown) monthly relative biases shift more toward negative (drier) values. Warm
season wet bias is larger for configurations that use KF,
whereas cool season bias is small and similar between the two
cumulus schemes.
In the cool season, the best (lowest) ranks of 6-hourly precipitation MAE are mainly occupied by Thom–KF configurations (Fig. 5). However, in the more convective warm season,

the scale-aware GF configurations perform best. Some parameterization combinations have a larger performance
variation with season than others. For example, those using
Thom–KF switch from nearly consistently ranking best in
the cool season to worst in the warm season, whereas those
using WSM5–KF have a smaller variation in rank throughout the year.
The convective treatment has a large impact on summer
precipitation performance. Although observed summer precipitation does not show a clear diurnal pattern (not shown),
KF configurations exhibit elevated convective contributions to
precipitation and false alarms in the afternoon, suggesting a
causal relationship (Fig. 6). At 1400 LST, ;9.5% of all 9-km
KF precipitation forecasts are false. The 27- and 3-km grids

Unauthenticated | Downloaded 01/09/23 07:07 AM UTC

902

WEATHER AND FORECASTING

VOLUME 36

c. Geographical performance patterns

FIG. 6. Diurnal variation of false alarm ratios (red) and ratio
of convective parameterization contribution to total precipitation (gray), for hourly 9-km grid forecasts in summer (June–
August).

show a similar pattern, with ;12.5% and ;7.5% false
alarms, respectively. At the time of this peak, the KF parameterization contributes ;40% of the total precipitation
for the 9-km grid. GF configurations do not produce this
diurnal pattern and, hence, perform better overall in the
warm season.

The previous sections compared station-averaged configuration performance, however, this varies widely across the diverse topography of the domain (see Introduction). Average
MAEs range from 0.5 to 2.5 mm (6 h)21, where stations with
wetter climatologies and lower predictability have higher
MAEs. Pearson correlation coefficients range from 0.2 to
0.7, with lower correlations over central Vancouver Island
and over higher elevations of the Coast Range (not shown).
Relative biases across the region (Fig. 7) show generally
widespread wet biases in summer, with no coherent geographical variations, which agrees with the summertime wet
biases shown in the previous section (Figs. 4 and 6). The cool
and wet season, which lasts from September throughout May,
shows more coherent regional variations of relative bias
(Fig. 7): most Vancouver Island stations have a dry bias, especially on the lee side of the terrain; Metro Vancouver and the
Fraser Valley (see Fig. 1 for locations) exhibit a neutral to dry
bias; and stations over the Coast Range and Northshore
Mountains more often yield a wet bias.
While it may appear in Fig. 7 that all grids have similar bias
distributions, the color scale does not extend to the true outliers. The extreme values in the bottom left corner of each
subfigure reveal that some grid points have a very strong wet
bias (150%–250% more than climatological precipitation),
especially at coarser grids, and that the bias in the cool season is

FIG. 7. Relative bias (WRF-Obs/Obs) of 6-hourly precipitation (unitless) by grid box as seasonal average plotted on model topography
(in meters).
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FIG. 8. 6-hourly precipitation error metrics for averages of different microphysics–cumulus scheme combinations
and grid spacings. The arrows along the ordinates point toward values indicating better performance for each
metric.

larger than in summer. These are mainly stations on the windward slopes of the Coast Range north of Vancouver. This
finding could imply overdone orographic influences with underprediction (overprediction) on the leeward (windward) side
of topographic barriers, as observed before by Colle et al. (1999,
2000) and Colle and Mass (2000) in the U.S. Pacific Northwest.
However, the windward slopes of the North Shore Mountains,
immediately north of the Fraser Valley, are sometimes in
the lee/rain shadow of the Vancouver Island and Olympic
Mountains, depending on the prevailing flow and stability.
Metro Vancouver, the Fraser Valley, and southern Vancouver
Island show better performance (larger correlation coefficients, lower MAEs, and lower biases).
Some stations in the Coast Range show a cool-season wet
bias. Rather than a modeling error, this could result from
undercatchment of solid precipitation (Colle et al. 1999, 2000;
Rasmussen et al. 2012), in particular at higher elevation stations where a greater percentage of precipitation falls as snow
in the cool season.
Figure 7 also shows the significant differences in model
terrain for each grid. For example, the highest mountain in the
verification area (Mount Waddington, see Fig. 1b) has a

measured elevation of 4019 m, but is represented by approximately 2000-m (coarsest) to 2900-m (finest) gridbox elevations.
Vertical relief is further diluted by nearby valleys that are not
low enough. Coarser grid spacings do not contain finer-scale
terrain detail and amplitude, and therefore lack the resulting
impacts to flow.

d. Resolution-dependent performance
We use two-way nesting; hence, all three resolutions, and the
scales and processes represented by them, all interact. Finer
grids have worse MAE and MSD performance (Figs. 8a,b).
Surprisingly, the grid dependency of MAEs is most apparent in
configurations using GF, even though this cumulus parameterization uses a scale-aware mass-flux approach that should
improve convective triggering at higher resolutions. MAEs are
especially large when using Morr–GF at 9 and 3 km.
Pearson correlation coefficients generally worsen (decrease) with finer grid spacing (Fig. 8d). While the change
with resolution is larger than the change among the scheme
combinations, KF configurations have slightly better performance. All correlation coefficients lie approximately
between 0.45 and 0.5, which indicates a fairly weak linear
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FIG. 9. Histograms of observed precipitation percentile thresholds across all stations for different accumulation windows
(55 stations total).

association between the observations and forecasts from
all models.
Coarser grids have a worse (higher) wet relative bias on
average (Fig. 8c). However, bias is sign sensitive, hence, dry
biases may exist for some configurations, grid points, or
times of the year, but they can be cancelled out by larger
wet biases.
The spread of the predicted model precipitation intensity
distribution is on average wider than observed, more so for
coarser grids and GF configurations (Fig. 8e). However, the
error SD is worse (larger) at finer grids on average, which is
why MAEs are larger at finer grids despite their reduced bias
(Fig. 8f). This may be expected given that finer grids tend to
produce more local and extreme values in their representation
of finer spatial scales. However, minor displacement of these
small-scale features results in outsized errors (i.e., double
penalties), and larger SDs.

e. Common versus extreme event performance
There are a variety of precipitation forecast applications that
value different characteristics of a forecast. For example, some
might prioritize good discrimination between precipitation/no
precipitation, while others prioritize accurate heavy precipitation forecasts. To give the reader a sense of the disparate climatologies of the stations across the region, the
distribution of observed 75th- and 95th-percentile thresholds are plotted in Fig. 9.
Looking at hits, misses, and false alarms across different
precipitation intensities, the difference among the individual
models is relatively small in comparison to differences over
accumulation windows and resolutions. The mean of all configurations at each resolution is shown in Fig. 10. Correct rejections are not included in Fig. 10, because they are not as
informative for precipitation because they are easily achieved
(as most of the time it is not precipitating), even more so for
75th- and 95th-percentile thresholds. However, the proportion
of correct-negative events can be estimated from the scale of
Fig. 10 since it displays the fractions of all events.

Accumulation window (i.e., temporal resolution) has a
larger impact on forecast performance than the grid spacing
(i.e., spatial resolution). Hit rate decreases for more extreme
events, smaller accumulation time windows, and finer grid
resolutions, which is expected as these are more difficult
forecasts. This agrees with ETS values (Fig. 11), which also
significantly improve with longer accumulation windows, and
are often slightly better at the 27-km grid spacing.
The general overprediction of precipitation frequency is
reflected in a false-alarm rate that often exceeds the miss rate,
especially on the coarsest grid (Fig. 10). Finer-resolution miss
rates are slightly worse (larger), whereas coarser-resolution
false alarm rates are worse (larger). As accumulation windows
get shorter and grid spacing gets finer, correct rejections (not
shown) improve (increase). Accordingly, the total number of
all correct forecasts (viz., true positives, i.e., hits, plus true
negatives) increases with finer grids and shorter accumulation
windows.
This study finds that finer spatial resolutions score better
in metrics that give credit for correct rejections. However,
for forecasts that exclude these easily achieved scores, the
ratio of successful positive forecasts (hits only) to unsuccessful
forecasts (misses plus false alarms) diminishes rapidly with
smaller accumulation windows and more extreme events. This
means that the ‘‘deterministic limit’’ (Hewson 2020) is exceeded and a positive forecast of such an event is on average
more likely to be incorrect than correct.

f. Predictability with forecast horizon and
accumulation window
The diminishing forecast quality with longer forecast horizons and shorter accumulation windows is reflected in an
increase in 1-h equivalent (normalized by time period) MAE
and a decrease in correlation (Fig. 12). Six-hourly MAE increases on average by 6% from day 1 to day 2, and by 3%
from day 2 to day 3 (not shown). However, no matter how
long the accumulation window, Fig. 12 shows that day-1
forecast performance is best, and the difference between day
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FIG. 10. The ratio of hits, misses, and false alarms for different accumulation windows, grid spacings, and precipitation intensities for the
mean of all configurations.

1 and day 2 forecasts remains larger than that between day 2
and day 3.
Ensemble-mean MAE and correlation change asymptotically with extended accumulation window (Fig. 12). After
normalizing by accumulation window length, the 1-h equivalent MAE improves (reduces) by over 25% from hourly to
12-hourly accumulation windows and by about 50% from hourly
to daily accumulation intervals. The improvement levels out
after about 2 or 3 days of accumulation. The finest grid exhibits
the worst MAEs irrespective of accumulation period and forecast day. This illustrates that temporal averaging benefits MAEs

at all grid spacings similarly and, at finer grids, it cannot compensate for the larger random error that results from the enhanced spatial detail. The differences between the 3- and 9-km
grids are consistently small, while the 27-km grid is consistently
best, although the difference among the domains becomes
smaller with increasing accumulation window.
Pearson correlation coefficient also improves rapidly when
extending the accumulation within the first day, and levels out
after 1–2 days. However, the coarsest grid is only best for accumulation periods up to 1 day, at which point the finer grids
(especially the 9-km grid) become better.

FIG. 11. ETS values for different accumulation windows, grids, and precipitation intensities
for the mean of all configurations. Error bars represent the spread among the individual
models. Higher ETS is better.
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FIG. 12. 1-h-equivalent MAE (thin lines corresponding to the left axis) and Pearson correlation coefficients (thick lines corresponding to
the right axis) for increasing accumulation windows up to 7 days. [For example, for a day-1 forecast horizon (dark blue), 96-hourly (4-day)
scores are based on the summation of precipitation from forecast hours 1 to 24 from four consecutive forecast initializations—it is a
theoretical 4-day accumulation. This calculation is done using a rolling four-initialization window across the whole forecast dataset
period.]

Longer accumulation windows are more likely to capture the
entirety of a precipitation event and compensate for potential
timing errors between forecasted and observed precipitation.
On the other hand, important information about variable
precipitation rates at time scales shorter than a given accumulation window are averaged out. Knowledge of both performance characteristics are important because shorter-duration
precipitation intensities may be more important to some users,
whereas storm total precipitation may be more important
to others.

g. Model interdependence
For different output variables, some parameterization types
will impact model results more than others: e.g., precipitation
forecasts are expected to be primarily affected by the microphysics and cumulus parameterization. But which group of
parameterizations has the largest impact on precipitation
forecast performance, and how much do the choices of PBL
and land surface parameterizations play a role? Here, hierarchical clustering (based on Euclidean distance and average
linkage) is used to group the numerous models based on their
Pearson correlation coefficients. The resulting heat map with
corresponding dendrograms are shown in Figs. 13 and 14, for
the coarsest and finest grids, respectively. This type of analysis
is useful for insights into scheme performance, but also for
constructing a diverse multiphysics ensemble. That is, choosing
configurations that belong to unrelated cluster groups will
make for a more diverse NWP ensemble, which is a desired
characteristic for ensemble members that are nearly equally
skillful (Eckel and Mass 2005; Lee et al. 2012; Krishnamurti
et al. 2016).

All configurations are highly correlated with each other, as
Pearson correlation coefficients are generally large, especially
in the 27-km domain (.0.9; Fig. 13). The configurations that
use KF produce very similar precipitation, whereas GF models
are less correlated. The next-level clustering is mainly based on
the microphysics, where Thom and Morr are better correlated
while WSM5 remains in its own subcluster. PBL choice, however, also plays a secondary role, especially within the GF
group (where Morr and Thom in combination with GBM and
ACM2 are grouped together).
The 3-km domains (Fig. 14) are slightly less (yet still well)
correlated, with coefficients .0.8. Their first-level clustering is
based on a mix of microphysics and cumulus parameterizations
and groups into configurations using 1) Thom–KF and Thom–GF,
2) Morr–KF and WSM5–KF, and 3) Morr–GF and WSM5–GF.
Configuration clustering differs slightly among the three
resolutions because parameterized subgrid processes can be
scale-dependent (e.g., the gray zone). Clustering in the 9-km
grid (not shown) is more similar to the one from the 27-km
grid (Fig. 13).
The choice of PBL and land surface parameterizations are of
secondary importance for precipitation, but ACM2 and GBM
are often grouped together, while YSU remains in its own
subgroup. The choice of land surface scheme is the least decisive factor. Different clustering techniques and forecast horizons (not shown) yield similar results.
A x 2 test was conducted to pairwise compare the forecasted
categorical precipitation intensity distributions using the following nonoverlapping bins: [0, 0.25], (0.25, 1.0], (1.0, 2.5], (2.5,
5.0], (5.0, 10.0], (10.0, 20.0] and (20.0, ‘). The ‘‘X’’ marks in
Figs. 13 and 14 mark configuration pairs for which the null
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FIG. 13. Heat map of Pearson correlation coefficients resulting from hierarchical clustering of all configurations
for the coarsest domain. First- or second-level clusters (see dendrograms) are framed in black to highlight groups of
configurations. Configuration pairs without ‘‘X’’ marks have statistically significant differences in precipitation
intensity distribution.

hypothesis of homogeneity could not be rejected at the
Bonferroni-corrected a 5 0.05/630 5 7.94 3 1025 significance
level. That is, the x 2 test shows that precipitation intensity
distributions differ significantly among most configurations.

4. Summary and conclusions
A systematic variation of four parameterization types (microphysics, cumulus, PBL, and land surface), resulting in over
100 configurations of the WRF Model, were evaluated over a
full year of 3-day forecasts, initialized once per day. Both
continuous and categorical statistics were used to verify precipitation over the complex terrain of southwest British
Columbia, Canada, across different resolutions, accumulation
windows, seasons, and precipitation intensities.

Cumulus and microphysics parameterizations together produce the total precipitation in these model configurations (and
generally in most NWP models), and this study confirms that
they are the parameterizations that primarily determine precipitation forecast performance. PBL parameterizations have
secondary importance, and land surface parameterizations had
the least impact on precipitation forecast performance.
Slight, yet consistent, improvements were seen when using Noah-MP instead of the older Noah land surface model.
This is likely an indirect result of the reduced diurnal temperature bias that was observed in Noah-MP as compared to
Noah (not shown).
No consistent performance improvement was seen for any
individual PBL parameterization, but they had an impact on
precipitation dependent on their combination with the
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FIG. 14. As in Fig. 13, but for the finest domain.

microphysics and cumulus parameterizations. Another important consideration to operational forecasting is that YSU
was computationally the fastest PBL parameterization (on
average 11% faster than ACM2 and GBM, where ACM2 is
marginally faster than GBM).
The best performing microphysical parameterizations
were either WSM5 or Thom. However, the WSM5 was the
most computationally inexpensive, and our verification shows
that it yielded competitive verification scores compared to
more sophisticated and computationally expensive parameterizations. Thom and Morr took on average 20% longer to
run than WSM5, with Thom being marginally faster than
Morr. This agrees with other studies that concluded that the
most complex parameterizations are not needed to produce
good precipitation forecasts (Colle and Mass 2000; Zeyaeyan
et al. 2017; Hu et al. 2018; Conrick and Mass 2019; Jeworrek
et al. 2019).

The scale-aware GF cumulus parameterization did not
outperform the conventional KF scheme at finer resolutions,
contrary to what one might expect (Gao et al. 2017; Kwon and
Hong 2017; Jeworrek et al. 2019). Although GF performed
better for summertime convective precipitation, when the conventional KF parameterization produced an unrealistic diurnal
pattern, KF performed better across all scales for wintertime
frontal precipitation, which contributes to the majority of the
annual rainfall in our study region of southwest BC.
The ‘‘best-performing’’ configuration is unique to each user
and their application, and accordingly so is the importance of
different verification metric(s). However, in southwest BC the
following five models arguably perform better than average
across most metrics (in no specific order):
d
d

WSM5–KF–YSU–NoahMP,
WSM5–KF–GBM–NoahMP,
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Thom–KF–YSU–NoahMP,
Thom–KF–ACM2–NoahMP,
Thom–GF–YSU–NoahMP.

During its cool season southwest BC receives large amounts
of orographically enhanced frontal precipitation. Some grid
points located on windward slopes or at higher elevations
showed particularly strong cool-season wet biases, especially
for coarser grids, whereas grid points in the lee of the
Vancouver Island mountains had distinct dry biases. This
suggests orographic influences are overdone in most configurations. Fortunately for the public interest, more densely
populated areas such as metro Vancouver, the Fraser Valley,
and southern Vancouver Island showed overall good verification scores year round. In the warm season, which is drier, the
relative biases were generally smaller.
Coarser resolutions, which effectively spatially average
precipitation, had smaller random errors, yield smaller MAEs,
and higher correlation coefficients compared to the finer grids.
Although coarser grids suffered from larger biases (systematic
errors), these can be largely and easily reduced using bias
correction, which would greatly improve the 27-km forecasts. Higher resolutions had higher random errors, likely
because they are affected by double-penalty issues that can
dominate and distort verification. However, they have a
more realistic spread within their total precipitation instensity distributions and contain valuable spatial, temporal, and
intensity information that coarser resolutions are unable to
represent. Finer grids performed best for metrics like bias,
frequency bias, and categorical-forecast equitable threat
scores and accuracy. These metrics indicate that finer grids
had the largest fraction of correct forecasts, when including
correct rejections (true negatives; which are often the majority). Significant or extreme event performance matters
most for many users. The 27-km grid had the highest relative
hit rate for these events.
When conducting and interpreting a verification study
comparing different resolutions, our results show that it is
important to carefully consider the verification techniques and
preprocessing of the dataset to grant a fair comparison (e.g.,
grid spacing, temporal averaging, and station interpolation).
For example, the length of accumulation windows had a larger
impact on forecast performance than different grid spacings,
and different configurations.
The various coarser-resolution configurations were highly
correlated with each other, especially among configurations
that used KF. Configurations with finer grids diverged more,
and the choice of cumulus and microphysics parameterization
combinations became increasingly important. This is expected
because the coarsest WRF domains are more similar, as they
receive their input from the same initial and boundary conditions, while successive nested domains are less directly influenced by them. Last, the present study yielded high correlations
among PBL parameterizations, indicating little effect on the
precipitation forecast on average.
The results of this verification study should be considered
under these limitations, among others: 1) it was done for one
year, and each year is unique, depending on, e.g., the phase of

climatological indices; 2) it used station observations, which
are subject to observational errors, and compared point observations (with limited spatial coverage over the region) to a
gridded forecast; 3) it was done over southwest BC, so while
results may have some application to climatologically similar
regions, model performance likely varies across climatologically disparate regions; 4) although it covered numerous
combinations of physics parameterizations, it was not feasible
to try all combinations; 5) it used two-way nesting in which all
domains affect each other; 6) it intentionally used raw model
output, whereas postprocessing bias correction is common
practice in operational forecasts; and 7) it used only one initial
and boundary condition each day because the focus was on
parameterization combinations.
Despite the inevitable limitations evaluation studies entail,
the present study was relatively rigorous and unique in that it
systematically varied model configurations across many observing sites for a full year. We feel it provides valuable information about the predictability of precipitation in WRF
across a variety of metrics and methods, particularly in wet
coastal regions with steep mountainous terrain. We hope
that our findings can help WRF users and forecasters with
their model configurations, ensemble compositions, and
resulting interpretation; and inform WRF developers about
the performance characteristics of the WRF Model and its
parameterizations.
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