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ers sending requests to the server at the same time. 
The calculation of an image can take a considerable 
amount of time, and as shown by early benchmarks, 
the plot images need to be cached in order to handle 
a reasonable number of queries.

An important prerequisite for the caching of plot 
images is the breaking up of the whole visible region 
into tiles of fixed positions and sizes. Since such tiles 
are much easier to cache on the server side, IWAL 
can easily store a large number of precomputed tiles 
not only on its hard disk, but also directly in the 
server's RAM. Returning an already computed and 
cached tile as a response to a request is a simple and 
quick task, and usually much faster than more in-
volved strategies such as cutting out the visible area 
from a cached high-resolution image, or even a com-
plete recomputation of the requested plot.

The majority of the atmospheric fields that are 
visualized with IWAL are three-dimensional. There-
fore, a simple two-dimensional tiling scheme is in-
sufficient for the realization of efficient caching. In 
the case of the horizontal viewport, the number 
of available height levels has to be restricted, since 
this number is directly proportional to the required 
amount of memory for storing the precomputed tiles. 
Additional visualization options—for example, the 
choice of the data field and the coloring scheme—in-
crease the number of required tiles accordingly. This 
fact makes the caching of the visualizations much 

This supplement provides additional information 
about the software design of IWAL. For a more 
detailed discussion, please refer to chapter 4 of 

Limbach (2013). 
The architecture of the IWAL software is typical 

for most web applications. On the server side, IWAL 
provides components for the creation and serving 
of the static and dynamic web content including the 
data and code, which are then interpreted, run, and 
displayed in a web browser on the client side. The 
dynamic content of the pages (primarily all visualiza-
tion images and data) is requested by the client and 
computed and returned by the server on demand. 
This general architecture has great advantages for 
the client user: As a web application, the client is not 
confined to a certain platform or operating system; 
no local installation is required, and the input data 
do not have to be directly accessible on the local 
machine. The acquisition of new data—for example, 
current forecast data—can be organized at a central 
place, the IWAL server. Furthermore, data can easily 
be exchanged and shared between multiple users, with 
the IWAL server acting as the central hub.

One drawback of this client/server architecture is 
the amount of workload the server may experience 
when multiple clients try to create many plots at the 
same time. Such a scenario is very likely, since IWAL 
is used also in class, with several students and teach-
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tocols. The main web framework running on an 
Apache web server is the Python-based “Django” 
framework. All required persistent data (e.g., user, 
module, and case-study data) are stored on the serv-
er using a PostgreSQL database. IWAL provides an 
administration web interface for directly manipu-
lating the database background. This administra-
tion interface is provided by the Django framework. 
The creation of the plot images on the server side 
is realized through a set of Python scripts. Most of 
these scripts use the NCL/PyNGL libraries for the 
visualization of the data. The main part of the cli-
ent software is realized using HTML5 and the Ja-
vaScript language, together with the JQuery and 
JQueryUI libraries. IWAL uses a slightly modified 
version of the web Map Service (WMS) protocol for 
the exchange of the plot images and plot data.

FOR FURTHER READING
Limbach, S., 2013: Software tools and efficient algo-

rithms for the feature detection, feature tracking, 
event localization, and visualization of large sets 
of atmospheric data. Ph.D. thesis, University of 
Mainz, 256 pp. [Available online at http://ubm 
.opus.hbz-nrw.de/volltexte/2013/3503/pdf/doc 
.pdf.]

harder than, for example, the caching of image tiles 
of an online map service, such as Google Maps. In 
practice, the caching of plot images is only feasible 
when the visualization options of IWAL modules are 
heavily restricted. Some IWAL modules are not ca-
cheable at all, since single visualization options can 
take on an (almost) unlimited number of possible 
states. The modules providing vertical cross sections, 
for example, are not cached, since we decided not to 
limit the positioning of the cross section in any way.

A permanent challenge during the development 
of IWAL was to find a reasonable balance between 
execution speed and available visualization options. 
As described above, limiting these options is un-
avoidable for an efficient caching. There are, how-
ever, cases in which certain users may require more 
flexibility for their visualization tasks. For example, 
to give teachers or advanced students the option of 
working with IWAL in a more flexible way, IWAL 
offers two different user modes. One mode is for stu-
dents, and the other is intended for “privileged us-
ers,” giving them more plot options. Internally, the 
privileged user mode is realized by offering different 
modules to the privileged users, having a different 
set of properties with generally less restrictions.

The implementation of IWAL is based on a large 
number of third-party software, libraries, and pro-

ES102 JUNE 2015|

http://ubm.opus.hbz-nrw.de/volltexte/2013/3503/pdf/doc.pdf
http://ubm.opus.hbz-nrw.de/volltexte/2013/3503/pdf/doc.pdf
http://ubm.opus.hbz-nrw.de/volltexte/2013/3503/pdf/doc.pdf

