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Chain Orders

The order, m, of the models is the number of days of precipitation data used in deter-

mining the probability of rain on a given calendar day. A first order model has two states for

each day of the year; one state in which it rained on the previous day, and one in which it

did not, each with a different associated probability of rain for the present day. Let X(t, d)

denote a discrete daily time series of precipitation occurrence, where t is the day of the

series and d ∈ {1, . . . , 365} is the calendar day (X(t, d) = 1 represents a rainfall event and

X(t, d) = 0 represents no rain); and let x1, x2, x3, . . . represent the events of days t−1, t−2,

and t− 3 respectively. If we allow our models statistical behavior to depend only on the day

of year d and the events of the previous m days, then we can express the probability of rain

on any given day as

Pr {X(t, d) = 1} = Pr {X(t, d) = 1|x1, . . . , xm} , (1)

known as the Markov property. For each day of the year, d, the probability of rain can

be written in shorthand, then, as pxm...x1(d), so that p11(5) is the probability of rain on

Jan 5 given that it rained on both of the previous days. This second order model has four

states for each day of the year, corresponding to the four possible two-day histories, and

four independent transition probabilities {p00, p01, p10, p11} to be calculated (probabilities of

dry days can be calculated from the probabilities of wet days). An mth-order model has,

similarly, 2m states and independent transition probabilities for each day of the year.

Data Pooling

To determine the transition probabilities to be used in our chain models (Katz 1977;

Wilks and Wilby 1999), we allow pooling of our training data to improve the estimation of

extreme (rare) events, again using the AIC for parameter selection. A pooling size of 1 day

is equivalent to using the historic data with no alteration, while a pooling size of 5 days uses
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all observations within a 5-day window (the central day ±2 days on either side) as historical

instances of the central day when looking for precipitation patterns. If the historical record

spans T years and the pooling size is b days, then the effective pooled record spans bT years,

more appropriately representing the frequency of rare events in the training data. We again

use the AIC to optimize the trade-off between complexity (a pooling size of 365 days removes

all seasonality) and goodness-of-fit (larger pooling sizes increase our confidence in parameter

estimation).

Akaike Information Criterion (AIC)

To select the appropriate model for each day of the year, models are ranked using the

corrected Akaike Information Criterion (AICc) for each day (Hurvich and Tsai 1989):

AICc =
2kN

N − k − 1
− 2 ln l (2)

where k is the number of parameters (2m), N is the number of (pooled) observations for that

day (bT if no missing data), and l is the likelihood of witnessing the observed distribution of

occurrences given each of their m-day histories (the product of N corresponding transition

probabilities). By selecting the chain order (using 0 ≤ m ≤ 5) with the minimum AIC value

(Supp. Fig. 4a), we create a variable order chain model for the year for a given pooling

size (Katz and Parlange 1993). Letting the pooling size b be an odd integer 1 ≤ b ≤ 119,

we create 60 models with different pooling sizes each with different progressions of chain

orders throughout the year, and different corresponding transition probabilities for each day

(Supp. Fig. 4b). To compare between the pooling sizes, we again use the AIC, in a slightly

rewritten form to account for the comparison in sample size (Supp. Fig. 4c-e):

AIC∗ =
2

b
[K∗

b − L∗
b ] (3)

where

K∗
b =

365∑
i=1

2mi,b (4)

2



is the sum of the number of parameters (independent transition probabilities) necessary for

the annual variable-order model with pooling size b, and

L∗
b =

365∑
i=1

ln li,b (5)

is the sum of the log-likelihoods associated with observing the (pooled) historical data for

each day based on the appropriate transition probabilities. The pooling size with the mini-

mum AIC∗ value is selected (Supp. Fig. 4e), and the associated variable-order chain model

is used as the basis of our simulation (Supp. Fig. 4f).

Since the first and last years of the observed data are needed for edge effects with the

pooling and m-day histories, they are discarded from the analysis and simulation. 1,000

stochastic precipitation occurrence simulations, each of length T−2 years, are created one day

at a time using the daily transition probabilities and the previous m days of simulated data

for each of the 774 stations. To allow a more direct comparison between the simulated and

observed data, any missing values in the observed datasets are imputed using the simulation

models.

For each of the simulated and observed time series, the number of rainy days within a

seasonal 89-day window (±44 days) is computed for each day. These seasonal occurrence

counts form a new 365(T − 2) day time series, and interannual variability of these counts

is calculated for each day of the year for each time series. The interannual variance of the

observed time series,

σ2
89,obs(t) = Var

[
44∑

i=−44

Xobs(t+ i)

]
, (6)

is compared with the mean of the interannual variances of the simulated time series (Supp.

Fig. 1f), 〈
σ2
89,sim(t)

〉
=

〈
Var

[
44∑

i=−44

Xsim(t+ i)

]〉
, (7)

and the potential predictability (Supp. Fig. 1g) is calculated as

PP89(t) =
σ2
89,obs(t)−

〈
σ2
89,sim(t)

〉
σ2
89,obs(t)

(8)
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Individual components of potential predictability are shown in Supplementary Figure 2, and

the timings of maximum and minimum potential predictability are shown in Supplementary

Figure 3.

Statistical significance

To assess the statistical significance of the PP89 signal as shown in Figure 1 (main text),

we created distributions of PP89 values using the individual simulations in place of the

observed time series. A single PPsim,i value was determined as

PPsim,i =
σ2
sim,i − 〈σ2

sim〉
σ2
sim,i

, (9)

where 〈σ2
sim〉 is the ensemble mean of the 1000 simulations for a given station. Using all 1000

values for i, we create a distribution of simulated PP values from which we can calculate the

statistical significance of our observationally-based PP.

Our null assumption is that the observed variability is stationary and not significantly

different from the distribution of simulated variabilities, i.e. that PP = 0. This means that

areas with low p-values (statistically different from the null) have potential predictability.

Those areas with high p-values (not statistically significant) are not statistically different

from the null, and thus we can not reject the hypothesis that PP = 0.

PP and its statistical significance are strongly correlated however – for those values

where σ2
obs lies in the top half of the σ2

sim distribution, the correlation between PP and the

(standard, normal) inverse CDF of the confidence level is r = 0.90. This means that for

significant (high PP) results, we most often conclude that there is potential predictability

(as estimated), and for non-significant results (low PP) we are typically unable to assume

that there is predictability. It follows then, that our most justifiable PP estimate for areas

with near-zero PP and high p-values is, in fact, zero.

PP is shown station-by-station in Figure 5, with values significant at the p = 0.05 level

shown as filled circles and non-significant values shown as X’s. The percentages of stations
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with PP values significantly different from zero by season are: DJF–89%, MAM–86%, JJA–

76%, SON–81%. There are additionally a number of stations with seasonal σ2
obs values

greater than any value in the σ2
sim distribution, and the corresponding PP values would thus

be significant at any confidence interval. By season the fraction of stations for which this is

the case is: DJF–58%, MAM–46%, JJA–34%, SON–39%.

PP-metrics other than seasonal

Although this paper focuses on PP89, windows other than an 89-day seasonal window

can be used to evaluate time periods of interest. Agricultural growing seasons, snow-pack

periods, dry seasons, and monsoons might all be of interest in a particular region, and the

analysis window can be selected to fit the objective.

Equation 8 can be rewritten for any window, τ , as

PPτ (t) =
σ2
τ,obs(t)−

〈
σ2
τ,sim(t)

〉
σ2
τ,obs(t)

, (10)

where σ2
τ is the variance (between years) in the total number of occurrence events in a window

τ for either the observed or simulated data series.

As an example, Figure 6 shows PP365 – the potential predictability of the number of

occurrence events annually. As compared to the seasonal PP89 maps (main text Fig. 1e-h)

or even their mean (Supp. Fig. 2 bottom-right), PP365 is generally higher, suggesting that

some years may have precipitation occurrence correlations between seasons (as we might

expect, say, from ENSO) which are not well-represented by stochastic processes with only a

few days’ memory.
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1 The method for determining a daily time-series of potential predictability

(PP) for an example station (Tuscon, AZ). Precipitation data from each of

774 weather stations (a) are used to create annual time series of precipi-

tation occurrence (b). The Akaike Information Criterion (AIC) is used to

select the model pooling size and daily chain orders that optimize the like-

lihood/parsimony trade-off (c). Transition probabilities (d) are established

using results from c and are used to create a stationary chain model with

no low-frequency drivers of variability. This model is in turn used to create

1,000 stochastic simulations of ∼ 100 years of precipitation data (e). The

simulated data typically has lower interannual variability than the observed

data due to the models ignorance of all longer-than-weekly scale processes

(f). The difference, σ2
89,obs(t) −

〈
σ2
89,sim(t)

〉
, as a fraction of σ2

89,obs(t) is the

potential predictability (g)—the variance unexplained by stochastic processes

alone (shown on maps in h). 9

2 Seasonal values of the components of potential predictability. Rows 1–4 show

values for 89-day windows centered on Jan 15, Apr 15, Jul 15, and Oct 15; row

5 shows the mean of 365 89-day windows, centered on each day of the year.

The first column shows the interannual variance in number of wet days in an

89-day for each season from the historical data. The second column shows the

mean value of the interannual variance for 1,000 simulated time series with

only short-memory process knowledge. The third column is the difference

between the first two columns (the numerator in the potential predictability).

The last column is the potential predictability (as shown in Fig. 1 and Supp.

Fig 1). 10

3 Timings of (a) minimum and (b) maximum potential predictability. 11
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in Tuscon, using a pooling size of 95 days, the 3rd-order model has the lowest

AIC (a) and is selected as optimal (shown as the selected chain-order in b).

This is performed for every day and possible pooling size (b). To select the

optimal pooling size for the station, K∗ and L∗ are calculated from Equa-

tions 4 and 5 (c and d, respectively), and are combined to give the AIC∗ (e,

Eqn. 3). For Tuscon, the selected pooling size is 13 days. The model transi-

tion probabilities are determined from the 13-day pooled data, and the chain

orders corresponding to 13-day pooling (as determined in b, shown in f) are

used in our stochastic simulations. 12

5 PP and corresponding statistical significance station-by-station. Colors de-

note the PP value. PP values which are significantly different from zero at

the 0.05 level are shown as filled circles, while those not significantly different

from 0 are shown as X’s. Data in this figure match identically with those in

Figure 1 (main text). 13

6 PP365: annual-scale potential predictability. An annual window is used to

calculate the total number of occurrence events, and variances of these an-

nual totals (observed and simulated) are used to calculate PP365. Values are

generally higher (note the difference in scale) than for any of the seasonal

PP89 maps (main text Fig. 1) or the mean of seasonal PP89 (Supp. Fig. 2,
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Fig. 1. The method for determining a daily time-series of potential predictability (PP) for
an example station (Tuscon, AZ). Precipitation data from each of 774 weather stations (a)
are used to create annual time series of precipitation occurrence (b). The Akaike Information
Criterion (AIC) is used to select the model pooling size and daily chain orders that optimize
the likelihood/parsimony trade-off (c). Transition probabilities (d) are established using
results from c and are used to create a stationary chain model with no low-frequency drivers
of variability. This model is in turn used to create 1,000 stochastic simulations of ∼ 100 years
of precipitation data (e). The simulated data typically has lower interannual variability than
the observed data due to the models ignorance of all longer-than-weekly scale processes (f).
The difference, σ2

89,obs(t)−
〈
σ2
89,sim(t)

〉
, as a fraction of σ2

89,obs(t) is the potential predictability
(g)—the variance unexplained by stochastic processes alone (shown on maps in h).
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Fig. 2. Seasonal values of the components of potential predictability. Rows 1–4 show values
for 89-day windows centered on Jan 15, Apr 15, Jul 15, and Oct 15; row 5 shows the mean of
365 89-day windows, centered on each day of the year. The first column shows the interannual
variance in number of wet days in an 89-day for each season from the historical data. The
second column shows the mean value of the interannual variance for 1,000 simulated time
series with only short-memory process knowledge. The third column is the difference between
the first two columns (the numerator in the potential predictability). The last column is the
potential predictability (as shown in Fig. 1 and Supp. Fig 1).
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a Day of minimum predictabil ity

b Day of maximum predictabil ity

Fig. 3. Timings of (a) minimum and (b) maximum potential predictability.
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Fig. 4. Chain-order and pooling-size determination process using the Akaike Information
Criterion (AIC) for Tuscon, AZ. For each day of the year and possible pooling size, the AIC
is calculated for chain orders 0–5 (a). The order which gives the lowest AIC value is selected
as optimal. For November 6th (day 310) in Tuscon, using a pooling size of 95 days, the
3rd-order model has the lowest AIC (a) and is selected as optimal (shown as the selected
chain-order in b). This is performed for every day and possible pooling size (b). To select
the optimal pooling size for the station, K∗ and L∗ are calculated from Equations 4 and 5
(c and d, respectively), and are combined to give the AIC∗ (e, Eqn. 3). For Tuscon, the
selected pooling size is 13 days. The model transition probabilities are determined from the
13-day pooled data, and the chain orders corresponding to 13-day pooling (as determined in
b, shown in f) are used in our stochastic simulations.
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Fig. 5. PP and corresponding statistical significance station-by-station. Colors denote the
PP value. PP values which are significantly different from zero at the 0.05 level are shown
as filled circles, while those not significantly different from 0 are shown as X’s. Data in this
figure match identically with those in Figure 1 (main text).
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Fig. 6. PP365: annual-scale potential predictability. An annual window is used to calculate
the total number of occurrence events, and variances of these annual totals (observed and
simulated) are used to calculate PP365. Values are generally higher (note the difference in
scale) than for any of the seasonal PP89 maps (main text Fig. 1) or the mean of seasonal
PP89 (Supp. Fig. 2, bottom-right).
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