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Section S1. Illustration of the frequency-dependent bias correction process 

The steps involved in the frequency-dependent bias correction (FDBC) process are illustrated in 

Figure S 2, using the precipitation time series at a point near Santa Barbara, California. The model data is 

taken from CCSM4.  

The observations (coarsened to the model grid) at the point being bias corrected are shown in 

Figure S 2a; the model time series to be bias corrected is shown in Figure S 2b. The model time series at 

this stage shows a realistic mean, maximum, and variability, since PresRat has already been applied (main 

text, section 4.3.1). However, the spectrum of the model time series (red circles in Figure S 2c) differs 

from the observed spectrum (blue line in Figure S 2c), especially at high frequencies, where the power in 

the model is significantly higher than observed. To correct this error, we compute the ratio of the 

observed to model spectral power at each frequency; this is termed the “spectral correction factor”, and 

shown in Figure S 2d. The model time series is Fourier transformed to frequency space, and each spectral 

component is multiplied by the appropriate spectral correction factor for that frequency. The spectrum of 

the model after this operation is shown by the green circles in Figure S 2e, and is a much better match to 

the observations than the original model spectrum. The corrected spectral components are then back-
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transformed from frequency to temporal space using an inverse Fourier transform. The resulting time 

series is shown in Figure S 2f.  

The results of these operations are shown in more detail for daily maximum temperature and 

precipitation in Figure S 3 and Figure S 4, respectively, using data from CCSM4 for model year 2000. 

Each panel illustrates the process at a different location, indicated in the panel title (longitude, latitude) 

and shown by the purple crosses in the inset maps of Figure S 3 (the same locations are used in Figure S 

4). In Figure S 3, the black lines show the original model time series of daily maximum temperature, and 

the dotted red lines are the time series after FDBC is applied. The difference between the two is shown as 

the blue line. As can be seen, the modifications that FDBC makes to the original time series are modest 

compared to the seasonal cycle or synoptic timescale variability.  

In Figure S 4, the original model values of daily precipitation for model year 2000 are shown as 

the grey bars; the values after FDBC is applied are shown as the red circles. The difference between the 

two is shown as the blue line, which has been offset to the center of the panel for clarity. Similar to what 

was seen for daily maximum temperature, the modifications due to the FDBC tend to be modest 

compared to the variability in the original time series. 

As noted in the main text, the FDBC process can help correct a model simulation with an overly 

weak or strong ENSO signal, which varies on time scales of roughly 2-7 years. Depending on the 

location, other sources of variability at low frequencies could include the Pacific Decadal Oscillation, 

which has power at interannual to interdecadal time scales. At higher frequencies, FDBC can correct the 

amplitude of the annual cycle as well as variability associated with synoptic scale weather fluctuations, 

such as storms or cold fronts, which have power on the 2-14 day time scale. It should be understood, 

though, that the FDBC is a statistical correction, not a panacea for a model that lacks the physical 

processes contributing to variability on a particular time scale in the first place. In such a case, the proper 

approach is to start with a model that has the relevant process (albeit at a somewhat too strong or weak 

amplitude) rather than trying to correct a model that lacks the process altogether. 
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Section S2. The problem with using a 31-day sliding-window approach 

California tends to be wet from October through March, and dry the rest of the year. Initial 

attempts to bias correct precipitation in this region using a sliding 31-day time window led to the 

occasional (rare, but not negligible) problem with unrealistically high bias-corrected precipitation values. 

The reason that a relatively narrow time window can lead to problematical behavior is illustrated in 

Figure S 5 and will now be described. 

Imagine that at some location the observed maximum value over a 30-yr training period falls in 

early February (red asterisk in Figure S 5a). The model future period also experiences its maximum value 

in early February (Figure S 5c), but, simply because of natural internal climate variability, the heaviest 

precipitation day in the model historical period falls in mid November (Figure S 5b). 

What does the bias correction do in these circumstances if it uses a 31-day window? The future, 

bias corrected value is the observed value at a quantile multiplied by the model-predicted change at that 

quantile (where the change is evaluated as a ratio). When the 31-day sliding window covers early 

February, the model-predicted change in the topmost quantile is about a factor of two (comparing Figure 

S 5b to Figure S 5c), because the historical period did not happen to include an extreme precipitation day 

in the early-season window, but the future period does. The factor of two is applied to the extreme 

historical value, resulting in a future day with unrealistic extreme precipitation (Figure S 5d).  

The fundamental problem is that a 31-day window is too narrow to use in a situation where 

extremes can occur any time in a wider season. One approach is to use wider windows, such as a 91-day 

window, but the correction of the annual cycle gets worse as the window gets wider (main text, Figure 

11). In the limit that an annual window is used, the problem with the unrealistic extreme precipitation day 

in the bias-corrected data is eliminated, but there is no correction of the annual cycle. 

As described in Section 5 of the main text, bias correction is generally used to address two 

different problems: 1) the representation of the annual cycle; 2) the representation of the extremes. 

Although many existing schemes handle these two problems with the same approach, it is not necessary 

to do so. In particular, there is no compelling reason why a sliding window scheme with a single 
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compromise window width should be used, one that is both too narrow to handle the extremes as well as 

possible and too wide to handle the seasonal cycle as well as possible. 

In the bias correction scheme used here, we use two different approaches for these two problems. 

The preconditioning examines the seasonal cycle and operates on a narrow window (about two weeks, 

since we use splines to estimate the seasonal cycle given the limited data sample). The windowed bias 

correction addresses extremes using seasonal timescales: 91 days, half a year, one year. This solves the 

both the annual cycle and extremes problems in a satisfactory way, as main text figures 11-13 

demonstrate. 
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Figure S 1. RMS error (°C) in the annual cycle of daily maximum temperature (smoothed with a 

31-day boxcar filter) as simulated by the CCSM4 model, using various bias correction approaches. a) 

Original model (no bias correction). b) Simply monthly BC. c) Single central day corrected based on 

statistics of a sliding 31-day window. d) 91-day window. e) Iterative BC with 91-, 181-, and 365-day 

windows, but no preconditioning. f) Iterative BC with preconditioning.  
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Figure S 2. Illustrating the steps of the frequency dependent bias correction. Data is from a point 

near Santa Barbara, California; the model data is from CCSM4. See supplemental material section S2 for 

details. 
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Figure S 3. Example one-year time series of daily maximum temperature at the location marked 

by the purple ‘X’ both before (black line) and after (dotted red line) the frequency-dependent bias 

correction. Values have had the annual mean removed; the value of the annual mean is shown in the 

upper right part of the panel. The blue line is the time series of the correction, i.e., the corrected time 

series minus original. Values are from CCSM4 in year 2000. 
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Figure S 4. Example one-year time series of daily precipitation at the location indicated in the 

panel title (longitude, latitude; same locations as ), both before (grey lines) and after (red circle) the 

frequency-dependent bias correction. The blue line is the time series of the correction, i.e., the corrected 

time series minus original, with no scaling but offset to be vertically centered in the middle of the panel. 

Values are from CCSM4 in year 2000. 



9 
 

 

Figure S 5. Example illustrating how using a simple 31-day sliding time window with the PresRat 

bias correction scheme can produce unrealistic values.  Data are 30 years of synthetic daily precipitation 

values based on a gamma distribution, simulating a location with a wet winter and dry summer. In each 

panel, grey dots show all precipitation values for the day-of-year indicated on the X axis, with the 

maximum value over the entire 30 years indicated by the red asterisk. By construction, the model has no 

bias with respect to the observations. However, the bias-corrected future maximum precipitation value is 

more than twice as large as observed, which is why this simple sliding window approach is not used here. 

See text of supplemental information section S2 for details. 


